
subdivision would be left for future development, with each 
category heading requiring subdivision.  Ontology terms have 
been divided according to categories.  These terms improve 
retrieval to each category.  While the time and theme ontologies 
will require more words as the database scales up, the double 
region ontology with its detail in reserve for the second pass is 
likely to be serviceable to a corpus of much greater scale.    

3.2 Database  
The 150-map training set consists of maps from articles in a wide 
range of disciplines.  Most articles were in native .pdf format, 
with a few that were in .html, converted to .pdf.  As mentioned 
above, the maps and metadata for each map were assembled by 
hand.  A description of how the metadata were taken from 
particular fields (map caption, words-in-map, article title and 
sentence in the article that refers to the map) appears in [6].  Even 
though the work was done manually, two programs are being 
developed that should help automate it in future.  Michael Lesk at 
Rutgers University is writing a program that will scan an article, 
and recognize and extract a map [3], [15].   Lee Giles at Penn 
State University is writing a program that will extract words from 
a map in a method similar to that in [25].  

3.3 Classifier  
Separate classifiers were devised for region, time and theme. Each 
classifier is composed of heuristics, that is, rules with no provable 
justification that have been found in most cases to solve a 
problem. Each classifier has its own domain ontology which 
expands the query and matches with the target metadata.  
 
Common to region, time and theme classifiers:  
 
1. Heuristics for selecting the bag of words  

Where should we take word from each article?   
How many words should we take?   

2. Heuristics for how to filter words in the bag before matching  
Prefer certain words based on frequency of occurrence 
Avoid certain words based on spelling and capitalization  

3. Heuristics for classification via string matching (using     
ontologies)  

Assign each item to up to two categories  
4. Heuristics for ranking within a category for result listing  

Order results by semantic or geographical relevance, or  
Order results by date or file characteristics  

 
Below is our region classifier as an example, with time and theme 
classifiers in [5]  
 
/H1/ (Heuristic). Distinguish place words from non-place 
words  
(a) Place words begin with capital letters  
(b) Place words may be multi-word phrases in capital letters  
(c) Place word(s) follow “Map of…”  
(d) Place word(s) precede “map” or “eco-region” or “region” or 

“locale”  
(e) The top 100 words from Geonames (such as bay, stream, 

center, hill, mountain, north, east, south, west) may indicate 
place, so that a word found within two words of one of these 
could be a geographical name.  

 

/H2/ Location of metadata. Go through metadata regions 
searching for place words in the following order:  

1. Primarily:  
  map caption  
  words in map (if any)  

article title  
2.  Sentence in article that refers to the map (if any)  
3.  Paragraph containing sentence that refers to the map  
4.  First sentence in article or abstract  
5.  First paragraph of article or abstract  
6.  Additional paragraphs  

 
/H3/ Amount of metadata (for optimal recall and precision)  
Continue scanning metadata locations /H2/ from 1-6 until a 
classification has been assigned.  
 
/H4/ Multivalent classification Match metadata in each location 
in /H2/with one or two classifications.  

Example metadata: France, the American Colonies and 
the Revolutionary War.  This item is classed both in 
Europe and in North America  

 
/H5/ Preferences  
In metadata  
(a) Prefer place names that are repeated.  
(b) Stem metadata as needed to match with place referent.  
(c) If two places are found in one metadata location as listed in 

/H2/, prefer metadata not in parentheses  
(d) Consider a name to be a place name if it is qualified within 

two words by another place name  
 Example: In “Sydney, Australia,” Sydney is not a 

person but a place in Australia  
(e) If two places are in one metadata location as listed in /H2/, and 

one or both correspond to more than one place in the 
ontology/gazetteer, select the two places that have the shortest 
distance between them. This is called “geometric minimality” 
by Leidner [14].  

Example: Lincoln, Nebraska in metadata  
We assume Lincoln is a place and not a person because 
of (d)   
We assume Lincoln is in the United States and not in 
the U.K. because of (e)  

(f) If a place named in the metadata could be resolved to either of 
two places in the referent, choose the place that is higher in 
the referent hierarchy  

Example: New Brunswick in metadata  
This will resolve to New Brunswick, Canada rather than 
New Brunswick, New Jersey.  

 
/H6/ Removing noise in metadata  
(a)  Exclude phrases of the sort “published at/in [place]”  
(b) Exclude newspaper names such as “X Times” or the “Y   

Chronicle” or the “Z Gazette”  
 
/H7/ Classification  
(a) Use table of country correlations between Geonames countries 

and system (MapSearch) categories  
(b) Use table of waters for correlations between major oceans, 

seas and rivers and system (MapSearch) categories  
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(c) If no other place names are found but “world” “globe” or 
“global” appear in any of metadata locations in /H2/, assign to 
category “World”  

(d) If three or more classification regions match, assign to 
category “World”.  

Example metadata: In the map above, some of the 
goods move across the eastern Mediterranean and the 
others move across Anatolia, connecting western 
Europe to West Asia, East Africa, and India.  
This item should be classified as “World”  

 
/H8/ Ranking by relevance of scale  
List first those matches that represent the smaller scale and 
correspond to the higher place in the gazetteer.  

Example:  
Browse query entered: North America and Europe  
Retrieved: map of Manhattan and map of Spain  
Ranking: map of Spain, map of Manhattan  

 
/H9/ Ranking by relevance of data attributes  
When relevance of scale is not clear from the metadata, when 
items are equivalent in scale, or when the user elects otherwise,  
other ways to rank retrieval results are offered.  For example:   

* Color – grayscale – black and white   
* Most recent publication first  
* Highest resolution first  

3.4 System overview  
The basic functions of most search engines are: crawling to locate 
data, mining data and metadata to assemble the database, the 
construction of an index to facilitate retrieval, processing queries 
and result ranking. To these functions, our system adds matching 
target metadata to an ontology that is able to improve retrieval 
and lend its hierarchy to semantic result ranking.  A prototype of 
MapSearch is currently mounted on the web. 2  

4. DISCUSSION 
Heuristics are at their most powerful when they are most abstract 
[16].  Our heuristics have proven robust on a test set one-third the 
size of the training set.  How well the heuristics would scale to the 
many thousands of maps we would like the digital library to 
contain eventually, is difficult to say.  Our map sample was 
extracted from journals on a wide range of topics.  It is, however, 
not only the topics, but the text formatting and the writing style 
that will influence the “bag” words used for indexing, and this is a 
factor of journal type.  As we widen the number of publications 
from which maps and metadata are mined, the heuristics will need 
to be retested and refined.   
 
One way of fortifying heuristics would be to make correlations 
between facets.  We have looked at correlations between theme 
and time facets for the 150-map training set.  
 

 

 

                                                                 
2 http://scilsresx.rutgers.edu/~gelern/maps 

Table 1. Correlation between map classifications for 
theme and time.  

 
         Pre-

history 
Antiquity Middle 

Ages 
Early 

Modern 
Modern 

Agriculture  
& Food           

0 0 0 0 9 

Archaeology  
& Anthro. 

9 2 1 0 1 

Arts  & 
Media             

0 0 0 1 2 

Commerce & 
Finance          

0 0 1 7 9 

History   & 
Travel             

0 0 9 14 9 

Medicine        0 0 0 1 4 

Military          0 0 0 0 10 

Politics and 
Law              

0 0 4 3 33 

Religion & 
Education       

0 0 4 2 6 

Science           4 0 1 1 21 

Society           1 0 0 2 17 

Technology    0 0 0 1 12 

 
The table lends evidence, for example, to support a heuristic that 
items classified in Technology and Transportation should be 
classified in the time period Modern, and that item classified in 
Military should also be classified as Modern.   
 
Expansion of the collection will require also an expansion of 
category subdivision and of ontology granularity.   Ontology 
expansion should improve results of classification of a larger 
collection just as will heuristics tuning. In an expanded database, 
maps from articles in proprietary databases will likely appear with 
only a link to the source article full text along with publisher 
instructions as to how to subscribe for access. 

5. EVALUATION 
An independent test set of comprising 54 maps was used to test 
the classifiers’ accuracy.  Two participants were asked to 
construct the benchmark by manually indexing each item in the 
three categories.   larger sample would have increased experiment 
validity, but the sample was limited for the sake of the 
participants who, as it turned out, required several hours and 
several rest breaks to complete the indexing.  
  
Both participants had professional indexing experience.   Each in 
turn was given a stack of articles with the maps flagged, and 
asked to index each map by region, time and theme.  They were 
given a list of category labels and a brief instruction sheet 
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explaining how to assign items to classes (one or two items per 
category, for example) as a guide, and a blank spreadsheet to 
record their categories.   
 
Compilation of their results created a benchmark.   The two were 
not wholly consistent in their choice of categories, especially in 
the subject facet. We adjusted for this by declaring all their 
classifications to be accurate.  This left us with more than two 
categorizations per item, even when the rule for the system and 
the rule given for manual indexing were two categories per item 
at most.  
 
The system was given the same test maps to classify, and its 
classifications were compared to those of the participants. All 
categories determined by the system were considered either right 
or wrong, except for those in theme in which partial credit was 
given to compensate for the overlap in category labels. An 
example of such an overlap is that Medicine is a Science, 
although the two are separate MapSearch categories. Comparison 
of the professionals’ and the system’s classifications is exhibited 
in the chart below.  
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Figure 1 Automatic classification results by facet 

6.  CONCLUSION 
In this research, maps for the corpus were extracted from journal 
articles.  Classifiers for region, time and theme were created and 
knowledge resources were selected to aid in indexing each facet, 
with the region facet or geographic information retrieval aspect 
the focus of this paper.  This research could be a model to 
aggregate diagrams, tables, drawings or other journal article 
components. Future research might include the accumulation of a 
larger map sample to further refine the algorithms, developing the 
automatic map mining program, expanding the time and theme 
ontologies and expanding subdivisions within each facet category.  
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ABSTRACT
In this work, we attempt to extend the body of knowledge on
sea ice motion tracking in two specific directions. The first
direction is the development of a computationally efficient,
high resolution motion tracking system with a resolution of
400m, which is an order of magnitude greater than the cur-
rently available standard data products (3 - 5km). Valida-
tion of this method using GPS measurements shows an av-
erage error that is less than 0.06cm/s. The second direction
is the development of objective analysis technique to han-
dle motion at close proximity to discontinuities. The goal
of this second direction is to identify and track discontinu-
ous features such as cracks, leads, ridges and other material
damage zones. These developments allow motion to be es-
timated at a high resolution in a robust manner (validated
against various noise models). With the observed changes in
global climate, sparked by variations in the sea ice thickness
and extent, our long term goal is to use this system to merge
the “temporally rich” GPS measurements with the “spatially
rich” measurements from satellite images.

Categories and Subject Descriptors
I.4.8 [Computing Methodologies]: Image Processing And
Computer Vision; G.1.2 [Numerical Analysis]: Approxi-
mation; J.2 [Computer Applications]: Physical Sciences
And Engineering

General Terms
Design, Algorithms, Measurement, Performance

Keywords
Cryosphere, mapping, near real time motion analysis, Fourier
theory, discontinuity identification, line integral convolution

1. INTRODUCTION
Recent changes in the global climate are interconnected to

the dynamics, thickness and extent of sea ice in the Arctic

The SIGSPATIAL Special, Volume 1, Number 1, March 2009.
Copyright is held by the author/owner(s).

and Antarctic [7]. As with many geophysical phenomenon,
tracking the dynamics of sea ice is very challenging. This is
primarily because sea ice is one of the largest fast-moving
solid on the surface of the earth. Average drift rates are
around ten kilometers in one day and occur across varying
spatial (1-100 km) and temporal (hours to months) scales.
Characterizing the sea ice topography and being able to
track the dynamics using “all-season, all-weather” sensors
is a necessity for an observation system like the Arctic Ob-
serving Network (AON) [2]. Since there are only finite num-
ber of instruments, manpower, and funding to deploy these
systems, a key to the success of an AON will be the opti-
mal combination of key instruments and the strategic de-
ployment of these systems along with intermittent manned
in-situ measurement events.

From an operational perspective, sea ice features such
as leads, slip lines, cracks, and ridges play a crucial role
in navigating polar waters and maintaining offshore struc-
tures. These discontinuities are also fundamental regulators
of heat, mass, and momentum transfer at the air-sea inter-
face [11]. Hence, there is a relevant need to understand the
distribution, orientation, size, and duration of these discon-
tinuous regions.

The work reported here revolves around tracking the mo-
tion of sea ice using satellite images. The motion tracking
system that we developed is able to operate at a resolution
of 400m when compared to currently available standard data
products that estimate motion of pack ice at a resolution of
3 ∼ 5km [8]. In this paper, we present our development of
the motion tracking algorithm and also describe methods to
statistically quantify discontinuities that are observed in sea
ice. The accuracy of the system has been verified against
different types of noise models (Gaussian, Speckle, Quanti-
zation) and ground truth displacements from GPS [13]. We
further extend this motion tracking system, with disconti-
nuity identification, to develop a theoretical basis to track
motion at close proximities to discontinuous locations.

The showcase article proceeds as follows. We begin with
a short overview of the cascaded motion estimation scheme.
Next, we will discuss strategies that we developed for iden-
tifying discontinuities in sea ice using the invariant shear.
This is followed by a detailed description of our near-real
time motion processing system called the Map of Moving
Topography (MMT), which we verify against ground truth
GPS displacements. We shall then delve into theoretical
extensions of the motion tracking system to handle motion
near discontinuities. Finally, we summarize our findings and
provide a description of possible future research problems.
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(a) (b)

(c) (d)

Figure 6: Comparison of the estimated motion
against ground truth displacement (a)(c) Scatter
plot and error distribution along the East-West di-
rection (b)(d) Scatter plot and error distribution
along the North-South direction.

understanding their connection to climate and process mod-
els.

Figure 7: Discontinuities in the sea ice. The red box
represents a lead in the ice where water, owing to
its lower albedo, is visible as the dark pixels. The
image is drawn in pixel coordinates with one pixel
corresponding to 50m.

When tracking motion in continuous regions, the smooth-
ness constraint plays an important role in guaranteeing the
well-posedness of the estimation. Essentially, the smooth-
ness constraint assumes that motion close to each other are
spatially similar. When handling discontinuous regions (fig-
ure 7), this assumption leads to incorrect estimates since the
motion components on either side of a discontinuity tend to
be sampled from different motion distributions.

In this development, we estimate the motion near these
discontinuities using particle streamlines extracted from the
flow field. To handle discontinuous regions, we use a modi-
fied Expectation-Maximization (EM) algorithm that is built
on Line Integral Convolution (LIC) [3] and Exemplar based

(a) (b)

Figure 8: Vector estimation at an unknown loca-
tion: (a) orientation estimation (b) magnitude esti-
mation. The unknown locations are represented as
green circles and the current location is indicated
as a black circle. The squares are anchor points for
sample streamlines while the color bar represents
the magnitude of motion in panel b.

Inpainting [4].
The estimation process identifies possible discontinuities

and the motion at discontinuities is computed in two se-
quential steps. The first step estimates the most plausible
direction at an unknown location (black circle) using local
polynomial approximations of streamlines. The best direc-
tion is then computed as the Maximum a Posteriori (MAP)
estimate of tangential orientation (figure 8a). The second
step estimates the magnitude using scattered data interpo-
lation (Thin plate Splines [1]) of all the vectors that are
highly correlated with the best estimated direction (figure
8b). The direction and magnitude is combined to produce
the best estimate of the unknown vector [17]. The entire
estimation proceeds in an onion-peel fashion from the outer
layers of discontinuities until all the unknown locations are
filled up. The estimated vectors are subsequently reevalu-
ated with the image data to correct for any interpolation
errors.

(a) (b)

Figure 9: Estimation error using streamline regu-
larization (a) Zoomed-in region in figure 7b after
warping the image using the estimated motion (b)
Absolute error between the warped image and the
first image. The color bar represents the intensity
difference between two collocated pixels.

This Streamline Regularization process is shown in figure
1. In [16], we have shown that it reduces estimation error at



discontinuities when compared to an Isotropic Regularizer.
Figure 9a shows the result of applying the streamline regu-
larization to images in figure 7. The readers are directed to
[16] for more results and statistical comparisons.

8. CONCLUSIONS
Our work centers around the estimation of large scale mo-

tion that is typically observed in polar orbital satellite im-
agery of sea ice. Our belief is that an accurate estimate
would complement the “temporally rich” in-situ telemetry
measurements as valuable input to existing physics-based
models. Using a cascaded estimation framework, we are able
to track sea ice drift at 400m resolution, which is an order of
magnitude greater than standard motion products (3∼5km).
The system and the generated data products were used as
a near-real time tool in the recently concluded APLIS 2007.
The data products from the system were used by field scien-
tists to deploy 12 GPS buoys, 5 ice-mass balance buoys and
1 stress buoy. This operational system happens to be one
of the first tools that actively incorporated satellite analysis
for instrument deployment in a sea ice campaign.

One the primary difficulties that we faced during the de-
velopment of the motion tracking system was the unavail-
ability of comparative test sets that address the problem
of large magnitude motion. Therefore developing test sets
that could be used to validate algorithms that estimate such
large motions constitutes our primary focus. We are also
actively expanding the processing area to 500×1000km2 re-
gions across the Arctic basin. Finally, we are also pursuing
the development of cooperative schemes that could be gen-
eralizable to handle high frame rate/low magnitude motion
and low frame rate/large magnitude motion.

Overall, in this work we have developed a motion track-
ing system that could be used as an active component in a
polar observation system. The high resolution estimate of
motion from the system could prove valuable in localizing
various features in the sea ice. Essentially, we hope that our
work would aid in the validation, diagnosis, and further de-
velopment of numerical models, especially those that might
help in ice model forecasting for navigation, and heat flux
calculations in climate modeling.
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ABSTRACT
We present an error metric based on the potential energy of
water flow to evaluate the quality of lossy terrain simplifica-
tion algorithms. Typically, terrain compression algorithms
seek to minimize RMS (root mean square) and maximum
error. These metrics fail to capture whether a reconstructed
terrain preserves the drainage network. A quantitative mea-
surement of how accurately a drainage network captures the
hydrology is important for determining the effectiveness of
a terrain simplification technique. Having a measurement
for testing and comparing different models has the potential
to be widely used in numerous applications (flood preven-
tion, erosion measurement, pollutant propagation, etc). In
this paper, we transfer the drainage network computed on
reconstructed geometry onto the original uncompressed ter-
rain and use our error metric to measure the level of error
created by the simplification. We also present a novel ter-
rain simplification algorithm based on the compression of
hydrology features. This method and other terrain com-
pression schemes are then compared using our new metric.

Categories and Subject Descriptors
Computing Methodologies [Computer Graphics]: Com-
putational Geometry and Object Modeling

General Terms
Algorithms, Measurement, Performance

1. INTRODUCTION
Terrain data is being sampled at ever increasing resolu-

tions over larger geographic areas requiring special compres-
sion techniques to manipulate the data. Typically the ef-

The SIGSPATIAL Special, Volume 1, Number 1, March 2009
Copyright is held by the author/owner(s).

Figure 1: To compute the potential energy error,
the drainage is computed on the reconstructed ter-
rain and then mapped onto the original terrain. The
amount of water flowing uphill and downhill influ-
ences the metric. The highest elevations are visual-
ized in dark red and the lowest elevations are dark
blue.

fectiveness of a terrain compression technique is how well
it minimizes the root mean square or the maximum error
between the original terrain and the reconstructed geome-
try [7]. This metric is not always the best choice for pre-
serving hydrological information, since channels and ridges,
essential for the calculation of drainage networks [13], might
be lost. For example, a scheme which naively interpolates
the terrain between two points on opposite banks of a river
can flatten the terrain and block flow.

Direct ground truth measurements can be used to deter-
mine the amount of water and various hydrology statistics.
This can be expensive, time consuming, and require access-
ing remote locations. Rapid technological advances are mak-
ing it possible to acquire accurate, high-resolution elevation
data, allowing more accurate computer simulation of hydrol-
ogy. It is essential that the scientific community have the
tools available that can efficiently store and manipulate large
terrain datasets [1]. Accurate hydrological simulations allow
better understanding of regions at greatest risk of flooding,
preparation for the threat of natural disasters, and tracking
and predicting the flow of pollutants. This work could also
be applied to segmentation of terrain based on watersheds
or other flow based models, such as volcanic flow.

2. PRIOR ART

2.1 Digital Hydrology Methods
Various methods and metrics have been defined for com-
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puting and comparing digital drainage networks to ground
truth, real world drainage [14].

One such method, the D8 model, assigns flow in one of the
eight possible directions. In the SFD (single flow direction)
version of the D8 model the entire amount of flow from each
cell is distributed to the lowest adjacent neighbor. This is
not the case in the MFD (multi-flow direction) version in
which the flow is fractionally distributed to all the lower ad-
jacent neighbors. A slightly more sophisticated MFD model
is the D∞ model. As the name indicates, flow can travel in
an infinite number of directions and is not limited to eight
cardinal and diagonal directions. The amount of water leav-
ing each cell is distributed to one or more adjacent cells
based on the steepest downward gradient [11].

Another method for hydrology calculation is the digital el-
evation model network or DEMON model [3]. Rather than
modeling flow as a point source that flows to an adjacent
neighbor, DEMON captures the flow by contributing and
dispersal areas. The motivation for using a method such as
DEMON is that the representation allows for flow width to
vary over non-planar topography. However, this can intro-
duce loops and inconsistencies in the hydrology.

Elevation data is only an approximation for the actual
terrain and is prone to collection and sampling errors that
cause unrealistic depressions. To counter this, some meth-
ods have been extended to allow water to flow uphill out
of local minima (basins) until spilling over an edge. The
flow network thus runs uphill in situations when there is
not an adjacent lower elevation. These methods expand the
drainage networks until they flow off the edge of the terrain.
In Terraflow [4, 12], the path of least energy is used to flow
uphill until reaching the spill point. The main benefits of
Terraflow are the ability to avoid dataset issues, construc-
tion of long continuous river flow, and scalability on massive
datasets. The disadvantages are that this approach may
miss realistic drainage basins and have poorer performance
on non-massive datasets than simpler methods.

For the methods listed above, the inputs are a DEM (Dig-
ital Elevation Model) and a flow accumulation threshold.
The outputs are a flow direction grid and a flow accumula-
tion grid. The flow direction grid specifies the direction of
flow and the flow accumulation grid records the amount of
flow. A cell is considered part of the drainage network if its
flow accumulation is larger then the specified threshold.

2.2 Approximating Terrain using
Over-determined Laplacian PDEs

To reconstruct a dense terrain matrix from a subset of the
original elevation data, we use the Over-determined Lapla-
cian Differential Equations (ODETLAP) method [7]. ODET-
LAP can process not only continuous contour lines but iso-
lated, irregularly-spaced points as well. The surface pro-
duced tends to be smooth while preserving high accuracy to
the known points. Local maxima are also well preserved. Al-
ternate methods generally sub-sample contours due to lim-
ited processing capacity, or ignore isolated points.

Starting with the Laplacian for every non-border point:

4zij = zi−1,j + zi+1,j + zi,j−1 + zi,j+1 (1)

we add a second equation for each known point:

zij = hij (2)

where hij stands for the specified elevation and zij is the
computed elevation for the point. Thus, the system of lin-

Figure 2: The ridge-river network, with rivers in
black and ridges in white.

ear equations is over-determined, i.e., the number of equa-
tions exceeds the number of unknown variables, so instead
of solving it for an exact solution, an approximated solution
is obtained. The user defines a parameter R that determines
the relative importance of accuracy versus smoothness.

We have explored the use of Triangulated Irregular Net-
works, Visibility, and Level Set Components to discover im-
portant points that reflect the terrain structure for use in
ODETLAP [15].

3. OVERVIEW
Our goal is to preserve not only the overall terrain struc-

ture, but also important hydrology features. Our research
contributions include:

1. A new metric for measuring the amount of hydrology
error introduced by a terrain simplification algorithm.
The metric is based on the amount of water that (in-
correctly) flows uphill.

2. Introduction of a new geometry terrain feature we call
the ridge network. This network is used in our hydrol-
ogy compression scheme and also has applications in
observer siting and path planning.

3. Efficient computation of both the drainage network
and ridge network using a system of linear equations.

4. Introduction of a new compression method that is
hydrology-aware. By specifically targeting the com-
pression we can minimize the amount of drainage net-
work error on the reconstructed terrain.

Our experiments have shown that points on the ridge net-
work and drainage network are effective in capturing the hy-
drology. The ridge-river technique computes both the rivers
and ridges, and simplifies the line network to capture the
most significant points.

4. OUR CONTRIBUTIONS

4.1 Ridge-River Network Calculation
We compute the drainage network using a standard D8

model [11] based on steepest descent flow. Each cell flows
to the lowest adjacent neighbor and flow is forbidden from
traveling uphill. We also introduce and compute the ridge
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Figure 3: An example of our computed drainage
network and the corresponding watersheds.

network in a similar fashion from the inverted terrain, Ie,
which is quite simply computed from the original elevation
matrix, E, by negating all elevations.

E is used to compute the drainage network and Ie to com-
pute the ridge network, which can be done in parallel. We
refer to the combination of networks as the ridge-river net-
work [10], as seen in Figure 2. To the best of our knowledge,
no previous work has performed drainage network compu-
tation on the inverted terrain. While the resulting ridge
network has no direct physical interpretation, it does share
features with the hydrology watersheds (Figure 3). We have
found the ridge network to be useful for terrain compression,
observer siting, and path planning.

Unlike other methods that use flooding [1], our method
computes flow using a system of linear equations Ax = b
where x is an unknown N2 length vector equal to the amount
of water accumulation at each cell and b is the initial flow
or “rain” at each cell, often with all entries equal to 1. Ma-
trix A is a N2×N2 sparse matrix: the identity matrix with
additional non-zero entries to represent flow between neigh-
boring cells. For instance, if cell X1 receives flow from cell
X2 and X5, row 1 in matrix A will contain non-zero elements
in columns 1, 2, and 5. Therefore the number of non-zero
entries in matrix A is bounded by 2N2, where N is the size
of the N ×N DEM. The upper bound of 2N2 is determined
since there will be N2 non-zero entries to load the identity
matrix. All other non-zero entries represent flow from one
cell to one other cell. There can be at most N2 additional
non-zero elements, since each cell can flow in only one di-
rection. Taking advantage of the sparse nature of matrix A,
the linear system can be solved efficiently.

An important problem that needs to be addressed is the
occurrence of plateaus, which are regions where the flow
direction can not be trivially determined based on steepest
descent (Figure 4). To deal with these cases, the plateaus
are first identified using a variant of the fast Union-Find
algorithm developed by Franklin and Landis [8]. The input
is a 3N−2 by 3N−2 binary matrix and the output contains
a list of components, with each component representing one
plateau. Once identified, the flow directions for flat areas are
set using a similar strategy to Terraflow [12]. A breadth-first
search assigns directions towards the root or spill point. Spill
points are identified as cells in a flat component that contain
a nonzero direction. In other words, a cell in the component

Figure 4: Visualization of flat plateau regions.

that has an adjacent cell with a smaller elevation. Flat areas
that have no spill points are determined to be sinks. The
directions of every cell in a sink are assigned to flow to this
point.

After assigning directions to every plateau and sink, the
final flow network can be computed. The linear system of
equations is modified to include the directions assigned to
the plateaus and sinks. The flow is recomputed and the
final flow accumulation grid and flow direction matrix is de-
termined. Figure 3 and 4 show examples of the drainage
network, ridge network, and watershed boundaries.

The benefits of our flow calculation method include sim-
plicity, scalability, and consistency (there is never a flow
loop). However, like other digital hydrology simulation meth-
ods, we cannot guarantee robust construction of the actual
hydrology network due to sampling and dataset inaccuracies
that often unrealistically block flow.

4.2 Drainage Network Error Metric
Standard metrics for evaluating the effectiveness of ter-

rain simplification algorithms use root mean squared (RMS)
and maximum error. These measurements are ineffective for
evaluating the loss of drainage network structure. Therefore,
one of the main purposes of our research is to introduce a
metric geared towards measuring this error.

It is important to note that the goal of our hydrology met-
ric is not to compare the reconstructed hydrology against an
absolute truth. As mentioned above, hydrology computed
on a digital representation may have significant errors due
to sampling and data collection inaccuracies. Therefore,
our hydrology metric does not compare the reconstructed
drainage network to the true drainage network. Rather, our
metric takes the flow direction grid and the flow accumula-
tion grid computed on the reconstructed terrain and maps
it onto the original, uncompressed DEM (Figure 1).

To compute the accuracy of the reconstructed drainage
network, the gradient, the amount of flow contributing to
each cell, and whether the flow travels uphill or downhill on
the original data are taken into account. The total downhill
and uphill energies are computed as a summation of the gra-
dient, |Ei−Er(i)|, where E is the elevation matrix and Ei is

the elevation of the ith cell. r(x) specifies the receiving cell
for the flow out of cell i on the reconstructed terrain. Thus,
Er(i) is the elevation of the cell that is coupled with cell i
through flow. The gradient is weighted by the amount of
flow, variable Wi, through the cell. Variable EnergyDown
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Figure 5: Flow chart of the ridge-river compression
method. Inputs are in boxes and programs in circles.

is the sum of cells in the matrix where the reconstructed flow
network (correctly) travels downhill on the original terrain.
Conversely, EnergyUp is the summation of cells where the
flow travels (incorrectly) uphill. The final Error is deter-
mined as the ratio of the total upward energy divided by the
total downward energy.

EnergyDown =
X

i

max(0, Ei − Er(i)) ∗Wi

EnergyUp =
X

i

max(0, Er(i) − Ei) ∗Wi

Error =
EnergyUp

EnergyDown

To compute the energy error metric, the flow is computed
on the reconstructed DEM (described in §4.1). The error
is determined by comparing the flow direction matrix com-
puted on the reconstructed geometry with the elevation ma-
trix from the original DEM. A perfect reconstruction has
zero uphill flow and a metric value equal to zero. There-
fore, the closer the metric is to zero, the more accurate the
reconstructed drainage network.

4.3 Network Simplification for
Hydrology-Aware Compression

The output of the drainage computation is a flow accumu-
lation grid, where each cell contains an integer corresponding
to how many other cells contribute flow to that point. Cells
above a predefined threshold are considered significant and
are added to the river (or ridge) network. We note that this
initial representation (a dense set of cells) is somewhat re-
dundant and can be simplified before storage in our novel
compressed format.

The drainage and ridge networks are simplified using the
Douglas-Peucker[5] line refinement algorithm. This algo-
rithm selects the most significant points needed to recon-
struct a line within a given error tolerance. This tolerance
specifies the maximum distance the line can deviate from
the original. The higher the tolerance, the fewer points
required and the greater the difference between the orig-
inal network and the reconstructed network. The output
from the Douglas-Peucker algorithm is an ordered list of
the most significant points needed to reconstruct the line.
These points form the basis of our compressed terrain rep-
resentation. As Figure 6 illustrates, when the tolerance is

Original Network
(1256 points)

After Douglas-Peucker
(436 points)

Figure 6: Simplifying the original drainage network
using Douglas-Peucker. The refined line network is
reduced by a factor of 3 with little visible difference.

set appropriately there is a significant reduction in number
of control points with negligible visual difference in the river
network.

The simplified network segments are then efficiently writ-
ten to a file using delta encoding to achieve the compressed
format. Figure 5 presents a flow chart describing the ridge-
river terrain simplification technique for compressing and
reconstructing the significant hydrology structure of a ter-
rain.

4.4 Hydro-ODETLAP for Terrain
Reconstruction

To reconstruct the terrain from the sparse set of points
on the ridge and river networks, we use ODETLAP (§2.2).
To more accurately capture the structure of the hydrology,
the ODETLAP equations are modified for points selected
on the ridge-river network. Because river points are known
to be relatively lower that their neighbors we modify the
Laplacian equation (Eqn. 1) for these points as follows:

4zij = zi−1,j + zi+1,j + zi,j−1 + zi,j+1 −DR (3)

where Dr stands for decrement for the rivers. This vari-
able is an integer corresponding the number of meters the
rivers lie below the average of the 4 neighbors. Similarly,
ridge network points are higher then the average of their
four neighbors, thus for ridge network points, the equation
becomes:

4zij = zi−1,j + zi+1,j + zi,j−1 + zi,j+1 + IR (4)

where IR is an integer corresponding to the increment for
the ridges. We found that setting DR = IR = 2 has been
effective. In future work we plan to study how varying this
parameter affects the results and investigate ways to auto-
matically select an optimal value and/or vary this value as
appropriate throughout a terrain. This modification to the
original ODETLAP equations yields an impressive reduction
in the error, as shown in Figure 7.

5. RESULTS
Our primary focus has been to develop and present a met-

ric that accurately captures the amount of error introduced
into a reconstructed drainage network. Guided by this met-
ric, we created an algorithm for achieving high compression
ratios without significantly altering the hydrology. Results
are shown in Table 1.
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Figure 7: Modifying the ODETLAP equations to
better represent ridges and rivers has a drastic de-
crease in the amount of hydrology error. Both plot-
ted lines above use the same set of points.

We compare our new compression technique to a Triangu-
lated Irregular Network (TIN) [6] and JPEG2000 [9] image
compression on a sample of six datasets we have standard-
ized for our testing. JPEG2000 obtains a low percentage of
cells that flow uphill, which correlates to a fairly low hydrol-
ogy error. The ridge-river technique is effective in achieving
high compression ratios with a fairly low error, however,
it currently does not consistently beat JPEG2000. We are
confident that small modifications to the current ridge-river
method will allow us to achieve a significantly better hydrol-
ogy error.

We are investigating further modifications to the ODET-
LAP equations, and to automatically select optimal param-
eters. For example, we will fill in the river network between
the simplified river and ridge points using the Bresenham
line rasterization algorithm [2].

Visual inspection of the reconstructed drainage networks
correspond to the measurement errors determined by our
new metric (Figure 8).

6. DISCUSSION
The modular design of our terrain simplification approach

facilitates substitution of different algorithms in place of the
ones focused on in this paper. For instance, Terraflow or
ArcGIS could be used to compute the ridge-river network.
Also, a different line simplification technique could be used
instead of Douglas-Peucker. This allows modification to fit
the specific objectives of the user and application.

Points on the ridges and rivers of the terrain are important
for preserving the hydrology. Rather than use an existing
algorithm we discovered that inverting the terrain and run-
ning the drainage network provides a quick, effective method
for approximating the ridge network. This approach can be
done with any drainage network program. The ridges are
important in terrain compression for extracting and exploit-
ing terrain structure, but also have other GIS applications
such as visibility, siting, hydrology, and edge detection.

7. CONCLUSION AND FUTURE WORK
The potential energy metric introduced in this paper pro-

vides a quantitative measurement of the amount of error
introduced into hydrology by a terrain compression tech-

Compr. Ridge-River JPEG2000 TIN
Ratio %up error %up error %up error

hill1 13 2.05 0.0023 0.12 0.0020 0.79 0.0432
32 3.16 0.1149 0.18 0.0030 1.11 0.0502
54 2.46 0.2316 0.24 0.0082 1.33 0.0600

hill2 14 0.85 0.0005 0.21 0.0010 1.25 0.0333
37 1.21 0.0063 0.31 0.0017 1.80 0.0304
60 1.39 0.0129 0.46 0.0047 2.43 0.0421

hill3 11 2.65 0.0026 0.10 0.0059 0.76 0.0311
27 4.33 0.0075 0.11 0.0051 0.77 0.0434
47 2.70 0.0100 0.13 0.0161 0.85 0.0405

mtn1 16 3.75 0.0267 0.41 0.0026 3.96 0.0563
39 4.96 0.0530 0.80 0.0036 5.11 0.0583
60 5.91 0.0611 1.33 0.0067 6.28 0.0667

mtn2 16 3.93 0.0769 0.40 0.0033 4.42 0.0748
38 5.15 0.1169 0.75 0.0033 5.72 0.0874
59 6.21 0.1377 1.32 0.0067 7.09 0.0904

mtn3 15 3.10 0.0254 0.40 0.0015 4.16 0.0592
39 4.33 0.0493 0.78 0.0027 5.63 0.0624
61 5.13 0.0639 1.40 0.0050 6.63 0.0650

Table 1: In addition to the Oahu dataset, we
use three hilly and three mountainous 400 by 400
datasets sampled at 30m resolution. Each dataset is
compressed by 3 different lossy compression schemes
at 3 different levels. For each, the percent of flow
uphill and the energy error metric is presented.

nique. This value corresponds to a visual examination of
the drainage networks, with higher error corresponding to
fragmented and unrealistic flow directions (flow traveling
uphill).

The original DEM is an approximation of the real world
terrain surface and not necessarily hydrologically-accurate,
due to dataset and sampling errors. Flow can travel in dif-
ferent directions than the original drainage network, yet con-
tain low error if the flow directions are reasonable. Standard
terrain compression evaluation metrics such as root mean
squared error and maximum error are ineffective in evalu-
ating the amount of error introduced during lossy compres-
sion, as they do not take into account important hydrology
features.

With terrain being sampled at ever increasing resolutions,
it becomes more important to store and manipulate large
elevation datasets efficiently, and evaluate the error intro-
duced by lossy compression. Current techniques for com-
pressing these datasets may lose important information, es-
sential for applications such as hydrology. Understanding
how compression affects important domain-specific 3D ter-
rain structures will allow the GIS community to effectively
evaluate the accuracy of different compression strategies.

There are several possible extensions for this work, includ-
ing generalizing the metric to include the speed the water
travels at and the area over which the water is spread. De-
ciding which metric is more useful could be left to the ap-
plication, and the terrain would be compressed according to
the chosen metric. Then, the metrics could be compared in
a variety of situations to determine which applications each
is best suited for.

Additionally, there are many extensions for the hydrology
compression technique. We are currently investigating more
modifications to the ODETLAP equations to further take
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Original, Error=0.0 Comp, Ratio=14, Error=0.0005 Comp. Ratio=60, Error=0.0129

Figure 8: The images show the a 400× 400 hill2 dataset sampled at 30m resolution and compressed using the
ridge-river technique. The color regions represent the elevations with blue being low and red corresponding
to high elevation. The black regions shows the significant drainage network above the threshold of 100. The
higher potential energy error metric correlates with a visible difference in the drainage network. Notice how
the high error corresponds to short fragmented drainage networks.

hydology error into account. Additionally, in its current
state the compression only saves the beginning and ending
point of each river. For more accuracy, the reconstruction
could interpolate the points along the river as known points
for ODETLAP during reconstruction.
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ABSTRACT 
pRPL is an open-source general-purpose programming library 
developed by the author to parallelize almost any raster-
processing algorithm with any arbitrary neighborhood 
configuration, and support any data type. This paper introduces 
the advanced features of pRPL, compares it with other similar 
programming libraries, and demonstrates the performance of a 
parallel geographic Cellular Automata (CA) model developed 
using pRPL with real-world datasets. In conclusion, pRPL 
effectively reduces the development complexity of parallel 
programming, and efficiently reduces the computing time. 

Categories and Subject Descriptors 
D.1.3 [Software, Programming Techniques]: Concurrent 
Programming – Parallel programming.  

General Terms 
Performance 

Keywords 
Parallel, raster, programming library 

1. INTRODUCTION TO pRPL 
From a parallel computing perspective, raster is born to be 
parallelized. A raster dataset is essentially a matrix of values, each 
of which represents the attribute of the corresponding cell of the 
field (e.g. land use type, elevation, etc). A matrix can be easily 
partitioned into sub-matrices and assigned onto multiple 
processors so that the sub-matrices can be processed 
simultaneously and a higher processing speed will be reached. 

pRPL was developed by the author to encapsulate complex 
parallel computing utilities and routines specifically for raster 
processing (e.g., raster data decomposition, distribution and 
gathering among multiple processors, inter-processor 
communication and data exchange), and provide an easy-to-use 
interface for users to parallelize almost any raster-processing 
algorithm with any arbitrary neighborhood configuration. pRPL 
greatly reduces the development complexity. Moreover, even 
though pRPL was developed for massive-volume geographic 
raster processing, it can also be used for other large-scale raster-
like computations such as image processing and Cellular 

Automata (CA).  

pRPL was written in C++ and built upon the Message Passing 
Interface (MPI), which is a de facto standard parallel 
programming library composed of a set of functions that enable 
and manage parallel computing by passing messages between 
processors [1]. Since MPI and C++ compilers are available on 
almost all parallel computing systems (e.g., massive parallel 
computers, and computer clusters), the portability of pRPL is 
guaranteed, and the applications built upon it will be portable 
across different parallel computing platforms as well. From a 
software architecture perspective, pRPL serves as a middleware 
connecting the general-purpose parallel programming library (i.e., 
MPI) and the application-specific raster-processing programs. It 
hides the complex technical details of parallel computing from the 
users, thus relieves them from the time-consuming parallel 
programming and lets them only focus on the algorithms 
themselves. Mineter and Dowers [2] referred to this kind of 
architecture as a layered approach to parallel processing for 
geographic applications (Figure 1). 

 
Figure 1 pRPL in a layered architeture 

2. FEATURES OF pRPL 
2.1 OOP library and class templates 
pRPL is an Object-Oriented programming library, and provides a 
set of classes1 for users as the interface to easily manage and 
control the underlying parallel processes. Also, pRPL is a 
template programming library, and supports any type of cell 
attribute values, e.g. integer numbers, single and double precision 
floating point numbers, and even more complex user-defined data 
structures.  

                                                                 
1  For more technical details of pRPL, see the user manual - 

Getting Started with pRPL [13] 
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2.2 General support for raster processing 
As a general-purpose library, pRPL was developed to parallelize 
most raster-processing algorithms as long as the transition 
computation is parallelizable, i.e., the computation for a certain 
cell (or pixel) within the output cellspace is independent of that 
for other cells. Thus, neighborhood-scope (or moving-window-
based) and local-scope (which can be seen as special cases of 
neighborhood-scope ones) algorithms are fully supported by 
pRPL, and some regional-scope and global-scope algorithms that 
meet the parallelizability criterion are also supported.  

pRPL supports any arbitrary neighborhood configuration (Figure 
2). The neighborhood can be either continuous or discontinuous 
(Figure 2d), either symmetrical or asymmetrical (Figure 2e). 
Furthermore, the cells within a neighborhood can be assigned 
with different weights for kernel-based local processing [3].  

 
Figure 2 Examples of neighborhood configuration 

Also, the transition algorithm to be parallelized can be either 
centralized or non-centralized. A centralized algorithm only 
evaluates and updates the central cell of the neighborhood, 
whereas a non-centralized algorithm may evaluate and update any 
cell(s) within the neighborhood. A finalizing process can be 
included in the algorithm, e.g., assigning a value to the cell based 
on an intermediate value of the cell calculated during the 
evaluation process.  

2.3 Multi-layer processing 
Multi-layer processing is commonly used in raster-based GIS and 
GeoComputation algorithms, as well as in other kinds of image 
processing, e.g., an AND operation on two binary-coded images. 
pRPL supports multi-layer algorithms by allowing users to 
associate multiple Layer objects to a Transition object which 
implements the raster-processing algorithm. Each Layer object 
can contain a cellspace (CellSpace object), and/or multiple sub-
cellspaces (SubSpace objects), and a Neighborhood object (Figure 
3).  
2.4 Regular and irregular decomposition 
pRPL provides both regular and irregular decomposition methods 
to divide the domain (Figure 4). Regular decomposition divides 

the cellspace by rows, or columns, or blocks, without considering 
the workloads associated with the cells, and produces equal-area 
sub-cellspaces. Irregular decomposition, on the other hand, takes 
account for the workloads of the cells, and is likely to produce 
unequal-area sub-cellspaces in order to divide the workloads more 
evenly among the sub-cellspaces. pRPL provides a quad-tree-
based (QTB) decomposition method. The QTB decomposition is 
an iterative process. At each iteration, the workloads associated 
with the leaves (i.e., sub-cellspaces) are calculated, and the leaf 
with the largest workload will be divided into 4 child leaves. The 
quad-tree will keep growing until the maximum number of leaves 
or the minimum workload associated with a sub-cellspace is 
reached. Caution must be taken when this decomposition method 
is to be used, because the extra computation required to construct 
the quad-tree and to calculate the workloads of the sub-cellspaces 
might outweigh the speed-up gained from the better workload 
distribution.  

 
Figure 4 Domain decomposition methods in pRPL 

2.5 “Update-on-Change” and the Value-
headed index stream for data exchange 
When a neighborhood-scope algorithm is used, the transition 
computation for a certain cell requires the values of its 
neighboring cells. In consequence, a sub-cellspace has to include 
not only the block of cells to be processed, but also a “halo” of 
cells surrounding the block [4], which can be seen as the replicas 
of the cells within the neighboring sub-cellspaces. The “halos” of 
the sub-cellspaces must be updated after each iteration, if an 
iterative algorithm is used. When the origins are updated, the 
replicas should be updated accordingly. This inevitably creates 
the communication overhead (i.e., messages in the MPI 
environment) between processors. However, not all the “halo” 
cells’ values are changed after a certain iteration, and it would be 
inefficient to refresh all the “halo” cells each time. pRPL uses a 
mechanism called “Update-on-Change”, and only updates the 
halo cells whose origins have been changed at an iteration, which 
significantly reduces the volume of the messages passed among 
processors. Also, the messages are constructed in value-headed 
global-index streams instead of arrays of coordinate-value pairs. 
A value-headed global-index stream contains the information of 
the “halo” cells to be updated within the sub-cellspace. It starts 
with an attribute value (any type) and an integer number 
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indicating the number of indices following this attribute value, 
followed by a string of global indices of the cells that are to be 
updated to this value; then another attribute value and an integer 
number, and a string of indices of cells updated to the second 
value; and so on so forth (Figure 5b). The indices are determined 
in the global spatial extent, and can be easily translated into/from 
local coordinates within sub-cellspaces. The value-headed global-
index stream is usually more efficient than an array of coordinate-
value pairs (Figure 5a) in terms of message volume. In many 
cases, there are only a limited number of attribute values that can 
be assigned to a cell, and many cells will be updated to the same 
values, thus there is no need to include every cell’s value in the 
messages. For example, if there are M integer values that the 
“halo” cells will be updated to, and N “halo” cells to be updated, 
then (2M+N)×sizeof(integer) bytes are needed for this message 
when the value-headed index stream is used, but 
3×N×sizeof(integer) bytes are needed when the coordinate-value 
pairs are used. Apparently, when M is small and N is big, the 
value-headed global-index stream will be much smaller than the 
array of coordinate-value pairs.  

 
Figure 5 Coordinate-value pairs (a) and Value-headed global-

index stream (b) 

2.6 Non-blocking communication and 
“edgesFirst” for data exchange 
When a transition process (i.e., the raster-processing algorithm) is 
to be applied on a sub-cellspace, the sub-cellspace’s “halos”, 
edges and interior (Figure 6) will be automatically determined by 
pRPL according to the transition‘s characteristics, the 
neighborhood’s configuration, and the sub-cellspace’s location 
within the global spatial extent. Halos, as mentioned before, are 
the replicas of the cells within the neighboring sub-cellspaces, 
whereas edges are the origins of the “halo” cells in the 
neighboring sub-cellspaces. The interior is the rest of the sub-
cellspace. When data exchange is needed, e.g., after an iteration 
of an iterative algorithm, the changed edge cells will be 
compressed into value-headed global-index streams and sent to 
the neighboring sub-cellspaces, and also streams from the 
neighboring sub-cellspaces will be received and the “halo” cells 
whose origins have been changed will be updated accordingly. 
Instead of blocking communication, pRPL uses non-blocking 
communication routines, which allows message passing while the 
processors are working on other tasks (e.g. computation, I/O 
process), whereas blocking communication forces the processors 
to wait until the communication is completed [5]. pRPL provides 
an “edgesFirst” option for users, which forces the processors to 
first process the sub-cellspace’ edges, then start exchanging the 
“halo” information. During the data-exchange communication, the 

processors continue working on the interiors of the sub-cellspaces, 
and then finally complete the communications. The “edgesFirst” 
provides a means to improve the performance by overlapping 
communication and computation. 

 

Figure 6 The structure of a 10×10 sub-cellspace with a 3×3 
neighborhood 

2.7 Processor grouping, data-parallelism and 
task-parallelism 
pRPL organizes processors in groups. The initial set of processors 
(i.e., all the engaged processors) constitute the root group. The 
root group can be divided into sub-groups, which can be further 
divided into smaller groups. Each group has a master. Groups of 
processors can be assigned with different datasets and transition 
processes. Thus pRPL supports both data-parallelism and task-
parallelism. When a dataset is divided and distributed among the 
processors within a group, or among the groups, data-parallelism 
takes place. When different transition processes are assigned to 
multiple groups, task-parallelism among groups takes place 
(within groups, data-parallelism takes place because the dataset 
will be divided and distributed among the processors).  

2.8 Static and dynamic load-balancing 
After a dataset is divided and distributed among the processors 
within a group, the sub-cellspaces are statically assigned onto the 
processors, and will not be re-allocated among the processors 
once the computation starts, because moving the sub-cellspaces 
among processors’ local memories could cause extreme 
communication overheads, given that the sizes of the sub-
cellspaces are usually large. This load-balancing mechanism is 
referred to as static load-balancing. However, in some cases, e.g., 
calibrating the transition parameters of a model, the same dataset 
will be assigned to a set of processor groups, and a “task farm” 
can be used to assign different tasks (e.g., transition parameters) 
to the groups in respond to their requests. Thus, a dynamic load-
balancing mechanism can be implemented among the groups. In 
one word, pRPL supports both static and dynamic load-balancing. 

3. COMPARING pRPL WITH OTHER 
SIMILAR PROGRAMMING LIBRARIES 
Several other parallel raster-processing programming libraries 
similar to pRPL have existed. The Global Arrays (GA) toolkit, 
developed by the Pacific Northwest National Laboratory, 
provides a shared memory style programming environment in the 
context of distributed array data structures for users to manipulate 
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2D arrays [6]. The Parallel Utilities (PUL), developed by the 
Edinburgh Parallel Computing Centre at the University of 
Edinburgh, was developed on top of MPI and provides a suit of 
utilities to parallelize algorithms. PUL has been used to 
implement several fundamental GIS operations, i.e., vector-to-
raster conversion, raster-to-vector conversion, and vector polygon 
overlay, and some GIS applications, e.g., raster generalization [7]. 
The major differences between pRPL and these two parallel 
programming libraries are the following. 
1. GA and PUL were developed for experienced programmers 
who wish to fully utilize the parallel computing systems and 
develop portable high-performance programs without spending 
too much time dealing with the underlying details. They are both 
written in Fortran and C, and procedural-based programming 
libraries. Users write GA-based and PUL-based programs by 
calling the functions defined in the libraries. GA and PUL provide 
many low-level functions for users to explicitly control the 
processing, e.g., data exchange between data blocks, but lack of 
high-level functions for easy programming (even though PUL 
provides the skeleton interface which contains some high-level 
functions). 
In contrast, pRPL was developed primarily for the general 
geographers (and other geospatial professionals) who wish to 
speed up their raster-based processing and shorten the waiting 
time but do not have much parallel programming experience. 
Thus the simplicity of usage was given higher priority than 
performance. It is written purely in C++, and is an object-oriented 
library. A collection of C++ classes are provided as the interface 
and hide the parallel processing details from users. Object-
oriented programming has the advantage over procedural-based 
programming for its intuitiveness in the system design and 
implementation processes.  
The classes in pRPL provide high-level methods that combine 
other low-level methods to perform some complicated processes. 
For example, calling only one method of the Layer class, e.g., 
smplDcmpDstrbt(), performs the decomposition of the global 
cellspace on the master processor and the distribution of the sub-
cellspaces to other processors. Then calling another method of the 
Layer class, i.e., update(), applies the user-defined transition on 
the sub-cellspaces, and pRPL automatically handles the necessary 
data exchange without any other extra work from the user.  
2. pRPL recognizes the spatial distribution of workload over the 
space and provides the workload-sensitive QTB decomposition 
method, i.e., the quadDcmp() method of the Layer class, to divide 
the datasets in a better balanced way. Both GA and PUL provide 
regular decomposition methods, but do not have any function to 
directly produce irregular decomposition. In order to perform a 
workload-based decomposition, users of GA and PUL have to 
write their own functions which can be quite complex. 

4. EXPERIMENTS AND PERFORMANCE 
4.1 Introduction to pSLEUTH 
To evaluate the performance of pRPL, the well-known urban 
land-use change model, SLEUTH2, was parallelized using pRPL. 
The SLEUTH model is a Cellular Automat (CA) model 
                                                                 
2 For more information about SLEUTH, see the website of Project 

Gigalopolis: http://www.ncgia.ucsb.edu/projects/gig/ 

developed at the University of California, Santa Barbara, to 
simulate and forecast the spread of urbanization across the 
landscape over time [8-10], and its name comes from the GIS 
layers incorporated into the model: Slope, Landuse, Exclusion 
(where growth can not occur, e.g., oceans, parks), Urban, 
Transportation, and Hillshade [11]. 

The basic unit of a SLEUTH simulation is a growth cycle, which 
usually represents a year of urban growth. A simulation (or a Run) 
consists of a series of growth cycles that begins in the start year 
and completes in the stop year. Four growth rules are applied on 
the space during each growth cycle: Spontaneous growth rule, 
New Spreading Centers rule, Edge growth rule, and Road-
Influenced growth rule. Five parameters (or coefficients) are 
included in SLEUTH: Dispersion, Breed, Spread, Slope, and 
Road Gravity. Their values range from 0 to 100, and determine 
how the growth rules are applied. Also, a self-modification 
process is embedded at the end of each growth cycle to modify 
the parameter values according to the growth rate.  

Calibration processes are needed to determine the appropriate 
parameter values so that SLEUTH can produce more realistic 
simulation results. The basic calibration procedure of SLEUTH is 
to compare multiple testing results produced using a set of 
parameter combinations with the goal dataset(s) that usually are 
real historical geospatial data in order to determine the best-fit 
parameter combination(s). In addition, to simulate the random 
processes that happen during the urban growth, the Monte Carlo 
method is used. For a single parameter combination, a simulation 
may be executed multiple times with different Monte Carlo seed 
values. In practice, 10~100 Monte Carlo iterations for each 
parameter combination are suggested. 

The complex transition rules, the multiple parameters, the Monte 
Carlo method, and the potential vast volume of the datasets, make 
the calibration of SLEUTH extremely computationally intensive. 
“The model calibration for a medium sized data set and minimal 
data layers requires about 1200 CPU hours on a typical 
workstation” [12].  

In this study, pSLEUTH3, the parallel version of SLEUTH, was 
developed to improve the computational performance of the 
SLEUTH model, especially the calibration processes, by fully 
utilizing the advanced features of pRPL. The four growth rules of 
the SLEUTH model were implemented using pRPL, thus the data 
layers used in the model will be decomposed and distributed onto 
multiple processors. Table 1 shows the centralization and scope 
characteristics of the growth rules. The Transition classes that 
implement the growth rules were developed according to these 
characteristics. For example, the Road-Influenced growth rule 
involves a random walk along the road network, thus the whole 
road cellspace is required by this rule which makes it a global-
scope transition. In consequence, unlike other data layers, the 
whole road cellspace has to be broadcasted to all the processor 
(cellspace2 in Figure 3). 

Growth Rule Centralization Type Scope Type 

Spontaneous Centralized Neighborhood-scope 

                                                                 
3 For more information about pSLEUTH, see the user manual – 

Getting started with pSLEUTH [14] 
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New Spreading Centers Non-Centralized Neighborhood-scope 

Edge Non-Centralized Neighborhood-scope 

Road-Influenced Non-Centralized Global-scope 

Table 1 Characteristics of the growth rules of SLEUTH 
 
With pRPL, pSLEUTH organizes the processors in groups, and 
assigns each group a subset of the parameter combinations to be 
evaluated. Within a group, the data layers are divided and 
distributed among the processors. In this way, the data-task hybrid 
parallelism is realized.  
In addition, pSLEUTH provides two options of load-balancing for 
the task parallelism among the processor groups: static tasking 
and dynamic tasking. When static tasking is used, the subsets of 
the simulations (i.e., parameter combinations) are assigned to the 
groups before the actual computation starts. When dynamic 
tasking (Figure 7) is used, a master-worker organization will form, 
which consists of a master processor (or the emitter processor), 
and a set of worker-processor groups. Each worker group will be 
initially assigned with a subset of simulations, and a task farm 
that contains the remaining simulations will be created on the 
emitter processor. When a group finishes its initial set of 
simulations, it requests for a new task, i.e., a simulation, from the 
task farm. The emitter processor keeps sending tasks to the 
worker groups until the task farm is drained.  

 
Figure 7 Dynamic tasking for pSLEUTH 

4.2 Experiments and performances 
A dataset of the continental US urban areas (4948×3108) was 
used to conduct a series of experiments (Figure 8). A calibration 
scenario was specified as follows: only two historical urban area 
data (1980 and 1990) are used, only three values (0, 50, 100) will 
be evaluated for each parameter, and only 1 Monte Carlo iteration 
will be performed. Thus the total number of simulations is 243 (= 
35), and each simulation includes 11 ( = 1990-1980+1) years. The 
experiments were conducted on a Dell cluster which is composed 
of a Dell 1750 dual CPU 3.06GHz Xeon servers and a single Dell 
1750 monitoring node. The head node has 4GB RAM, 2 mirrored 
system disks, and a 2TB RAID array that is shared to the cluster. 
The 128 compute nodes have 2GB RAM each. 

When 32 processors were divided into 8 groups with dynamic 
tasking, the column-wise decomposition was used, and each 
processor held 8 sub-cellspaces, the speed-up reached 24 (Figure 
9). Note that when dynamic tasking is used, the emitter processor 
does not participate in the computation. In Figure 9, for dynamic 
tasking experiments, the number of processors does not include 
the emitter processor. 

 
Figure 8 The 1980 urban areas (in blue) and the simulated 

1980-1990 expansions (in red) 

5. CONCLUSIONS 
pRPL can be used to parallelize almost any raster processing 
algorithm with any arbitrary neighborhood configuration. pRPL 
supports multi-layer algorithms and provides different data-
decomposition methods for users. Especially, a spatial-adaptive 
decomposition method (i.e., the QTB decomposition) is provided 
for the cases when the computational intensity is extremely 
heterogeneous over the space. The “Update-on-Change” and 
Value-headed global-index stream techniques help reduce the 
communication overhead for data exchange among the processors, 
hence reduce the computing time. Furthermore, the “edgesFirst” 
and non-blocking communication techniques overlap the 
computation and communication, which also helps reduce the 
computing time. pRPL organizes processors in groups, and 
supports both data-parallelism and task-parallelism. With grouped 
processors, dynamic load-balancing can be implemented with 
ease.  
Experiments with real-world datasets shows that pRPL yields 
satisfyingly high speed-ups and efficiencies. In conclusion, as a 
generic parallel library, pRPL effectively reduces the 
development complexity of parallel programming, and efficiently 
reduces the computing time. 
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� ACM Professional Membership ($99) & SIGSPATIAL ($15) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . $114

� ACM Professional Membership ($99) & SIGSPATIAL ($15) & ACM Digital Library ($99) . . . . . . . . . . . . . . . . . . . . . . . $213

� ACM Student Membership ($19) & SIGSPATIAL ($6). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . $ 25

� Expedited Air for Communications of the ACM (outside N. America) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . $ 39






