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Abstract 

 

Foodborne disease is a global public health problem that affects millions of people every year. 

During a foodborne illness outbreak, rapid identification of contaminated food is vital to 

minimize illness, loss and impact on society. Public health officials face a significant challenge 

and long delays in obtaining critical information to help identify a contaminated product using 

traditional methods such as surveys and questionnaires. We propose a novel approach mapping 

geo-coded sales data against geo-coded confirmed case reports, which has the potential to 

reduce the time required for foodborne illness investigation. Using real grocery retail scanner 

data with spatial information from Germany, we have implemented a likelihood-based 

framework to study how such spatial data can be used to accelerate the investigation during the 

early stages of an outbreak. Our analysis shows that after receiving as few as 10 laboratory 

confirmed case reports it is possible to narrow the investigation to approximately 12 suspect 

products with the contaminated product included in this subset 90% of the time for 

approximately 80% of food products studied. 

 

1 Introduction 

Foodborne illness is a serious public health problem. In the US alone, the Centers for Disease Control 

and Prevention (CDC) estimates that each year 76 million people get sick, more than 300,000 are 

hospitalized, and 5,000 die as a result of foodborne illnesses [1]. Globally, almost 1 out of 3 deaths 

from foodborne illnesses are in children under 5 years of age, which is only 9% of the global 

population [2]. Possible contaminants include pathogenic bacteria, viruses, parasites, toxins or 

chemicals. Contamination can occur accidentally due to improper handling, preparation, or storage, or 

intentionally. The globalization of trade has significantly altered the network of international food 

supply chain (refer to Figure 1). Recent changes in human demographics and food preferences, changes 

in food production, microbial adaptation, and lack of support for public health resources and 

infrastructure have led to the emergence of new foodborne diseases.  

In order to determine the cause of an outbreak of foodborne illness, public health agencies follow 

laboratory protocols to diagnose the illness and conduct epidemiological investigations [1, 2]. A 

traditional investigation employing interviews and questionnaires to trace back to the contamination 

source can range from days to weeks and significantly influences the economic and health cost of a 

disease outbreak. The 2011 outbreak of E. coli O104:H4 in Europe took over 60 days to identify the 



source, imported Egyptian fenugreek seeds. By the time the investigation was completed, all the 

sprouts produced from the seeds had been consumed. The economic damages to European farmers 

during the 2011 E. coli outbreak exceeded 150M Euros, 50 people died in 16 countries, and over 4000 

people were reported ill [3].  

 

Figure 1: The Farm-to-Fork Road Map
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 including the entire food product supply chain of agriculture, 

transportation, processing, packaging and consumer.  

Rapid identification of contaminated items is vital to minimize illness and loss in an outbreak. Spatial 

information of each component in the food distribution and supply chain can be used to define a 

network relationship between sources of contaminated food, wholesalers, retailers and consumers (and 

subsequent public health case reports). In this study, we demonstrate a new approach to accelerate the 

foodborne illness outbreak investigation. It is a computational technique that can 1) help identify 

possible sources of contamination in the early stages of a disease outbreak, or 2) make pro-active 

predictions on likely contamination sources before the onset of a potential outbreak. Leveraging retail 

scanner data with spatial information already collected at any grocery store/supermarket along with the 

confirmed geo-coded cases reported from the public health agency makes it possible to quickly identify 

a small set of “suspect” products that should be tested in the laboratory and investigated further. 

In this paper, we describe a likelihood-based method (LM) [4, 5] with two sets of applications 

capturing different scenarios of the food supply chain and distribution. The results demonstrate the 

capability of the LM in accelerating the foodborne illness investigation in different experiment settings 

with conclusion and possible future works.  

 

2 Method 

To reduce the time required for investigation, the LM [4] maps geospatial retail sales data against the 

distribution of geospatial confirmed foodborne illness case reports. The former is “big data” potentially 

involving the sale of millions of food items per day. The latter is small data (and the goal is to keep it 

small). The LM score can be transformed into a binary classifier to generate a set of potentially “guilty” 

products, which contains the real outbreak source with very high accuracy.  
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Let   ⟨             ⟩ be a vector in which the    component is one if distributed food j is 

contaminated: 
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where    denotes the population density in postal code area  . An individual can be a determined 

carrier of infection with certainty  . Each distributed food product   is associated with a retail store.  
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Then having observed a set of reported cases D, the likelihood becomes: 
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Assuming  (   ) denotes the probability that customer i shops at store   given   lives at (   ) we 

arrive at the following objective function:  
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Since the first two terms are constant, we can simplify to:  
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We maximize this function to determine the most likely contaminated food in this study.  

 

  



3 Experiment and Result 

To evaluate the LM described in section 2 in different scenarios and with different scopes, we 

conducted two sets of experiments. The first set used synthetic networks in the context of entire food 

supply chain from distributors to retailers to individual consumers. The second set incorporated 

empirical retail scanner data [4,5] along with synthetic foodborne illness case reports to address the 

capability of LM in a real world scenario.  

3.1 From Farm to Forks Scenario with Synthetic Networks 

In the first set of experiments, our scenario used the LandScan census data [6] from Berlin as the 

consumer information on a 2D grid shown in Figure 2 (a). Locations of grocery stores were obtained 

from Google Places [7] depicted in Figure 2 (b). Distributors are assigned to the retail stores according 

to a scale-free network [8] where the exponent is specified in the simulation from zero to three. For a 

given residence location,  , Huff’s gravity model [9] describes the probability of shopping at retail store 

  as a function of the retail store’s attraction factor    and the relative distance between   and       
  

 [9]. 

The distance decay rate (the power law exponent)   reflects the influence of travel distance in the 

shopping trip distribution as calculated in Eq. (6). Increasing   reduces the average distance people are 

likely to travel in purchasing food.  
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We conducted many experiments to evaluate the performance of the proposed LM. The effect of 

different parameters of our model is evaluated by the success rate of the presented LM in each 

experiment setting. All experiments are performed under the same population model using a        

grid with 20 distributors. Each data point is averaged over 200 experimental iterations.  

 

(a) Berlin population from LandScan census data 

[6] on a 150×75 grid. Brighter color represents a 

higher population density compared to dark areas. 

 

(b) Locations of retail store in Berlin from Google 

Place [7] and consumption events. 



 

(c) Random sample of contaminated case reports 

in Berlin. 

Figure 2: Experiment set up with population and retail store information in Berlin for each simulation 

The experimental results depicted in Figure 3(a) reveal the rate of success of the LM in determining the 

true distributor of contaminated food with respect to the number of reported cases. The experiment was 

repeated for several values of the distance decay rate   shown in the legend of the figure. The results 

demonstrate a high success rate for realistic values of     shown in Figure 3(b, c), even for a low 

number of reported cases. It is noted that the success rate is almost saturated for the number of reported 

cases     and decay rate exponent     . The method performs well over the literature range for the 

distance exponent of       [9]. 

Empirical studies of consumer’s shopping behavior reveal that the distance decay rate depends on the 

type of consumption goods. We hypothesize that the distance decay rate is specific for certain kinds of 

foods. That is, people are willing to travel longer distances to shop for exotic foods at a specialty shop 

as opposed to ordinary goods such as dairy products. Our simulations indicate that the distance decay 

rate has a crucial influence in the performance of LM shown in Figure 3(d). 

 

 

(a) Success rate of LM as a function of the number of reported cases. The 

plot shows experimental results for various decay rates 

  *             + for a fixed scale-free network exponent of      

(b) No strong dependence of the prediction capability of 

LM on network degree with 20 case reports when 

applying different scale-free network exponent  . 



 

 

(c) Dependence of LM’s prediction capability when distance decay 

exponent ranges from 1 to 3. 

(d) Distance decay rate (green dotted line) has a crucial 

influence in the performance of the ML method 

measured by success rate shown in blue line. 

Figure 3: Simulation result with real Berlin population and retail store data in a scale-free network. 

 

3.2 Spatial Retails Scanner Data and Geo-coded Synthetic Outbreak Cases 

In the second set of experiments, we zoomed in and focused only on the last section (right side) of this 

food supply chain shown in Figure 1, which is the purchasing and consumption occurring at/nearby the 

retail store every day. Leveraging the retail scanner data from Germany and synthetic illness case 

reports from the simulation, we could evaluate the performance of the LM with empirical data already 

gathered at most grocery stores. Ideally, we would also use geospatial case reports collected by public 

health agency [10] if data is available. In this study, we use 3 years of weekly sales data for 580 

anonymous food products from a distribution of 3,513 German retailers covering Germany's 8,235 

postal areas. The sales data of each product are normalized so that the resulting proportions 

representing the probability of observing a product in each location. We use a random case generator, 

which relies on food distribution (sampled distribution shown in Figure 4) and probability to create 

synthetic outbreak cases over a defined period of time up to 100 cases. Results are averaged across 100 

iteration runs in a pre-analytical step to identify the minimum number of case reports needed to 

identify, with a threshold of certainty, the contaminated product.  

  



 

Figure 4: Sampled food product distributions on German map from aggregated 3 years of real retail 

scanner data. 

Figure 5(a) demonstrates the more case reports generated, the better the performance of LM. Given that 

the strict definition of “success” is finding the one guilty product, it is worth noting that there are 

situations in which we expect our prediction method to fail. In the case where the guilty product and at 

least one other food have matching distribution proportion in every location, thus implying that the 

products are perfectly correlated, the value of the likelihood for those products will be the same. We 

hypothesized that if a contaminated food is sold in few locations, our LM will be more successful in 

identifying this food product. We check this by plotting the relationship between the number of zero 

sales in each food distribution across the 8235 postal code areas and the success rate of the LM in 

Figure 5(b).  

 
 

(a) Average success rate of LM for all products when there are 

10, 20, 50, 100, and 1000 case reports.  

(b) Relationship between the number of zero sales in each 

food distribution across 8235 postal code areas and the 

success rate of LM. 

Figure 5: Experiment result when applying 3 years of real retail scanner data from Germany  

 



 

Figure 6: The system implemented with real spatial scanner data to accelerate the foodborne disease 

investigation using Germany-based data.  

Evaluated using real world food distribution data from Germany, the LM achieved product 

identification rates of 80% or higher for as few as 10-20 case reports prior to the acquisition of patient 

and family interview data. In addition, it is possible to narrow the investigation to approximately 12 

suspect products with the contaminated product included in this subset 90% of the time for 

approximately 80% of food products studied with as few as 10 laboratory confirmed case reports. The 

goal is to provide a short list of suspect products for laboratory test in a timely fashion using our LM 

approach with spatial-temporal retail scanner data and cases reports [5]. The interface of system 

implemented with the real spatial scanner data shown in Figure 6. 

 

4 Conclusion 

The approach described above is not intended to replace the proven tools of outbreak investigation. 

Grocery retailers and public health officials each have critical knowledge that when combined can 

make a significant impact in the time and effort needed to identify the contaminated product in an 

outbreak. We believe the availability of electronic retail scanner data with new analytics and 

metagenomic laboratory techniques can hugely accelerate outbreak investigation and aid public health 

agency in that mission at the county, state, and national levels. The potential benefits of this 

opportunity include reducing the costs of foodborne illness (now $9B annually in the U.S.) and of 

economic losses from outbreaks and recalls. Success requires an effective public private partnership, 

but the economic benefits are large on both sides if a joint effort such as the one proposed here can 

provide compelling scientific evidence for this opportunity. Ultimately, this proactive technique will 

benefit all participants (i.e., retailers, wholesalers, manufacturers, food transportation companies, etc.) 

by providing early warnings of the potential risk of foodborne illness cases. 
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