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Message from the Editor
Chi-Yin Chow
Department of Computer Science, City University of Hong Kong, Hong Kong
Email: chiychow@cityu.edu.hk

In the first section, we have a special issue of some topic of interest to the SIGSPATIAL community. The
topic of this issue is “Spatio-Temporal Uncertainty” which is edited by our associate editor: Dr. Goce Trajcevski.
Dr. Trajcevski is currently Assistant Chair and Senior Lecturer in the Department of Electrical Engineering and
Computer Science, Northwestern University, USA.
The second section consists of an event report from:
1. The Second ACM SIGSPATIAL PhD Workshop 2015
I would like to sincerely thank all the newsletter authors, Dr. Trajcevski, and event organizers for their
generous contributions of time and effort that made this issue possible. I hope that you will find the newsletters
interesting and informative and that you will enjoy this issue.
You can download all Special issues from:
http://www.sigspatial.org/sigspatial-special
.
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The SIGSPATIAL Special
Section 1: Special Issue on
Spatio-Temporal Uncertainty

ACM SIGSPATIAL
http://www.sigspatial.org

Introduction to this Special Issue:
Spatio-Temporal Uncertainty
Goce Trajcevski
Department of Electrical Engineering and Computer Science, Northwestern University, USA

The impact of the imperfect knowledge on the reasoning and beliefs has been an important topic throughout all the stages of human civilization, for scientists, engineers, philosophers and logicians alike. With the
advent of the computing, sensing and communications technologies, the importance of capturing the uncertain/probabilistic nature of the data has become vital in numerous application domains. When it comes to spatial
and temporal – and, of course, spatio-temporal – data, the uncertainty arises not only because of the errors in
measurements (e.g., the imprecision of the GPS devices), but also because continuous phenomena are attempted
to be represented with finite/discrete number of values. What amplifies the impact of the spatio-temporal uncertainty in present day is the fact that data pertaining to (location, time) information are generated at unprecedented
pace and volume, from variety of applications of high societal relevance and/or popularity – e.g., tweets, social
networks, satellite images, tracking (GPS-based as well as based on other sensors).
Clearly, one would like to be able to somehow “capture” the uncertainty both at a formal/syntactic level,
as well as in the algorithmic solutions for processing various queries or performing decision-making tasks.
However, there are various facets of spatio-temporal uncertainty that may, in one way or another, exhibit different
impacts and relationship with other context-attributes in different application.
This special issue aims at providing an overview of certain problems (and solutions) brought about by the
impact of spatio-temporal uncertainty management from different perspectives. There are five contributions,
each addressing a unique aspect of the problem.
The first contribution by Yaron Kanza overviews the causes of uncertainty in geosocial data management and
elaborates on some of the advantages and disadvantages of using inaccurate or incomplete geosocial data. The
second article in this issue, by Reynold Cheng, addresses the issue of modeling and querying uncertain spatial
data. Andreas Zuefle, in the third contribution, discusses how Bayesian learning approach can be beneficiato for
unifying and integration of various types, resolutions, and levels of uncertainty of user location data. The fourth
article, by Mihai Maruseac and Gabriel Ghinita, considers the impact of uncertainty which arises when one is
compelled to incorporate/implement privacy concerns pertaining to users’ location data. The last contribution
in this issue, by Jane Macfarlane and Matei Stroila, discusses the impact of uncertainty and its fusion and
propagation in the settings of autonomous driving.
We hope that the readership will find this collection of articles touching upon various impacts of spatiotemporal uncertainty informative and useful in their work. Enjoy!
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Uncertainty in Geosocial Data: Friend or Foe?
Yaron Kanza
AT&T Labs - Research
Bedminster, NJ, USA
Abstract
In data management, uncertainty and lack of information are commonly considered as hurdles to overcome. But when it comes to management of geosocial data, where data can be used to associate people
with geographic locations they visited, uncertainty is frequently not just an obstacle but also a desired
feature. Uncertainty and lack of information—such as knowing only approximate locations of users or
knowing only some of the locations users visited—may reduce the accuracy of data analysis. They, however, may be desired, or even required, for keeping user privacy, and for using data that otherwise would
not have been collected and used. Due to the heterogeneity of geosocial data, uncertainty is prevalent
in geosocial applications, and should not be overlooked. In this paper, we discuss some of the causes of
uncertainty in geosocial data management. We elaborate on some of the advantages and disadvantages
of using inaccurate or incomplete geosocial data, and we illustrate some of the methods to cope with
uncertainty in geosocial applications.

1

Introduction

In the last decade, GPS-enabled devices have become ubiquitous, and millions of people started using them
to create geotagged content. In geotagged content, social-media items, such as photos or textual messages, are
associated with a tag specifying a location—usually the coordinates of the place where the item was created, e.g.,
associating a photo with the place where it was taken. Alongside, online social networks have become a popular
mean of sharing and disseminating personal and general information among groups of people. Facebook, which
as of today is the largest online social networking site, has over 1.71 billion monthly active users, with 1.57
billion mobile active users. Facebook users generate about 4.5 billion “likes” per day (based on Facebook’s
statistics for June 2016). Instagram has about 500 million monthly active users, and Twitter has about 300
million monthly active users, who produce around 500 million tweets per day. Part of this massive contentsharing activity is the creation and the sharing of geotagged content. In addition, online geosocial networks like
Foursquare (https://foursquare.com/) provide users with the ability to check-in at a place, yielding
a record which contains the location, time and venue information of the action. Foursquare has more than 50
million active users, and the overall number of check-ins it collected is estimated to be between 7 and 10 billions.
Although only a small percentage of the content in Facebook, Instagram and Twitter is geotagged, geosocial
datasets comprising of geotagged items and check-in records are generated nowadays in an unprecedented pace,
and they are becoming a valuable source of geospatial information. Check-in records and geotagged items
are produced as part of the daily activity of users, thus, they constitute a rich source of information about the
mutual influence of the location on user behavior and on social relationships among users. For example, such
information reveals that social relationships have a greater influence on long travels than on short travels of
people [15], or that users have a greater tendency to interact with social websites like Facebook when they are
in a familiar place, like their home, than in places that are unfamiliar to them [33].
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Figure 1: Popular jogging areas

Figure 2: Popular places to watch the sunset

The advent of geosocial data has provided researchers with an opportunity to access a valuable source of
information about people and places. The research community has studied miscellaneous ways to utilize geosocial data, and many prototypes of geosocial applications were developed. This includes studies of the use
of large geosocial datasets for location recommendation [3, 42], combining social networks and spatial networks [18], route recommendation [19, 37], detecting unusual social activities [35], predicting spread of diseases [34, 49], detecting natural disasters like earthquakes and depicting realtime geospatial information during
the event [2,7,38,51], detection of local events in a city [60], and so forth. For example, Fig. 1 and Fig. 2 present
popular jogging places and popular locations to view the sunset, in or near Manhattan, based on geotagged posts
(depicted by red squares and purple polygons). The areas were discovered using the search tool of Pat et al. [43],
by finding locations that are associated with the search terms, e.g., places in which a large percentage of the posts
mention the search terms. Such a search, which is based on geotagged posts of real users, is different from traditional geographic search that is mainly based on names and categories of geographical entities. The interest in
geosocial data is, however, not limited to the scientific community. For instance journalists use geotagged data
to measure popularity of locations, e.g., The Huffington Post relied on geotagged data to evaluate and rank the
popularity of museums around the world.1
When collecting geosocial data, frequently there are two conflicting goals. On the one hand, there is a
tendency to collect as many data items as possible. On the other hand, there is a desire to collect data that are
accurate, reliable and complete. In many applications it is essential to use a large volume of data. For example,
places that are only seldom visited may not be represented in a small dataset, so in location recommendation
or in geographic search, such places may never appear in the result if the dataset is too small. In data analysis,
clearly the amount of data over which the analysis is conducted can affect the accuracy of the result. So, while an
analysis using a small dataset can lead to inaccurate or uncertain results, methods to increase the dataset often add
data that is imprecise, incomplete or without a clear semantics, as will be elaborated hereafter. Using a dataset
that was enlarged this way requires coping with uncertainty regarding location, time and other attributes. In this
paper, we examine some of the causes of uncertainty in geosocial data management and geosocial applications,
and we discuss advantages and disadvantages and of using incomplete or inaccurate geosocial data.

2

Causes of Uncertainty and Lack of Information

We elaborate now on uncertainty in geosocial data. A geosocial dataset is a collection of items posted by users
of an online geosocial network. In a complete dataset, each item has a location, given as a pair of longitude and
1

http://www.huffingtonpost.com/entry/most-geotagged-museums-on-instagram us 565f0992e4b072e9d1c42d2c
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latitude coordinates, and additional optional attributes such as time, content, and so forth. Each item is associated
with the user who posted it. Users are connected to one another in the social network, by friendship or other
types of social relationships. Datasets can be homogeneous, where all the items are similar to one another, e.g.,
a dataset of textual tweets or a dataset of geotagged Flickr photos. Other datasets may have multifarious content,
with a mixture of textual items, photos, videos, check-in records, and so on. In particular, geosocial datasets
that are collected from diverse social-media sources may consist of posts of many different people, hence, such
datasets are frequently heterogeneous, inaccurate or incomplete. To process and use either homogeneous or
heterogeneous geosocial datasets, the following obstructions should be taken into account.
Inaccuracy. The location of an item is frequently measured using the global positioning system (GPS),
which has a limited accuracy. According to the GPS performance standards2 , well designed GPS receivers have
been achieving horizontal accuracy of 3 meters or better and vertical accuracy of 5 meters or better 95% of the
time. This is, however, affected by atmospheric conditions, sky blockage, and the receiver quality. Such accuracy
is insufficient for determining with certainty the building in which a user checked-in or an item was geotagged.
For a GPS device on a moving car, the accuracy of the geolocating process is insufficient for determining the
lane, so there is some uncertainty in the matching of the GPS measurements to the road on which the car
traveled. The problem of matching a sequence of GPS points (trajectory) to the road network is known as “map
matching”, and it received a lot of attention in the literature [47].
The time attribute of a check-in record or of a geotagged post can be inaccurate as well, because devices
may relate to different time zones, may not be updated to reflect daylight saving times, etc. Also other attributes
may have accuracy errors. Applications that use these attributes must take the possibility of inaccuracy into
account. For example, in an application that aims to find pairs of users who were at the same place at the same
time, relying on items that were sent from nearby places at near times needs to take into account uncertainty due
to inaccuracy in the recorded locations and times. In geosocial datasets, inaccuracy of the location or of other
attributes can also be due to privacy considerations, aiming not to reveal the exact location of users [44].
Lack of spatio-temporal attributes. Only a small percentage of the content in online social networks is
geotagged [45]. There are estimations that less than 2 percent of the tweets in Twitter3 and 15 to 25 percent
of the post in Instagram4 are geotagged. Several studies showed how to increase the size of the dataset by
geolocating untagged posts. This is not an easy task because there is only a partial correlation between textual
content and locations, in geosocial datasets [28]. For example, a posts in New York that mentions “Kinky
Boots” can be mapped, with high certainty, to the location of the theater where the Broadway show by this
name is presented [12], but many posts do not contain any phrase that can be mapped to a specific location with
certainty. Different methods were developed to cope with this problem. Using merely geographic names and
personal attributes of users can provide an effective but inaccurate method for geolocating tweets, e.g., Schulz et
al. [52] mapped 92% of their test dataset with an error of up to 30 kilometers. It has been shown how to compute
language models of areas based on geotagged posts, and based on that, find the location of untagged posts [32]. It
has been suggested to use relationships among users in the process, however, this is not an accurate method, e.g.,
the median error of such a method, in the study of Compton et al. [16], was greater than 6 kilometers. More
accurate methods rely of the use of Gaussian Mixture Model (GMM) and Maximum Likelihood Estimation
(MLE) [13, 22, 45], but they can be applied only on some of the content, e.g., Flatow et al. [22] mapped about
80% of the Instagram posts in their dataset, with an error of less than 1 kilometer. The geolocating process can
frequently increase the size of the dataset, but it is limited, because there is a tradeoff between the accuracy (the
percentage of mappings in which the item is mapped to the correct location), the precision (the distance between
the assigned location and the real location, in a correct matching) and the coverage (percentage of posts that are
2

http://www.gps.gov/technical/ps/2008-SPS-performance-standard.pdf
http://blog.gnip.com/twitter-geo-data-enrichment/
4
http://bits.blogs.nytimes.com/2012/08/16/instagram-refreshes-app-include- photo-maps/
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mapped to a location). Hence, coping with datasets that were extended by geolocating untagged items needs to
take into account the underlying uncertainty in the location of posts, and the incompleteness of the process.
Anonymous or false data. Users are not always associated with the content they create. In many cases this
is due to privacy concerns [23, 46, 58]. However, there are other reasons for that, e.g., forwarding may cause
users to share geotagged content they have not created, users may share content while using the device and
the account of a friend, etc. In addition, there are cases where users intentionally report a false location. For
instance, in online geosocial networks that reward people who have many check-ins at a particular location, users
may create false check-ins to receive the reward [10, 11]. Hence, a geosocial dataset that associates people with
visited locations is expected to include some incorrect associations, which leads to uncertainty in the matching
of people with the places they visited.

3

Coping with Uncertain and Incomplete Data

The problem of coping with uncertain and incomplete geospatial data received a lot of attention, but only some
of the proposed solutions are suitable for applications over geosocial data. In many studies, a probabilistic data
model is defined, to represent uncertainty regarding the relevance or the correctness of geospatial objects [17,31,
40,50], or to represent an object location as a spatial distribution [54]. In such a solution, each object is assigned
a probability, and query evaluation takes the probabilities of the involved objects into account, e.g., returning
only answers with a high probability of being correct, or associating a confidence value to query answers [14].
It has also been shown how to use interactivity to cope with uncertainty in route planning, where users provide
feedback regarding the relevance of visited objects, and the route is recomputed accordingly [25,30]. It has been
suggested to integrate data from two or more uncertain sources, to decrease the overall uncertainty [61], although
in some cases, integration of geospatial data sources leads to uncertainty in the correctness of the association of
the objects of the different sources [6]. Several papers studied uncertainty in moving objects [53, 55, 57]—they
proposed methods to bound the area in which the object may reside and apply computations accordingly [56,62].
It has also been shown how to index objects with an uncertain location [20].
Different methods, including topological [29, 36] and probabilistic [8] methods, were suggested for coping
with the map matching problem, i.e., mapping GPS points of trajectories of moving objects to the underlying
road network. In map matching it is frequently required to deal with sparse data, e.g., when applying dilution
(simplification) to reduce storage space and transmission costs [9, 26], or with partial knowledge about the
map [59]. A common technique to cope with inaccurate or sparse trajectories in map matching is by constructing
a Hidden Markov Model (HMM) over the trajectory points and the road network, and applying Viterbi algorithm
to compute the matching [27, 39]. Emrich et al. [21] and Niedermayer et al. [41] showed how to represent
trajectories as stochastic processes.
Many of the methods that were proposed for coping with uncertainty in geospatial applications only provide
a limited solution for uncertainty in geosocial applications. First, often methods to geolocate untagged items
have an accuracy of several kilometers, and can only be applied on part of the available items. So, methods
that bound the error or rely on having a small error in the location of items may not be effective. Secondly,
methods to cope with moving objects often rely on the knowledge that the sequence of points in the trajectory
is a continuous travel along roads of the road network, and this helps reducing the uncertainty. This is not
always possible with sporadic check-ins or isolated geotagged items. Thirdly, due to privacy restrictions, it is
often desired to keep locations inaccurate (obfuscated) or concealed. Due to regulations and the desire to protect
user privacy, companies often do not try to reveal the location of any particular user, and deliberately apply
computations over data in which locations or associations between users and locations are concealed.
There were studies on how to use information such as the social relationships of users or other personal
attributes of users to cope with uncertainty regarding the location of users and their posts [1, 48, 52], but this
approach has a very limited accuracy in comparison to GPS. First, the online social relationships of a person are
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not necessarily with people who live nearby. Also other personal attributes cannot always indicate how often
the person travels and to where. Even if a good estimation of the area in which a user is active can be achieved
based on the locations of the geotagged items and check-ins of that person, these may not always be available
or may be too dispersed. Location information from other sources, such as call detail records (CDRs), could
have improved the accuracy of a location estimation [5, 24], but such data are proprietary and are inaccessible
to most of the analysts. In addition, CDRs are associated with a cell tower rather than with an exact location, so
the locations they provide are sparse and coarse. Hence, the question of how to analyze the locations of masses
of people based on available geotagged data, and gain accurate and reliable results, is still an open question.

4

Discussion

Online geosocial networks provide up-to-date information that can be used for analyzing relationships between
user activities and locations. The content that users share in such networks can be utilized by various applications, but this needs to be done with care because geosocial datasets are often heterogeneous, incomplete and
inaccurate. In particular, many items are not associated with a location or are associated with an inaccurate
location. Yet, there are many benefits to using such data and cope with the entailed uncertainty. Such datasets
allow researchers to analyze large volumes of data of real users. But, because the data are of real users, they
should be handled with care. It is imperative to avoid causing a privacy breach. It is also essential to prevent
a statistical bias when removing inaccurate or incomplete data. For example, the awareness of location privacy
is affected by age, where teenagers are less aware of privacy risks than adults [4], so the age distribution of the
users, in an analysis of geotagged content, may be different from the age distribution of users of online social
networks, and different from the age distribution of the entire population. Analytic methods should take this into
account and should be applied in a way that mitigates such biases.
By adapting algorithms and applications to use incomplete and inaccurate geosocial data, and cope with
the uncertainty that occurs when using such data, it would be possible to use larger datasets, to increase the
accuracy of data analysis, while not forcing users to give up their privacy. Using large diverse data sources is
essential for achieving fairness in applications like recommendation systems, by alleviating the “rich get richer”
phenomenon, that is, a case where a system limits its recommendation to a small set of entities, which due to
the recommendations receive more visits and by that increase their chances to be recommended further.
There are many open research questions in this domain, such as how to build recommendation systems that
take uncertainty (e.g., inaccuracy and incompleteness) into account; how to detect events and spatial trends based
on social media data, while taking into account that many items are untagged or have an inaccurate geotag; and
how to apply correctly analysis over inaccurate and incomplete geosocial content.
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Abstract
Spatial data are prevalent in location-based services (LBS), sensor networks, and RFID monitoring
systems. Data readings collected in these applications are often imprecise. The uncertainty in the
data can arise from multiple sources, including measurement errors due to the sensing instrument and
discrete sampling of the measurements. It is often important to record the imprecision and also to take
it into account when processing the spatial data. The challenges of handling the uncertainty in spatial
data includes modeling, semantics, query operators and types, efficient execution, and user interfaces.
Probabilistic models have been proposed for handling the uncertainty. In this paper, we examine the
modeling and querying issues of this kind of databases.

1

Introduction

Data uncertainty is an inherent property in applications that deal with spatial data. In the Global-Positioning
System (GPS), the location collected from the GPS-enabled devices (e.g., PDAs) often has measurement and
sampling error [14, 8]. The location data transmitted to the system may further encounter some network delay.
Hence, the data collected in these applications are often imprecise, inaccurate, and stale. Similar problems also
occur in sensor networks and RFID monitoring systems. Consider a habitat monitoring system used in scientific
applications, where data such as temperature, humidity, and wind speed are acquired from a sensor network. Due
to physical imperfection of the sensor hardware, the data obtained are often inaccurate [7]. Moreover, a sensor
cannot report its value at every point in time, and so the system can only obtain data samples at discrete time
instants. Recent works also propose to inject uncertainty to a user’s location for location privacy protection [2].
Services or queries that base their decisions on these data can produce erroneous results. There is thus a need to
manage these data errors more carefully.
In this paper, we investigate how to manage uncertainty in large spatial databases. Particularly, we examine
probabilistic models for uncertain spatial databases. We discuss probabilistic spatial queries (or PSQ), which
consider the models of the spatial data uncertainty (instead of just the data value reported), and augment probabilistic guarantees to the query results. For example, a PSQ asking who is the nearest neighbor of a given
point q can tell the user that John is the answer, with a probability of 0.8. The probabilities reflect the degree of
correctness of query results, thereby facilitating the system to produce a more confident decision.
The rest of this paper is arranged as follows. In Section 2, we describe spatial uncertainty models commonly
used in the research community. We discuss algorithms for processing an important probabilistic query on
uncertain spatial models in Section 3. We conclude in Section 4.

11

Figure 1: Spatial uncertainty models.

2

Spatial Uncertainty Models

Uncertainty in spatial data is often the result of either inherent limitations in the accuracy with which the sensed
data is acquired or limitations imposed by concerns such as efficiency and battery life. Consider for example, a
moving object application that uses GPS devices to determine the locations of people as they move about. Although GPS accuracy has improved significantly, it is well known that the location reported by a GPS sensor is
really an approximation – in fact, the actual location is likely to be distributed with a Gaussian probability distribution around the reported location. This is an example of uncertainty due to the limitation of the measurement
instrument.
Since most location sensors are powered by batteries that can be quickly depleted, most applications that
rely on these sensors take great pains to conserve battery power. A common optimization is to not measure and
transmit readings continuously. Instead, the data are sampled at some reasonable rate. In this case the exact
values are only known at the time instances when samples are taken. Between samples, the application can only
estimate (based on the earlier samples) the values. Data uncertainty can happen even when location readings are
precise and frequently sampled. For example, if a given sensor is suspected of being faulty or compromised, the
application may only partially trust the data provided by the sensor. In these cases, the data are not completely
ignored but their reliability can be reduced. In these cases, the unreliability of the raw or processed sensor data
can be captured as uncertain data. Each of these examples shows that sensor readings are not precise.
In [10], piecewise linear functions are used to approximate the cdf of an uncertain item. Sometimes, point
samples are derived from an item’s pdf [9, 12]. In the existential uncertainty model, every object is represented
by the value in the space, as well as the probability that this object exists [6].
Let us now discuss a commonly-used model of spatial data uncertainty. This model assumes that the actual
data value is located within a closed region, called the uncertainty region. In this area, a non-zero probability
density function (pdf ) of the value is defined, where the integration of pdf inside the region is equal to one.
The cumulative density function (cdf ) of the item is also provided. In an LBS, a normalized Gaussian pdf is
used to model the measurement error of a location stored in a database [14, 8] (Fig. 1). The uncertainty region
is a circular area, with a radius called the “distance threshold”; the newest location is reported to the system
when it deviates from the old one by more than this threshold (Fig. 1). The figure also shows the histogram
of temperature values in a geographical area observed in a week. The pdf, represented as a histogram, is an
arbitrary distribution between 10 and 20o C.

3

Probabilistic Query Algorithms

A logical formulation of queries for the above uncertainty model, called probabilistic queries (or PSQ), has
been recently studied in [11, 13]. In [4], Cheng et al. proposed a classification scheme for different types of
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PSQs. In that scheme, a PSQ is classified according to the forms of answers. An entity-based query is one that
returns a set of objects (e.g., list of objects that satisfy a range query or join conditions), whereas a value-based
query returns a single numeric value (e.g., value of a particular sensor). Another criterion is based on whether an
aggregate operator is used to produce results. An aggregate query is one where there is interplay between objects
that determines the results (e.g., a nearest-neighbor query). Based on these two criteria, four different types of
probabilistic queries are defined. Each query type has its own methods for computing answer probabilities. In
[4], the notion of quality has also been defined for each query type, which provides a metric for measuring the
ambiguity of an answer to the PSQ.
Next, we study the probabilistic nearest-neighbor query, which is an important PSQ.

3.1

Probabilistic Nearest-Neighbor Queries

A common PSQ for uncertain spatial data is the probabilistic nearest-neighbor queries (or PNNQ). This query
returns the non-zero probability of each object for being the nearest neighbor of a given point q [4]. A PNNQ
can be used in an LBS, where enquires such as: “Please show me the nearest restaurant” can be asked. It can also
be used in a sensor network, where sensors collect the temperature values in a natural habitat. For data analysis
and clustering purposes, a PNNQ can find out the district(s) whose temperature values is (are) the closest to a
given centroid. Another example is to find the IDs of sensor(s) that yield the minimum or maximum wind-speed
from a given set of sensors [7, 4]. A minimum (maximum) query is essentially a special case of PNNQ, since it
can be characterized as a PNNQ by setting q to a value of -∞ (∞).
Evaluating a PNNQ is not trivial. In particular, since the exact value of a spatial data item is not known, one
needs to consider the item’s possible values in its uncertainty region. Moreover, since the PNNQ is an entitybased aggregate query [4], an item’s probability depends not just on its own value, but also on the relative values
of other objects. If the uncertainty regions of the objects overlap, then their pdfs must be considered in order to
derive their corresponding probabilities.
To evaluate PNNQ, one method is to derive the pdf and cdf of each item’s distance from q. The probability
of an item for satisfying the PNNQ is then computed by integrating over a function of distance pdfs and cdfs
[7, 4, 5]. In [5], an R-tree-based solution for PNNQ was presented. The main idea is to prune items with zero
probabilities, using the fact that these items’ uncertainty regions must not overlap with that of an item whose
maximum distance from q is the minimum in the database. The probabilistic verifiers, proposed in [3], are
algorithms for efficiently computing the lower and upper bounds of each object’s probability for satisfying a
PNNQ. These algorithms, when used together with the probability threshold defined by the user, avoid the exact
probability values to be calculated. In this way, a PNNQ can be evaluated more efficiently.

3.2

Answering PNNQ with the UV-Diagram

Next, we discuss a recent PNNQ evaluation algorithm [15, 16, 17]. This solution is based on the Voronoi
Diagram [18], which is primarily designed for evaluating nearest-neighbor queries over two-dimensional spatial
points. Conceptually, the Voronoi diagram partitions the data space into disjoint “Voronoi cells”, so that all
points in the same Voronoi cell have the same nearest neighbor. The task of finding the nearest neighbor of a
query point is then reduced to a point query. Figure 2(a) illustrates a Voronoi diagram of seven points. Since the
query point q is located in the Voronoi cell of O2 , O2 is the nearest neighbor of q.
In [15, 16], the idea of extending the Voronoi diagram to support PNN execution has been explored. The
authors propose the Uncertain-Voronoi diagram (or UV-diagram), where the nearest-neighbor information of
every point in the data space is recorded, based on the uncertain objects involved. Figure 2(b) illustrates an
example UV-diagram for seven uncertain objects, where the space is divided into disjoint regions called UVpartitions. Each UV-partition P is associated with a set S of one or more objects. For any point q located inside
P , S is the set of answer objects of q (i.e., each object in S has a non-zero probability for being the nearest

13

Figure 2: (a) Voronoi Diagram. (b) UV-Diagram.
neighbor of q). The highlighted regions contain points that have two or more nearest neighbor objects. As an
example, since q1 is inside the dashed region, O4 has a non-zero probability for being the nearest neighbor of
q1 ; on the other hand, q2 is located inside the dotted region, and O6 and O7 are the answer objects for the PNN
with q2 as the query point. Observe that the Voronoi diagram, which indexes on spatial points, is a special case
of the UV-diagram, since a point can be viewed as an uncertainty region with a zero radius. Figure 2 compares
the two diagrams.
Developing a UV-diagram is not simple. Notice that the UV-partitions are produced based on uncertainty
regions, which may not be points. Unfortunately, efficient computational geometry methods for generating
the Voronoi diagram (e.g., line-sweeping [19]) cannot be readily used for creating a UV-diagram, since these
methods are primarily designed for spatial points, rather than uncertainty regions. In particular, a UV-partition
can be irregular in shape, and contains different answer objects. In general, given a set of uncertain regions, an
exponential number of UV-partitions can be created, and the number of edges of each UV-partition can also be
exponentially large [15, 16]. This makes it computationally infeasible to generate and store these partitions. It
is also difficult to find out which of these irregular UV-partitions contain a given query point. In [15, 16], a
scalable method for constructing a UV-diagram has been developed.
Instead of computing UV-partitions, the authors in [15, 16] have developed a PNNQ solution for twodimensional uncertain spatial data, The main idea is to interpret the UV-diagram in a different manner. Specifically, for every object Oi , they consider the extent ai such that Oi can be the nearest neighbor of any point
selected from ai . They call this extent the UV-cell of Oi . They examine some basic properties of a UV-cell (e.g.,
its size and number of edges). They show how to represent a UV-cell as a set of objects, and develop novel
methods to find this object set efficiently. For example, their batch-construction algorithm allows the UV-cells
of objects that are physically close to each other to be swiftly obtained. They further propose a polynomial-time
method for constructing an index for the UV-partitions, called the UV-index. They adopt an adaptive-grid indexing scheme, which has the advantage of adapting to different distributions of uncertain objects’ positions. Their
experimental results show that on both synthetic and real dataset, this index can be constructed in a much shorter
time. The same authors in [17] have recently extended the UV-index to support multi-dimensional uncertain
data. They have also examined how to update the UV-index to quickly, in order to reflect the insertion (deletion)
of uncertain objects to (from) the spatial database.

14

4

Conclusions

Data uncertainty is found in virtually all applications that acquire spatial data. In some situations, it may be
acceptable to ignore the uncertainty and treat a given value as a reasonable approximation of the reading. For
others (e.g., road traffic monitoring and wireless sensor networks), such approximations and the resulting errors
in query answers are unacceptable. In order to provide correct answers for these applications it is necessary to
handle the uncertainty in spatial data. Recent works that propose to inject uncertainty to a user’s location for
location privacy protection also requires the use of a PSQ [2]. An system prototype, called Orion [20], has also
been developed to handle uncertain spatial data.

4.1

Future Directions

Much work remains to be done in the area of uncertain spatial data processing. It will be interesting to study
the development of data mining algorithms for spatial uncertainty. Another direction is to study probabilistic
spatio-temporal queries over historical spatial data (e.g., trajectories of moving objects). Developing scalable
algorithms in distributed computing environments (e.g., MapReduce or Spark) to support PSQ could be important. It would be crucial to implement these solutions in existing probabilistic database systems. Other works
include revisiting query cost estimation, query plan evaluation, as well as designing user interfaces that convenient input and visualisation of uncertain data. A long term goal is to consolidate these research ideas and
develop a distributed spatio-temporal database system that provides uncertainty management facilities.
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Bayesian Network Movement Model
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Abstract
To unify and integrate various types, resolutions, and levels of uncertainty of user location data, we
employ a Bayesian learning approach, which allows to iteratively add new knowledge to refine a model
describing the motion of an object in space and time. By explicitly modelling uncertainty, we maintain
a notion of data reliability, such that the confidence of any query and mining results can be assessed.
Based on this motion model for individual users, we present our algorithms for estimating the continuous
location of users based on sparse observations. Our approach uses a global traffic model using a
Markov-chain as an apriori-model, which is learned from all available historic trajectory data. Starting
from this apriori-model, we use observations of individual users to adapt this model, using a forward
backward approach to add new knowledge to the model. This yields as user-specific aposteriori-model,
which captures information of their observation, and uses the apriori-knowledge to model the error and
uncertainty in-between these observations. As verified by our empirical study on real trajectory data,
this model allows to predict the location of objects in-between discrete observation much more accurate
than competing approaches, thus significantly reducing the uncertainty in spatio-temporal data.

1

Introduction

Both the current trends in technology such as smart phones, general mobile devices, stationary sensors and
satellites as well as a new user mentality of utilizing this technology to voluntarily share information produce
a huge ood of geo-spatial and geo-spatio-temporal data. This data flood provides a tremendous potential of
discovering new and possibly useful knowledge. In addition to the fact that measurements are imprecise, due to
the physical limitation of the devices, some form of interpolation is needed in-between discrete time instances.
These issues introduce the notion of uncertainty in the context of spatio-temporal data management - an aspect
raising an imminent need for scalable and flexible data management.
Managing, querying and mining spatio-temporal data has received a large amount of research interest in
the past years. In most of these works however, the assumption is made that the trajectory, i.e., the function
of a spatio-temporal object that maps each point in time to a position in space, is known entirely without any
uncertainty, such as the trajectory depicted in Figure 1(a). A survey on techniques for managing, querying and
mining trajectory data without uncertainty is given in [23]. However, it is not viable to maintain positions of
moving objects continuously for each point in time for a series of reasons:
• Positions are captured sparsely to save energy and preserve battery of the capturing devices.
• Storing arbitrary continuous functions at high accuracy would require a very high space complexity, thus
having detrimental impact on query performance.
• In most applications, measurements and observations are taken at discrete times only, e.g. due to limited
bandwidth or energy constraints (e.g. in applications using GPS technology), thus the information of the
full trajectory is not available.
• Some systems only allow to track the position of an object at predefined spatial positions (e.g. systems
using RFID technology).
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Figure 1: Spatio-Temporal Data
For practical applications it is thus mandatory to consider uncertainty in spatio-temporal data, such as depicted in Figure 1(b). As an exemplary application, consider the problem of monitoring iceberg activity in the
North Atlantic. Ships transiting between Europe and east coast ports of North America traverse a great circular
route that brings them into the vicinity of icebergs carried south by the cold Labrador Current near the Grand
Banks. It was here that the R.M.S. Titanic sank in 1912, after it struck an iceberg. This disaster resulted in the
loss of 1517 lives and led directly to the founding of the The International Ice Patrol (IIP) in 1914. The mission
of the IIP is to monitor iceberg danger near the Grand Banks of Newfoundland and provide the locations of all
known ice to the maritime community. The IIP does this by sighting icebergs, using visual observations from
ships and aircrafts, as well as data from buoys and radars. A database stores the recorded positions and extents
of observed icebergs and data models are used to predict their movement. Ignoring the uncertainty in such data,
e.g., by treating the expected position of an iceberg as truth, may lead to disasters when icebergs deviate from
the expected position, running into ships having a false feeling of safety.
The aim of this work is to explicitly model the uncertainty in spatio-temporal data. Therefore, we model
the motion of an object in-between discrete observations using a Bayesian learning approach. This approach
uses global traffic patterns, learned from all available historical data, to build a prior model. This prior model
can be adapted using observations of an individual model. The following Section 2 surveys the related work,
and their lack of ability of assess the probability distribution of the uncertainty region of objects. Section 3
surveys the data model that we emply, which is based on previously published material [3]. To adapt this model
to account for observations of individual users, Section 4 presents a Bayesian learning approach found in more
details in [7]. An experimental evaluation, showing that this model can vastly improve the location prediction in
spatio-temporal databases, is given in Section 5.

2

State-of-the-Art

In recent years, the research community often employed linear interpolation to model the movement of spatiotemporal objects [9, 11, 15], as depicted in Figure 2(a). Based on this model, [13] and [14] addressed the
problem of query processing. Clearly, whenever the sampling rate becomes low, the true trajectory of an object might deviate greatly from the linear interpolation. Approaches using more complex models than linear
interpolation suffer from the same problem [12]. To mitigate this problem, Conservative Space-Time Approximation Models capture the uncertainty explicitly, by bounding all possible (time, location)-pairs of an object by
a simple geometric structure in time and space. The result is a spatio-temporal approximation that is based on
previous knowledge such as the maximum speed and the maximum acceleration of objects. An example for the
one-dimensional case is shown in Figure 2(b), using the maximum speed of objects to obtain a conservative twodimensional (space, time)-approximation. Generally, such approaches utilize various geometrical shapes, such
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Figure 2: Interpolation between observations
as sheared cylinders [17, 18, 19], diamonds [6] and so called beads [5, 16] for the case of two spatial dimensions
(the third dimension is time). The main problem of all these approaches is that no probability information is
given for any object approximation. Thus, it is not possible to assess the probability of an object to satisfy some
query predicate: For example, for the query window Q depicted in Figure 2(b), the only conclusion that can be
made is that the approximated object may possibly intersect Q. However no information about the likelihood of
this event can be assessed.
Furthermore, solutions have been presented to estimate the location distribution of objects [6, 1, 20] at each
point in time. However, by describing the distribution of an object independently at each point of time, time
dependencies of trajectories are ignored. By disregarding these correlations between points in time, completely
impossible trajectories are modelled.
Example 1: For example, if the last observed location of a vehicle at time t was just before an intersection
going North or South. Such models may predict that at times t + 1, t + 2, and t + 3, the object are predicted to
be North with a probability of 50% and South with a probability of 50%. Such models predict impossible future
trajectories where the object warps forth and back between the northern and the southern road. The reason is
that the temporal correlation, that the object must be North at time t + 2 given the object is North at time t + 1
is discarded.

3

Modeling Spatio-Temporal Motion

The key idea of the proposed approach is, similar to [10]: to model possible object trajectories by stochastic
processes, more precisely a Markov chain. Employing the Markov chain model for representing spatio-temporal
data has three major advantages over previous work:
1 It allows answering queries such that results are associated with corresponding probabilities.
2 Dependencies between object locations at consecutive points in time are taken into account.
3 It is possible to reduce all queries on this model to simple matrix operations, because transitions between
spatial entities over time can be performed by matrix multiplications, for which there exist efficient solutions.
Following state-of-the-art models, discrete space and time domains S and T are assumed, where space is
defined by coordinates and time denotes points in time. In practice, discretization techniques (e.g. a unidistant
grid) can be used to satisfy this assumption.
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Formally, let S = {s1 , ...s|S| } ⊆ Rd be a finite set of possible locations in space which we call states and let
T = N+
0 be the time-space. Consequently, a (certain) object o that moves in space is represented by a trajectory
given by a function o : T → S that defines the location o(t) ∈ S of o at a certain point of time t ∈ T .
Definition 1 (Spatio-Temporal Object): Given a d-dimensional spatial domain S and a time domain T , a
spatio-temporal object comprises a set Θo of pairs Θoi = (Θoi .s, Θoi .t) ∈ S × T .
Semantically, each pair Θoi ∈ Θo corresponds to the observation that o is located at location Θoi .s at time Θoi .t.
Following the tradition of uncertain spatial non-temporal databases, we suppose that the locations of an
uncertain spatio-temporal object o ∈ DB at time t are realizations of a random variable o(t). This model implies
that a spatio-temporal objects is described by a series of random variable (o(t))t∈T . This consideration directly
equals the definition of a stochastic process [4]:
Definition 2 (Stochastic Process): A stochastic process X is a family of random variables (X(t) ∈ S)t∈T ⊆R .
If T ⊆ N, we say that X is a discrete stochastic process.
Note that in general, these random variables X(t1 ), X(t2 ), t1 , t2 ∈ T are stochastically dependent.
Definition 3 (Uncertain Object Trajectory): Given the spatial domain S and the time domain T , an uncertain
object trajectory o(t) ∈ S of an object o ∈ DB is a stochastic process (o(t) ∈ S)t∈T .
An example of an uncertain object trajectory of an object o ∈ DB is illustrated
in Figure 3. The raster models all possible locations (i.e., states) in S, shown for the
time sequence ht0 , . . . , t3 i. Here we assume that object o has been observed at time
t0 ; all locations of o that follow are uncertain. Consequently, the uncertain trajectory
of o comprises all possible trajectories starting at o(t0 ). According to Definition 3,
the uncertain motion of an object is defined as a stochastic process. In this work, the
motion of moving objects through space and time is model by a first-order MarkovChain model. Formally:
Definition 4: A stochastic process o(t), t ∈ T is called a Markov-Chain if and only if

t=3
t=2
t=1
t=0

Figure 3: Transitions

∀t ∈ N0 ∀sj , si , st−1 , ...s0 ∈ S : P (o(t+1) = sj |o(t) = si , o(t−1) = st−1 , ..., o(0) = s0 ) = P (ot+1 = sj |ot = si )
The above equality is called Markov assumption or Markov property. The conditional probability
Pi,j (t) := P (o(t + 1) = sj |o(t) = si )
is the (single-step) transition probability of state si to state sj at time t.
In this work we assume that the transition probabilities Pi,j (t) are given, e.g. derived from expert knowledge
or derived from historical data. For example, the current of water in the Atlantic ocean can be used to infer the
transitions of icebergs. For traffic data, the transition probabilities at road intersections can be estimated using
historical data [2, 7].
Let P (o, t) be the distribution vector of an object o at time t, such that (P (o, t) = s1 ), . . . , P (o, t) = s|S| ),
pi ∈ P (o, t) corresponds to the probability that o is located at state si at time t. The distribution vector of o at
time t + 1 can be inferred from P (o, t) as follows:P (o, t + 1) = P (o, t) · M
t is the probability that an uncertain object o that is located at state s
The m-step transition probability Pi,j
i
at time t, will be located at state sj at time t + m and can be computed exploiting the Equations of Chapmanm) = M m
Kolmogorov ([8]) as follows: (Pi,j
Given the probability distribution P (o, t) of an uncertain object o at time t, the probability distribution
P (o, t + m) of o at time t + m can be computed by P (o, t + m) = P (o, t) · M m .
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Figure 4: An overview over our forward-backward-algorithm.
To estimate the location of an object o, the Markov-model requires the position of an object o at some time
in the past. In a nutshell, the Markov-model allows to carry information about the position of an object o at
some time t over to future points of time t + k. The quality of this information, and thus the predictive power
of the model, diminishes as the time horizon k increases. This fact is attributed to cumulative prediction errors
incurred over time. Furthermore, the Markov-model, by itself, is not well-suited to model the motion of real
entities, usually follow an optimal routes (shortest, fastest, etc.), rather than randomly walking the network until
they accidently find their destination. In the next section, this problem will be solved by employing a Bayesian
learning approach to adapt transition probabilities of an object given all observations in the past, in the current,
and in the future. This allows to account for all observations of an entity, using the Markov-model only to
capture the error in-between discrete observations.

4

Adapting the Model to Observations

o >} denote the set of observations of a spatio-temporal
In the following, let Θo = {< to1 , θ1o >, ..., < tom , θm
object o. Each observation < toi , θio > of o is a pair, containing the time toi at which o has been observed in
state θio . This set is assumed to be sorted, i.e., j > i ⇒ toj > to . The traditional sampling approach uses the
transition probabilities P (o(t + 1) = sj |o(t) = si ) given by the Markov chain to create sample trajectories. To
incorporate the knowledge given by a set of observations Θo of an object o, we need to obtain the probability

P (o(t + 1) = sj |o(t) = si , Θo ),
that is the probability that object o transitions to state sj from state si at time t, given all observations.
In a nutshell, this problem can be solved using a forward-backward approach.
Forward-Run: Starting at the time of the first observation to1 with the initial observation θ1o , we perform transitions of object o using the original Markov chain of o until the final observation at time t|Θo | is reached.
During this Forward-run, Bayesian inference is used to construct a time-reversed Markov-model Rto of o at time
o (t) := P (o(t − 1) = s |o(t) =
t given observations in the past, i.e., a model that describes the probability Rij
j
o
si , past (t)) of coming from a state sj at time t − 1, given being at state si at time t and given the observations
pasto (t) := {θio |toi < t)} in the past. Using the Theorem of Bayes, this transition probability can be rewritten
as follows
Ro (t)ij := P (o(t−1) = sj |o(t) = si , pasto (t)) =

P (o(t) = si |o(t − 1) = sj , pasto (t)) · P (o(t − 1) = sj |pasto (t))
P (o(t) = si |pasto (t))

The probability P (o(t) = si |o(t − 1) = sj , pasto (t)) can be rewritten as P (o(t) = si |o(t − 1) = sj ), exploiting
the Markov property (Eq. 4). This probability is given by the original Markov-chain T o (t). Furthermore, both
priors P (o(t − 1) = sj |pasto (t)) and P (o(t) = si |pasto (t)) can be computed in a single run, as shown in more
detail in [7, 24].
Backward-Run: Then, in a second step, we traverse time backwards, from time t|Θo | to t1 , by employing
the time-reversed Markov-model Ro (t) constructed in the forward step. Again, Bayesian inference is used to
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construct a new Markov model F o (t − 1) that is further adapted to incorporate knowledge about observations in
the future. This new Markov model contains the transition probabilities
Fijo (t − 1) := P (o(t) = sj |o(t − 1) = si , Θo ).

(1)

for each point of time t, given all observations, i.e., in the past, the present and the future. Using the Theorem
of Bayes the same way as before, we switch the direction of time back to forward, by rewritting:
P (o(t + 1) = sj |o(t) = si , Θo ) =

P (o(t) = si |o(t + 1) = sj , Θo ) · P (o(t + 1) = sj |Θo )
P (o(t) = si |Θo )

The backward probability P (o(t) = si |o(t+1) = sj , Θo ) is available directly in matrix F o that we computed
in the Forward-run. The priors P (o(t + 1) = sj |Θo ) and P (o(t) = si |Θo ) can be computed in a single run as
again shown in [7, 24].
To illustrate the idea of our Forward-Backward learning, consider the following example.
Example 2: Figure 4 visualizes a one-dimensional uniform random walk, i.e. a very simple Markov chain
where the object may move to adjacent states with a uniform distribution. Figure 4(a) shows the initial model,
using knowledge about the first observation only. In this case, a large set of (time,location) pairs can be
reached with a probability greater than zero. The shading of reachable (time,location) pairs indicates the
likelihood of these pairs, assuming that a detour is less likely than a direct path.1 The adapted model after the
forward phase is depicted in Figure 4(b), significantly reducing the space of reachable (time,location) pairs
and adapting respective probabilities, thus drastically improving the model. Since the model of Figure 4 (b) is
obtained trivially, the main contribution of this section is the backward-phase which adapts the Markov model to
observations in the future. This task is not trivial, since the Markov-property does not hold for the future, i.e., the
past is not conditionally independent of the future given the present. During the backward phase, we traverse the
Markov chain backwards, from time t|Θo | to t1 , by employing the information acquired in the forward-phase.
This phase yields the final transition matrices for each point in time, such that all observations Θo are taken
into account for the adapted model. The resulting final transition matrices F o (t − 1) contain the transition
probabilities F o (t − 1)ij = P (o(t) = sj |o(t − 1) = si , Θo ). Figure 4(c) shows the resulting final model after
the backward phase.

5

Experimental Evaluation

Our evaluation uses the T − drive dataset containing GPS trajectories of more than 10,000 taxis in the city of
Beijing [22, 21]. We remove all GPS trajectories having a sampling frequency of less than one observation per
10 seconds, thus reducing the dataset by about 20% in size. The roat-network we use is generated using the
map-construction techniques of [2] to obtain both a set of possible states (corresponding to crossroads) and a
transition matrix reflecting the possible movements of the cabs. This process yields a state space consisting of
about 3000 states and the corresponding transition matrices and direct edges between states. We assume that
a-priori, all objects utilize the same Markov model M . In this data set, both the underlying road network as well
as the estimated transition probabilities are taken from real trajectories.
We evaluate the effectiveness of the forward-backward model adaption in comparison to other approaches.
Therefore, we select random trajectories from our dataset, using only one of the GPS observations every 100
seconds. Then, we compare the predicted location of all approaches by the ground-truth given by the more
frequently sampled raw trajectory.
1

This assumption is only made for illustration of this example. In general, a detour via a highway may be more likely than a direct
path through a lake. These likelihoods are captured by the given Markov-model.
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Figure 5: Effectiveness of the Model Adaption
Figure 5 shows the mean error of these approaches, computed during each point of time, evaluated over
a time interval of 300 seconds using 10-second ticks for time discretization. We use the ground-truth observation of each objects at the initial time, and after every 10 ticks (100 seconds). The mean error has been
computed in leave-one-out manner, i.e. trajectories for computing the error have not been used to train the
model in order to avoid overfitting. The figure visualizes the error of the the model adapted by the full forwardbackward-adapted a-priori-model (FB) and the approach using the forward-model adaption only (F). We
further implemented two additional approaches:
Spatio-Temporal approximations (STA), a competitor corresponding to [18, 16], which identifies a conservative approximations of possible locations of an object at each point of time. Due to a lack of better knowledge,
this approach assumes all reachable states at a given time to have a uniform probability. The difference to the
cylinders and beads approximation models presented in [18, 16] is that these models use conservative approximations that may include some (time, state) pairs actually having a zero probability for an object to be located
at. Thus, our competitor approach here, using “perfect approximation”, is at least as good as the cylinders and
beads approximation models in terms of effectiveness, regardless of the approximation type used.
No apriori-knowledge (NoA), an approach that is equivalent to our forward-backward approach, however
turning probabilities in the apriori transition matrix are equally distributed instead of learning the exact transition
probabilities from the underlying map data. This corresponds to the case where no trajectory data is available to
learn traffic patterns from.
We see that the forward-only approach (F) yields high error, especially directly before an observation. This
problem is solved by the forward-backward approach (FB), by using future observations to adapt the current
model. It is promising to see that, in the case where the Markov chain is assumed to be uniformly distributed
(NoA), the results are still good, but worse than with the actual learned probabilities (FB). This is good news, as it
shows that even a non-optimally learned Markov chain can lead to useful results, however with a slightly higher
error. This good performance comes from the fact that with a uniform transition distribution the diamond-shaped
space of possible time-state pairs still has high probabilities in the center of the diamond, since trajectories near
the center of the bead will have a higher likelihood than trajectories close to the beads boundary. This stands in
contrast to the uniform approach (STA) that models all states at the diamonds border to have the same probabilities as the states in the diamonds center; explaining why STA performs worse than NoA. Most importantly
however, it is clear that our approach is capable of reducing the expected distance between the corresponding
model and the ground-truth location to only 150meters for taxi cabs in Beijing, having observations only once
every 100seconds. This is a drastic reduction compared to the state-of-the-art (STA), which approximates only
the reachable space of an object. Without the ability to model the probability distribution on this space, this
approach yields an expected error of as large as 600meters. To conclude, combining concrete observations of
an individual with a global traffic patterns learned from the crowd produces the most accurate spatio-temporal
uncertainty models.
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Abstract
The unprecedented revolution in mobile computing provides users with the ability to participate in applications that are customized to their spatial coordinates. Location-based social media and location-based
recommendations are only two examples of popular scenarios where the use of geographical location
can significantly improve user experience. However, serious privacy concerns arise when sharing users’
locations, as an adversary may be able to derive sensitive personal details from one’s whereabouts,
such as health status, political or religious orientation, alternative lifestyles, etc. Privacy models such
as differential privacy (DP) are commonly employed to protect individuals’ whereabouts before sharing. Typically, privacy is achieved by introducing uncertainty with respect to a user’s location. In
this setting, uncertain data processing techniques become a natural choice for processing user location
data that have been previously sanitized to protect privacy. In this article, we discuss some prominent
scenarios where it is important to protect location data, and we explain how the de-facto standard of
differentially-private location protection can be used in conjunction with uncertain data processing. We
also look at a highly promising use case scenario of interest, namely privacy-preserving spatial crowdsourcing, and provide an overview of how DP and uncertain data processing are combined to address
this problem.

1

Introduction

The spectacular advent of smartphone technology coupled with the prevalence of broad-coverage Wi-Fi networks has ushered the world into a new era which enables people to find personalized information customized
to their current locations. This is made possible by the emergence of applications which are either completely
centered around locations, or deeply enhanced by accessing information pertaining to the whereabouts of users.
For example, a mobile application can use GPS sensor data in order to provide more accurate information to
the user. This is the case of applications such as Google Maps and Waze for navigation and routing. Other
applications use location data to offer meaningful social interactions for users (e.g., FourSquare, Facebook); to
allow access to better search results (e.g., Google Search, Bing); to provide metadata tagging of events (e.g.,
Instagram), or even mobile entertainment applications (e.g., Pokemon Go). The majority of such applications
will not function at all if the user does not allow the software to access her location data.
However, there are serious concerns that arise with respect to user privacy when location data are published
or shared. An adversary with access to users’ whereabouts may be able to derive sensitive personal details about
individuals, such as health status, political or religious orientation, alternative lifestyles, etc. If not properly
addressed, such privacy breaches may have dire consequences for unsuspecting users, and in turn may lead to a
backlash that risks to hinder development and adoption of location-based services.
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To address privacy concerns, several privacy models and technical approaches have been proposed, ranging
from spatial cloaking with k-anonymity and `-diversity [5, 2], to cryptographic approaches [4] and differential
privacy (DP) [3], the latter representing currently the most popular approach. With the exception of cryptographic approaches, which are limited in query scope and are very expensive for most practical uses, all other
approaches involve some sort of transformation that decreases the accuracy of location reporting. For instance,
spatial cloaking techniques generate rectangular regions, and the user’s location is assumed to be uniformly
distributed within the region’s area. DP-based approaches allow access to data through a statistical interface:
the data processing algorithms are provided with noisy counts of the number of data points that fall within the
requested region. The outcomes of these existing location protection approaches are naturally suited for processing using uncertain data techniques, as ultimately they reduce the amount of information that an adversary
may gain on the actual users’ whereabouts.
In this paper, we explore this connection between privacy protection for location data and uncertain data processing. Specifically, we focus on the DP model, which is currently the de-facto standard of location protection.
We give an overview of a framework that enhances location-based applications in such a way that the privacy
of the users is protected while taking into account accuracy and performance requirements of applications. We
begin by illustrating several common use-case scenarios where the privacy of individuals is at risk, and continue
with a description of the state-of-the-art privacy preserving model of differential privacy (DP). To illustrate how
the uncertainty introduced by DP can be handled to keep the utility of the application high, we present a specific
use-case scenario, based on research results from [6]. We then conclude with a short presentation of future
challenges and interesting issues pertaining to using differential privacy in spatio-temporal data processing.

2

Protecting Privacy of Location Data

First, we illustrate several examples of how data about individuals can be leaked through processing of spatiotemporal information. Next, we give an overview of differential privacy, which represents the state-of-the-art
approach for privacy protection of spatial (as well as other types of) data.

2.1

Privacy Threats in Location-Based Services

An adversary with access to location data can infer sensitive details about an individual, and often the end users
are not even aware of the privacy breaches that may occur. First, consider the Instagram application, which
allows sharing photos after applying some image processing filters to improve quality. The application has a
page on each user’s profile where photos are organized according to their associated geotags. This is a feature
aimed at improving user experience by allowing other users to know which are the places where they can take
interesting shots.
Nevertheless, as most users are unaware of the privacy risks, they are posting photos which are located near
their home or workplace. Since the map is publicly available on the user’s profile, an attacker is able to use this
information to determine an accurate estimation of the location of the user’s home and/or workplace address.
As an example, Figure 1(a) shows a region of a map of a user visiting a city in Belgium. The density of photos
and the moment these were posted allow a third party to determine the likely location of the hotel where the user
stayed during the trip.
Although Instagram’s Photo Map FAQ1 suggests ways to remove photos from the map, and also recommends
users to not publish images near relevant personal places, very few users are aware of the severity of such privacy
threats.
As another service provider that uses extensively location information consider the example of Google.
Anyone with a Google account (that is, anyone who uses any Google product including an Android device
1

https://help.instagram.com/502180853174568
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(a) Instagram

(b) Google

Figure 1: Leaking sensitive location information through social network applications
or Gmail) can access a timeline of all her locations. The image in Figure 1(b) shows a set of interactions
with Google’s servers during the work hours of one day. By analysing this information and cross-correlating
it with geographical information about the places shown in the map, an adversary may determine that during
that time interval, the user was mostly located in the area corresponding to University of Massachusetts Boston.
By correlating information from similar days, the attacker may determine that the user works or studies at the
university, hence he can start targeting him with related advertising.
Fortunately, the information presented in this map is only available to the user and Google’s machine learning
algorithms. Nevertheless, if an attacker is able to log in into a user’s profile, he can then access this information
at will and use it to stage further attacks on the user’s privacy.
Major web applications providers are publicly taking steps in limiting the privacy breaches that stem from
location information. As an example, Facebook recently removed the location reporting facility from Facebook
Messenger because an intern constructed a proof of concept application showing how people could abuse that to
cause a significant privacy leak2 . Using the GPS coordinates stored on each message sent through the Messenger
mobile interface, anyone was able to accurately determine where people lived, worked, and spent their free time.
However, despite this step, just like in the case of Google, each account owner can still access her own
location information by accessing a link on her profile. As a result, she is shown an interface like the one in
Figure 2. This image shows all places where the user accessed a Facebook service during a trip to Hong Kong.
Again, the densest areas can be used to determine information about the user: one corresponds to a popular
attraction and the other is the place of a hotel. Thus, an adversary is able to determine which hotel the user
owning the data lodged at, and then target her with similar advertisements.
The Google and Facebook scenarios are exacerbated by the fact that these service providers, among others,
are selling user data to third-parties or are using the data to derive additional information about users through
machine learning. Furthermore, even if users are not directly releasing their location data, their privacy can be
harmed through cross-correlating data from multiple providers. As an example, consider the case of the Taxi
and Limousine Commission (TLC) of New York: due to a Freedom of Information Act based request they are
required to annually publish all data about all taxi trips around the city. As a result, an enormous amount of data
2

http://mic.com/articles/119526/here-s-how-anyone-can-stalk-your-location
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Figure 2: Leaking sensitive location information through Facebook
is released annually and all data regarding taxi and Uber trips since January 2009 are publicly available on their
website3 .
While these data have been used for insightful analyses4 such as determining the frequency of cab rides from
each area of the city, the distribution of tips based on fare and trip length, the average trip length to NY airports,
or the impact of the advent of Uber, it can also be used by an attacker to find particular details about drivers
or passengers. Knowing this, in order to offer some anonymization, the NY TLC hashed the taxi medallions
and license numbers. However, it turns out that hashing is not sufficient to protect data. After some hours of
de-anonymization, an attacker was able to accurately identify each taxi trip5 .

2.2

A Primer on Differential Privacy

Early approaches for protecting location privacy relied on syntactical transformations of the data, e.g., spatial
k-anonymity [1, 5] and diversity [2]. The main idea of such privacy-preserving transformations was to construct
a cloaking region that would satisfy some constraint (e.g., a minimum number of enclosed users, or a certain
type of enclosed features). Due to the constraint being satisfied, an adversary’s ability of associating a user with
a certain sensitive query or sensitive location is kept below a threshold probability. However, such approaches
lack a formal model on their security guarantees, and, as exemplified by the NY taxi dataset, simple syntactic
transformations are insufficient to protect the privacy of users, especially when the adversary is able to crosscorrelate with other datasets.
As a solution to the lack of adequacy of the syntactic models, Dwork [3] proposed differential privacy (DP).
DP represents a complete paradigm shift in the way location data is processed: while most classical algorithms
were deterministic, always mapping the same database to the same output, DP is a non-deterministic approach.
Any DP algorithm can be considered as a function from the dataset to a distribution over the outputs, from
which one of the outputs is sampled. To ensure that any attacker, no matter how powerful and with how much
additional information, cannot determine from the output of a DP algorithm if data from a user was included in
the dataset or not, DP requires that the distributions obtained through running the same DP algorithm on two
neighboring datasets (i.e., datasets differing by just one tuple) should be similar, as shown in Figure 3. The
closeness of these two distributions is captured by the pointwise inequality
P r{A(D1 ) = o} ≤ eε P r{A(D2 ) = o}

(1)

where A is the DP algorithm running on the neighboring datasets D1 and D2 . The parameter ε is the privacy
budget: higher values of ε imply bigger differences in the probability distributions, hence less privacy.
3
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Figure 3: Probability density of output for a DP algorithm on neighboring datasets
One simple way to achieve differential privacy is to add noise from the Laplace distribution to the output of
the non-private algorithm. The probability density of this noise is given by Lap(∆A/ε), that is:
 ε 
ε
f (x) =
exp −
x
(2)
2∆A
∆A
where ∆A, called the sensitivity of A, is the maximum difference in the output of A when run on all possible
pairs of neighboring databases.
As an example, consider the case where an analyst needs to determine the number of cars towed from a
specific area of the city. The sensitivity of the query is 1 since adding a new car in the dataset can only change
the output of the above query by 1. Hence, a differentially private answer to the query would be the real answer
plus a noise drawn from distribution Lap(1/ε).
So far, we have shown that in order to protect the privacy of the individuals, it is required to add noise to the
dataset. It is, therefore, a well suited question to ask whether this noise won’t impact the accuracy of the data
processing algorithms too much. It turns out that the error, both for the Laplace mechanism and for other DP
building blocks, is always proportional to 1/ε. Thus, the privacy budget serves a double role: on one hand it
specifies the level of privacy protection, but on the other hand it controls the error incurred in the output of the
algorithm.
To achieve good accuracy at reasonable levels of privacy, it is therefore important to build a private algorithm
from several building blocks, by making use of the composition properties of DP. The sequential composition
property states that running two ε-DP algorithms in sequence on the same dataset produces a 2ε DP algorithm,
that is the privacy budget of the entire algorithm is the sum of the budgets of each step. In our example with the
towed cars, if the analyst would then ask how many of the towed cars are registered to owners from outside the
city, then this is a case of sequential composition.
On the other hand, the parallel composition property states that for algorithms consisting on steps run on
disjoint partitions of the dataset, the privacy budget is only the maximum budget required by each of the steps.
For example, running a counting query with privacy budget ε on disjoint subsets of a dataset results in a ε-DP
algorithm. For the towed cars example, this is equivalent with an analyst asking how many cars where towed in
two disjoint regions of the city: a newly towed car can increase only one of the answers by 1, so the total privacy
budget is just ε.
These composition properties allow us to handle the cost of using DP: for some applications, the injected
noise can be prohibitively large in the case of naı̈vely adapting a non-private algorithm. Thus, the development
of new algorithms to boost accuracy by combining individual steps becomes a necessity. Next, we will illustrate
how a good-accuracy DP-algorithm can be devised and how the resulting output can be processed to obtain
accurate results in a real-world location-based application.
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3

Use Case: Differentially-Private Crowdsourced Data Collection

Due to the widespread availability of mobile devices with a broad array of sensing features and the ability to
interface with external sensors, environmental sensing using crowdsourcing has become increasingly popular.
This growing trend is beneficial for a wide range of applications, such as pollution levels monitoring or emergency response. In such a setting, authorities can quickly and inexpensively acquire data about forest fires,
environmental accidents or dangerous weather events.
One particular task that is relevant in this scenario is is that of detecting anomalous phenomena. Typically,
this requires to determine a heatmap capturing the distribution of a certain sensed parameter (e.g., temperature,
CO2 level) over a geospatial domain. When the parameter value in a certain region reaches a predefined threshold, then an alarm should be triggered, signaling the occurrence of an anomaly. Furthermore, the alarm should
identify with good accuracy the region where the dangerous event occurred, so that countering measures can be
deployed to that region.
However, there are important privacy concerns related to crowdsourced sensing. Contributed data may reveal
sensitive private details about an individual’s health, lifestyle choices, and may even impact the physical safety
of a person. To protect against such disclosure we present a solution using DP, based on the research from [6].
Consider the example of a forest fire, where mobile users report air temperature in various regions. To
model the fire spread, one needs to plot the temperature distribution, which depends on the values reported by
individual users, and the users’ reported locations.
We consider a two-dimensional geographical region and a phenomenon characterized by a scalar value (e.g.,
temperature, or CO2 concentration) within domain [0, M ]. A number of N mobile users measure and report
phenomenon values recorded at their location. If a regular grid is super-imposed on top of the data domain,
then the histogram obtained by averaging the values reported within each grid cell provides a heatmap of the
observed phenomenon. Since our focus is on detecting anomalous phenomena, the actual value in each grid cell
is not important; instead, what we are concerned with is whether a cell value is above or below a given threshold
T, 0 < T < M.
To protect the privacy of the mobile users we propose the architecture in Figure 4 where each user reports
her sensed values to a trusted data collector who, in turn, sanitizes the set of reported values according to
differential privacy with parameter ε, producing a data structure representing a noisy index of the data domain
(i.e., a private spatial decomposition, PSD). This data structure is then released to data recipients (i.e., general
public) for processing. They are able to answer queries with arbitrary granularity, as is suitable for their specific
data uses. Furthermore, this model allows each data recipient to choose a different threshold value T in their
analysis. In practice, the trusted collector role can be fulfilled by cell phone companies, which already know the
locations of mobile users, and may be bound by contractual obligations to protect users’ location privacy. The
collector may charge a small fee to run the sanitization process, or can perform this service free of charge, and
benefit from a tax break, e.g., for supporting environmental causes.

Figure 4: System Model
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To construct the index, one could partition the dataspace according to a regular grid and split the available
privacy budget between two aggregate query types, one counting user locations in each grid cell, and the other
summing reported values. These values can then be used to compute the heatmap by dividing the two quantities
to obtain an average of the values in each cell.
However, to increase the accuracy of the future processing steps, we generalize the above procedure for
several levels. At each level, recursively for each cell, we compute a noisy estimate of the number of users
and the sum of their reported values and decide based on these whether to stop the recursion or split the cell
into a number of subcells to which the same algorithm would be applied. The goal is to get an estimate of the
phenomenon distribution that is as accurate as possible within the limits of differential privacy. The main issue
is that, whereas the computations between two cells of the same level of the hierarchy are independent and can
thus use the parallel composition property, the computations of noisy values for cells from two different levels
are sequential, thus requiring a splitting of the privacy budget between levels. This in turn imposes a limit on
the height of the resulting PSD or increases the inaccuracies within it.
To solve this issue, as illustrated in Figure 4, we introduce a data processing algorithm to be run by each data
recipient after receiving the finalized PSD from the trusted collector. We assume that the recipient is interested
in building a heatmap according to a recipient resolution grid (rrg). Recall that our solution is designed to be
flexible with respect to recipient requirements, and each recipient may have its own rrg of arbitrary granularity.
The objective of heatmap construction is to determine for each rrg cell a binary outcome: positive if the value
derived for the cell is above T , and negative otherwise.
Figure 5 shows an example of rrg superimposed on the PSD index. The PSD has three levels, the root
being split into four cells. The bottom layer in the diagram represents the rrg. The shaded cell in the rrg layer
represents the cell for which the algorithm is currently determining the outcome.
Since the recipient has no other information other than the PSD, we assume that the count and sum values
inside a PSD cell are uniformly distributed over the cell’s extent. Hence, for each rrg cell we compute n (i.e.,
count of users located within cell) and s (i.e., the sum of all sensed values within that cell) in proportion to the
overlap between the rrg and PSD cells, normalized by the PSD cell area. If one rrg cell overlaps two or more
PSD cells, the values for n and s are determined as the weighted sum of the values corresponding to each PSD
cell, where the weight is represented by the overlap amount.
Note that, although the leaf nodes of the tree have a resolution that is closer to that of the rrg grid, the
privacy budget allocated to these nodes is small so it is likely that the injected noise will overcome the actual
values in the cell. On the other hand, while the values in cells closer to the root are closer to their non-private
counterpart, the cells that are closer to the root are covering a large part of the domain, hence they smooth the
phenomenon too much and using only these cells results in missing areas where the phenomenon is above the
threshold.
In our solution, we account for these factors. Instead of naı̈vely dividing estimates for n and s in each rrg
grid cell (which may have low accuracy), we evaluate individually the outcome based on information at each
PSD level, and then combine the outcomes through a voting process in order to determine the outcome for each
individual rrg cell.
Returning to the example in Figure 5, assume that threshold T = 80. We determine the outcome of the
gray cell at the rrg layer by using the outcomes for all the marked PSD cells on the three levels shown (cells
are marked using a small black square). Specifically, the Level 1 PSD cell containing the shaded grid cell has
n = 30 and s = 1050, resulting in a phenomenon value ρ = ns = 35, below the threshold T = 80. Hence, the
root cell’s vote would be negative, meaning that with the information from that layer, the grayed grid cell does
not present an anomalous reading.
However, at Level 2 of the PSD, we have n = 20 and s = 1700, resulting in a value of 85, greater than the
threshold. Hence, this layer will contribute a positive vote. Similarly, at Level 3, n = 8 and s = 800 which also
results in a positive vote.
The resulting outcome for any rrg cell depends on the distribution of the votes it has received. We could use
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n = 30
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Vote: negative
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s = 1700


Vote: positive


n = 8
s = 800


Vote: positive

Level 1

Level 2

Level 3

Recipient grid
Figure 5: Construction of Heatmap at the Data Recipient Site
the difference between positive and negative votes, but this will report a biased result for grid cells overlapping
multiple PSD cells at the same level. A better solution is to use the ratio of positive votes to the total votes.
In our example, the grayed cell got two positive votes and a single negative one, hence it would be marked as
anomalous.

4

Conclusions

Location-based services are becoming a ubiquitous part of the mobile computing revolution. However, despite
their positive impact, they also introduce serious privacy concerns. Existing techniques for location protection
invariably inject a certain amount of uncertainty in the reported location data, whether they make use of spatial
cloaking, where exact locations are replaced with regions, or whether random noise is injected in the answer
to statistical queries, as in the case of differential privacy. There is an inherent connection between privacypreserving transformations that reduce data accuracy and techniques for uncertain data processing. In this article,
we studied the case of differentially-private location data protection, which is currently the de-facto standard
for preserving location privacy. We illustrated how one can analyze and bound the inaccuracy introduced by
differentially-private noise, and discussed potential approaches, such as voting, that deal with uncertainty.
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Addressing the Uncertainties in Autonomous Driving
Jane Macfarlane and Matei Stroila
HERE

(a) Lidar misalignment challenges for a simple
street scene

(b) Fleet based accident detection

Figure 1: Map Uncertainties
Abstract
Autonomous driving is a highly complex sensing and control problem. Today’s vehicles may include
many different compositions of sensor sets including the newer more sophisticated sensors like radar,
cameras, and lidar. Each sensor in the car provides specific information about the environment at
varying levels and has an inherent uncertainty and accuracy measure. Beyond the sensors needed for
perception, the control system needs some basic measure of its position in space and its surrounding
reality that can be conflated with the perceived local space. The inherent challenges of map building
introduce its own set of uncertainties. As such, the map itself can be regarded as a very complex sensor
with multiple levels of uncertainty and measures of accuracy. The algorithms used to integrate this
information will have to manage the propagation of their inaccuracies, fuse information to reduce the
uncertainties and, in the end, offer levels of confidence in the produced representations that can be then
used for safe navigation decisions and actions.

1

Introduction

There are many differing opinions on when we will see autonomous vehicles deployed. This is due to the complexity of the engineering solutions that must be integrated and delivered in an automotive platform. Many
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technical challenges remain to be solved: algorithmic, technological, and societal. In all these topical areas, a
common and fundamental feature is associated with the control of uncertainties inherent in the sensors, algorithms, and people’s use and propensity for use of these technologies. This ranges from the relatively simple
modeling of the GPS accuracy, to mastering the propagation of the errors, understanding the reasoning under
uncertainty that will be implemented in the control systems, all the way to handling the naturally occurring and
very complex situational uncertainties. In this article we present just a small sample of the different classes
of uncertainties (Section 2) and approaches to overcome them in order to achieve a practical safe solution for
autonomous control of passenger vehicles (Sections 3).

2

Classes of Uncertainties

We group the uncertainties in three main classes as pertaining to sensors, maps, and situations.

2.1

Uncertainties in Sensors

Autonomous cars are equipped with a large variety of sensors, including GPS, cameras (monocular, stereo),
lidar, proximity sensors (ultrasonic, electromagnetic, radar), and others. The data coming from sensors has
inaccuracies that must be accounted for in subsequent computations that fuse it and build higher level representations of scenes and situations. Simple measures of inaccuracies are the sensor resolution and the sensor noise
model. More complexities arise in the fusion of multiple sensors in which an embedded reasoning system must
not only understand the inherent quality of the sensors as well as how these measures change in a variety of
environments. For example, a vehicle must operate in a variety of climates — wide temperature variations, dust,
snow, etc. — as a consequence the sensor must be able to operate consistently, in a variety of environmental
conditions. In addition, the correlation among measurements must be considered in order to detect failures of
sensors even when they are showing data in the operating range. Furthermore, with increased miniaturization
of computing capabilities into systems on a chip (SoCs), today’s sensors are small systems with complex algorithms embedded, which further complicates the ability to separately qualify the sensor operation in its varied
environmental conditions due to the added-on computing functionalities.

2.2

Map Uncertainties

Currently, maps for autonomous driving provide high fidelity models of reality. Making a high fidelity reality
model is a multi-disciplinary and inter-disciplinary effort, as demonstrated by the skills and range of expertise
necessary to compete as a modern map maker. These include computer vision, machine learning, and artificial
intelligence. Not to mention the engineering foundation for content collection and information processing that
feeds the map building engine. Figure 1(a) shows simple data collection uncertainties associated with using lidar
sensors to locate features. Each step in the process comes with its own challenges for maintaining consistency
and quality.
In the past, map making required a significant amount of manual processing. For a human to navigate
the road network with an in-vehicle navigation system, the fidelity of the map was not nearly that of what is
required for autonomous driving. As a consequence, a large amount of manual processing and relatively slow
map updates (quarterly or even twice a year) were sufficient for many driving activities. This is no longer the
case. A modern map maker must employ real-time automated processes in order to maintain the map not only
at a quality necessary for today’s usage but also for cost management as the information content embedded in
modern maps continues to expand.
The map now must integrate seamlessly with the onboard perception and control systems that are being
designed to address autonomous driving. Near real-time, geo-referenced map content updates are necessary
for a variety of reasons — the major ones being self-localization and route planning. Figure 1(b) shows map
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changes due to an accident. What ”near real time” means brings yet another level of uncertainty — a temporal
versus positional uncertainty both in the representation of the reality and in the reality itself. Before considering
the temporal aspect, we will first look at uncertainties that automation brings into the discussion.
2.2.1

Uncertainties in Object Detection and Localization

Current solutions for autonomous driving require both the map content and the vehicle localization relative to
the map to be accurate up to 10 cm, see [12], [8]. The vehicle self-localization can be based on fused sensor
information that must recognize landmark features in complex urban environments (distinct point features or
larger features with semantic content eg. traffic signs) and lane markings and curbs in rural areas. The map
features themselves need to be localized within 10 cm accuracy. This is not easy to achieve in complex urban
environments due to inaccurate positional information associated with sensor accuracy and accumulated drift
(accumulation of errors).
In order to develop algorithms for object detection and localization in images and lidar point clouds, researchers need benchmark datasets, see for instance [7], both for comparing the performance of successive
iterations on the same algorithm and for cross-comparisons between different algorithms. These datasets
are essential for a thorough scientific evaluation of an algorithm’s performance. Automatic object detection/classification inevitably comes with false negatives (missed objects/miss-classification) and false positives
(hallucinated objects/miss-classification). The benchmark datasets allow algorithms to define measures of confidence in the detection/classification. Therefore, these datasets help with managing the automation’s uncertainties
by allowing a researcher to establish a threshold in the confidence value corresponding to the desired trade off
between the true and false positive rates.
Beyond using the sensors to automate the detection of objects, manual input can be used for content introduction and content verification. One approach is to employ crowdsourcing. This is an area where managing
uncertainty is even more difficult. Gaming these systems can be very easy and requires a robust mechanism for
determining the validity of the sourced information. A very clever system, [10], was introduced to improve object detection uncertainty. The system reCAPTCHA offered business value as spam protection, while using the
human input to create ground truth for optical character recognition in natural images and for image annotations.
More systems like this will be important to managing the quality of crowd sourced data.
2.2.2

Temporal Map Uncertainties

Current digital maps are focused on creating representations of a constantly changing reality. By definition, a
snapshot in time can be incorrect only minutes later thus creating an inherent temporal uncertainty in the data
that a map provides. Making a map is a challenging task that involves the conflation of a large variety of data
sources which may contain many different representations of the same data with conflicting values. Keeping the
map up-to-date in real-time adds yet a new level of complexity. Two ways to manage map temporal uncertainties
are change detection (validating known features) and incident detection (detecting new features).
An example of a change detection process is the verification of the status of map points of interest (POIs).
Gas stations or charging stations are important for all drivers whether autonomous or not. Whether the station
is open or closed (permanently or temporarily) can be trip-saving critical information. Map makers like HERE
gather large amounts of probe data (over 70 billion GPS data points per month and over 80,000 high quality
sources [2]) that can be used to validate that a station is open by looking for activity signature that reflects
behaviors consistent with station behavior, see Figure 2.
An example of incident detection is traffic accident detection. Recurrent congestion is a constant frustration
for drivers; not much uncertainty there, unfortunately. But the more frustrating event is happening upon nonrecurrent congestion like accidents, temporary road closures, vehicle break downs, and impacts due to severe
weather events. Probe data is one mechanism to find these types of incidents. [11] describes an algorithm
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(a) Probe data colored by speed

(b) Probe signature clusters indicating activity at a gas station

Figure 2: Using Probe Data to Capture Mobility
to detect and classify traffic jams from probe data. The Figure 3 from [11] depicts a traffic incident during
congestion as captured in distance-time space diagrams. The x-axis is the local time and the y-axis is the
distance along the route from a fixed starting point. The points on the graphs are map matched probes along the
route colored by speed.

Figure 3: Distance-Time space showing how probe can detect Incidents. D is an accident induced traffic jam
occurring within a rush hour traffic jam. The signature embedded in this figure is typical of an incident during
congestion.
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2.3

Situational Uncertainties

Situational uncertainties are even more challenging. These will occur when autonomous vehicles begin to interact with other vehicles and external moving objects — for example pedestrians, bicycles, and animals. While
being a highly complex perception and control system, the embedded system has limited knowledge about
drivers’ behaviors, unusual events, erratic events, and most importantly lacks the semantic understanding of
situations that humans deal with in their everyday driving. Multi-agent reinforcement learning is the modern
framework to approach these types of problems [9]. A multi-agent system is a group of interacting agents
(autonomous entities) sharing a common environment, sensing and acting on it at the same time. Due to the
complex and frequently changing environment in autonomous driving, the agents cannot be fully programmed
in advance. They will need to learn by trial and error. The challenge is that the errors should have minimal or
no consequences — difficult to accomplish with a large moving heavy vehicle. Examples of these situations are
merging in roundabouts or encountering objects with uncertain context, like a ball suddenly appearing — will
there be a child running for the ball in front of the car? Internet of things (IoT), vehicle to vehicle (V2V), and
vehicle to infrastructure (V2I) communications will play a key role in managing situational uncertainties. They
have potential to be enablers of the agents’ communication and cooperation.

3

System Level Challenges

We have covered perception inaccuracies, map inaccuracies, and the challenge of determining semantics of
situations for control decisions. These three areas will need come together in rational highly reliable solutions
for full autonomous control systems to be deployed at scale. There will be constant tradeoffs among map
inaccuracies and onboard sensor robustness. The cloud will play an important role in this as this new information
is collected from the fleets. Probabilistic models will have to interpret a new reality using local sensing and
integrating it into the holistic fleet view.
Sensor redundancy and fusion will be key in achieving an acceptable level of uncertainty in the solution.
Not detecting a pedestrian crossing in front of car (a false negative) can be fatal. On the other hand, controlling
the false positive rate to prevent hallucinations of pedestrians is just as important as these errors can be as fatal
as well.
Regardless of when autonomous vehicles are fully deployed [1], there will more than just engineering issues
to solve. Gradually increasing levels of automation are expected to be released, see [5], and as such will give
engineers a chance to improve their understanding of the perception inaccuracies in a variety of environmental
conditions. The map integration of these perceived features will improve as well over time. However, situational
uncertainties will largely depend on the street penetration rate of a certain level of automation. No doubt, there
will be managed solutions that will allow for learning about these uncertainties. For example:
• Route Planning and Speed Control — Planning routes without left turns eliminates decision risks associated with estimating oncoming traffic. Existing fleet of vehicles and mobile applications already
implement this to reduce accident risk and improve efficiencies [4].
• Automated Corridors and Campuses — Public roads for autonomous driving testing, see for instance the
Virginia Automated Corridors initiative [6].
An enabler of creating a holistic fleet view of reality is standardization for cloud integration. The recently industry vetted HERE standard for shared car data [3] is a first step towards reaping the benefits of these connected
vehicles. The data standards include many of the uncertainties mentioned in this paper and more: accuracies
for position estimate (horizontal, altitude, heading), speed, road surface temperature, lane marker width, lane
declination, curvature, slope, external air temperature, fuel state, estimated range on fuel, lane boundary type
confidence, position offset (lateral, longitudinal, vertical), detected object size.
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4

Conclusions

In this article, we discussed several types of uncertainties that the future autonomous driving will need to address
going forward. These are uncertainties appearing mainly in the vehicle’s sensing of the environment and in the
representations of the environment that the vehicle control system builds itself or it receives from other systems.
Sensor fusion, standardization, and policy are important mechanisms for reducing the uncertainties to an acceptable level for safe vehicle travel. The challenges require multidisciplinary efforts with a lot of engineering
development and testing to be implemented before an acceptable solution is reached and autonomous driving
becomes a pervasive reality.
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1 Summary
The ACM SIGSPATIAL Ph.D. Workshop is a forum where Ph.D. students present, discuss, and receive feedback on their research in a constructive atmosphere. The Workshop will be attended by professors, researchers
and practitioners in the ACM SIGSPATIAL community, who will participate actively and contribute to the discussions. The workshop provided an opportunity for doctoral students to explore and develop their research
interests in the broad areas addressed by the ACM SIGSPATIAL community. We invited PhD students to submit
a summary of their dissertation work to share their work with students in a similar situation as well as senior
researchers in the field. Submissions provided a clear problem definition, explain why it is important, survey
related work, and summarize the new solutions that are pursued. Submissions also focused on describing the
contribution they made in their doctoral dissertation. The strongest candidates were those who have a clear topic
and research approach, and have made some progress, but who are not so far along that they can no longer make
changes.

2 Program
This year, we accepted six papers to the PhD Workshop. The list of papers is as follows:
• Shrutilipi Bhattacharjee (University of Minnesota) “Prediction of Meteorological Parameters: A Semantic
Kriging Approach”
• Zhe Jiang (University of Minnesota) “Learning Spatial Decision Trees for Land Cover Mapping”
• Jiaxin Ding (Stony Brook University) “Trajectory Mining, Representation and Privacy Protection”
• Salles Viana Gomes Magalhães (Rensselaer Polytechnic Institute) “An efficient algorithm for computing
the exact overlay of triangulations”
• Benedict Budig (Universität Wrzburg) “Efficient Algorithms and User Interaction for Metadata Extraction
from Historical Maps”
• Logic Salmon (Naval Academy Research Lab) “A Holistic approach combining real-time and historical
data for maritime traffic monitoring”
Authors got the chance to present their papers and get feedback on their dissertation topic from experienced
researchers (from both academia and industry) in Geographic Information Systems and Spatial Data Analytics.
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3 Keynote
The workshop featured a keynote speech by Professor Mario Nascimento (University of Alberta) entitled “Using
the Wisdom of the Crowd in Route Planning”. The talk outlined a number of methods for extracting crowdsourced geospatial data in order to compute routes that minimize an objective function that combines qualitative
(i.e., popularity) and quantitative (e.g., distance) metrics. These methods are extracting information from travel
logs and picture repositories and use it to construct an enriched road network. This network can subsequently
be searched to obtain paths between different points that include points-of-interest with higher popularity, while
incurring only a small additional spatial distance.

4 Panel
The workshop ended with a well-attended panel discussion on the topic “How to succeed in the business of
PhD”. The panel included experts from industry (John Krumm, Microsoft Research) and academia (Lars Kulik,
University of Melbourne; Gabriel Ghinita, Northeastern University; Mohamed Sarwat, Arizona State University). The panel addressed a range of issues, such as how to choose a thesis topic, how to disseminate your
research results as well as how to start/manage a research group in academia and industry.
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