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Message from the Editor
Andreas Züfle
Department of Geography and GeoInformation Science, George Mason University, USA
Email: azufle@gmu.edu

Dear SIGSPATIAL Community,
The newsletter serves the community by publishing short contributions such as SIGSPATIAL conferences’
highlights, calls and announcements for conferences and journals that are of interest to the community, as well
as short technical notes on current topics. In this November 2017 issue, the first section continues the tradition
of highlighting the top papers selected for the 2nd ACM SIGSPATIAL Student Research Competition (SRC)
held at the ACM SIGSPATIAL 2017. The chair of the student research competition 2017 are Fusheng Wang and
Moustafa Youssef.
The second section consists of workshop reports of workshops that were co-located with SIGSPATIAL 2017
and held on November 7th:
• 10th ACM SIGSPATIAL Workshop on Computational Transportation Science (IWCTS 2017)
• 8th ACM SIGSPATIAL Workshop on GeoStreaming (IWGS 2017)
• 3rd ACM SIGSPATIAL Workshop on Emergency Management using GIS (EM-GIS 2017)
• 6th ACM SIGSPATIAL Workshop on Analytics for Big Geospatial Data (BigSpatial 2017)
• 1st ACM SIGSPATIAL Workshop on Geospatial Humanities (GeoHumanities 2017)
• 1st ACM SIGSPATIAL Workshop on High-Precision Maps and Intelligent Applications for Autonomous
Vehicles (AutonomousGIS 2017)
• 1st ACM SIGSPATIAL Workshop on Artificial Intelligence and Deep Learning for Geographic Knowledge Discovery (GeoAI 2017)
• 1st ACM SIGSPATIAL Workshop on Recommendations for Location-based Services and Social Networks (LocalRec 2017)
• 1st ACM SIGSPATIAL Workshop on Analytics for Local Events and News (LENS 2017)
• 1st ACM SIGSPATIAL Workshop on Prediction of Human Mobility (PredictGIS 2017)
I would like to sincerely thank all Student Research Competition authors and event organizers for their
generous contributions of time and effort that made this issue possible. I hope that you will find the newsletters
interesting and informative and that you will enjoy this issue.
You can download all Special issues from:
http://www.sigspatial.org/sigspatial-special
Yours sincerely,
Andreas Züfle
SIGSPATIAL Newsletter Editor

The SIGSPATIAL Special
Section 1: The 2nd ACM
SIGSPATIAL Student Research
Competition (SRC)

ACM SIGSPATIAL
http://www.sigspatial.org

SRC: Geospatial Visual Analytics Belongs to Database Systems:
The BABYLON Approach
Jia Yu
Arizona State University
699 S. Mill Avenue
Tempe, Arizona 85281
jiayu2@asu.edu
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INTRODUCTION

GeoVisual analytics, abbr. GeoViz, is the science of analytical reasoning assisted by GeoVisual map interfaces. For example, a GeoViz
heat map of the New York City taxi trips tells the taxi company
where the hot pick-up and drop-off locations are. GeoViz involves
the following two memory and compute intensive phases: Phase I:
Spatial Data Preparation: In this phase, the system first loads the
designated spatial data from the database (e.g., Shape files, PostGIS,
HDFS). Based on the application, the system may then need to perform data processing operations (e.g., spatial range query, spatial
join query) on the loaded spatial data to return the set of spatial objects to be visualized. Phase II: Map Visualization: In this phase,
the system applies the map visualization effect, e.g., Heatmap, on
the spatial objects produced in the Phase I. The system first pixelizes the spatial objects, then aggregates overlapped pixels, and
finally renders an image for each geospatial map tile.
Classic single machine solutions suffer from the limited computation resources and hence take tremendous time to generate
maps out of large-scale spatial data. Also, guaranteeing detailed
and accurate geospatial visualization (e.g., multiple zoom levels)
requires extremely high resolution maps. Therefore, data scientist
may use a large-scale data processing system like MapReduce and
Apache Spark for the data preparation phase [3] and a visualization
tool, e.g., Tableau, for the map visualization phase. The decoupled
GeoViz system architecture demands substantial overhead to connect the data processing engine to the map visualization tool. To
remedy that, recent systems combine the data preparation and map
visualization phases in the same cluster [1, 2, 4], e.g., HadoopViz +
SpatialHadoop. Unfortunately, such systems directly implement
the two phases sequentially. For instance, HadoopViz needs to
complete the data preparation phase before starting the map visualization phase. Hence, it loses the opportunity to co-optimize
the data preparation and map visualization to further scale up. For
a complex GeoViz workload that consists of many spatial queries
and visualization requests acting on big geospatial datasets, it may
significantly advance the system performance if we can merge or
re-organize some operators to produce a more efficient execution
plan. The paper presents Babylon1 a large-scale Geospatial Visual
analytics (GeoViz) system that performs the spatial data preparation and map visualization phases in the same distributed cluster.
Babylon has the following main contributions: (1) Babylon encapsulates the main steps of the geospatial map visualization process, e.g., pixelize, spatially aggregate, and render, into a set of massively parallelized GeoViz operators and the user can assemble any
1 Babylon

Figure 1: Hourly updated choropleth map on tweets
customized styles. (2) Babylon proposes a GeoViz-aware spatial
partitioning operator that accommodates the need for visual analytics but also takes into account the load balance when processing
skewed geospatial data in parallel. (3) Babylon employs a set of
GeoViz query operators that extend classic spatial query operators
to perform spatial queries, e.g., spatial range and join, on hybrid inputs including spatial objects and pixels. (4) Babylon provides the
end users with a declarative GeoViz language to clearly describe
the ultimate visualization effect. Babylon optimizer co-optimizes
GeoViz query and viz operators side by side and selects the best
execution plan (in terms of total run time). To achieve that, the
optimizer calculates the spatial distribution of the input datasets,
analyzes the GeoViz workload information, and finally proposes a
GeoViz execution plan.

2 SYSTEM OVERVIEW
2.1 GeoViz-aware Spatial Partitioner
A good data partitioning method should ensure that each data partition’s logical boundary covers roughly similar number of spatial objects (aka., load-balance) in the space. Then the cluster can
maximize its parallelism because the data partition on each machine costs similar execution time. GeoViz-aware spatial partitioner accommodates the need for visual analytics but also takes
into account the load balance when processing skewed geospatial
data. On one hand, it makes sure that each data partition contains
roughly similar number of pixels to avoid ”stragglers” (a machine

Github repository: https://github.com/DataSystemsLab/Babylon
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that takes much more inputs than others so that performs slowly).
On the other hand, the logical space partition boundary of each
data partition is derived from an image tile space partition of the
final image so that data partitions that belong to the same tile space
are able to be stitched together and produce the tile (see Figure 2).

2.2

GeoViz Viz and Query Operators

Babylon breaks the map visualization pipeline into a sequence of
viz operators and parallelizes each operator in the cluster.
The GeoViz viz operators
supported by Babylon
are: (1) Pixelize operator
takes as input the massive datasets from various data sources and the
designated image quality
(in terms of pixel resolution). It then pixelizes each spatial object
(such as point, polygon
and line string) to pixels in parallel. (2) Aggregate operator aggreFigure 2: Partition structure
gates overlapped pixels
produced by the pixelize
operator on each data partition. (3) Render operator assigns colors
to all pixels distributed in the cluster and generates a distributed
map image tile dataset. (4) Overlay operator takes as input multiple
distributed image tile datasets and overlays them one by one. In
addition, Babylon employs a set of GeoViz query operators that
extend classic spatial query operators to perform spatial queries,
e.g., spatial range and join, on hybrid inputs including spatial objects and pixels. During the execution time, GeoViz query operator calculates the spatial relation among pixels and spatial objects
and skips some resource-consuming steps in classic query operators which are redundant for the visualization purpose. Eventually,
these operators return qualified pixels for rendering. Encapsulating GeoViz viz and query operators offers flexibility to both GeoViz
system architecture such as Babylon and geospatial visualization
experts. On one hand, Babylon can easily pick proper viz operators in conjunction with query operators to design new operator
execution plan at a lower execution time cost. On the other hand,
Babylon exposes these operators to visualization experts using extensible APIs.

2.3

Figure 3: An optimized complex visual analytics workload
multiple operators and regenerating the execution plan following
the rules: (1) Merge repeated operators together Plan I contains
two time-consuming partitioning operators that lead to full cluster
data shuffle. Thus it is better to do only one GeoViz-aware partitioning at the beginning for a known visual analytics workload.
(2) Reduce dataset scale in advance If the user demands a map
that has much less pixels than the input datasets, it is better to first
pixelize datasets and aggregate overlapped pixels to reduce data
scale. Thus Plan II shifts the position of pixelization. (3) Cache
frequently accessed datasets The polgyonal county boundary
dataset are accessed frequently when updating the map per hour.
Babylon caches the pixelized and partitioned dataset into memory
and makes it ready for instant use.

3 PRELIMINARY RESULTS
We conduct an experiment
on a four-node Apache Spark
cluster. Each machine has
a 12-core CPU, and 128 GB
memory. Three datasets are
used in this experiment: (1)
Postal Code Area (1.5 GB):
171K polygonal city boundaries.
(2) Buildings (26
GB): 115M polygonal building boundaries. (3) New York
Figure 4: Babylon result
City Taxi Trip (200 GB): 1.3
billion trip pickup points. We
spatial-join Dataset(1) with
Dataset(2) and (3), respectively, and plot two Choropleth Maps
on the join results (similar to Figure 1). Figure 4 depicts that the
GeoViz workload that is optimized by Babylon optimizer runs
around 30-50% faster than the same workload without Babylon
optimizer.

Declarative GeoViz and Optimizer

Babylon provides the end users with a declarative GeoViz language with Map Algebra support. The user can assemble his own
geospatial visual analytics workload using a set of Babylon reserved SQL commands. Babylon optimizer compiles the declared
GeoViz SQL sentences and decides the best execution plan (in the
regard of total run time). Figure 1 uses a choropleth map to plot US
tweets distribution per polygonal county boundaries and updates
tweets on an hourly basis. Non-optimized and optimized execution plans (I, II, respectively) are depicted in Figure 3. Basically,
Babylon optimizer first decomposes the analytics workload into

REFERENCES
[1] Ahmed Eldawy, Mohamed F. Mokbel, and Christopher Jonathan. 2016.
HadoopViz: A MapReduce framework for extensible visualization of big spatial
data. In ICDE. 601–612.
[2] Jianfeng Jia, Chen Li, Xi Zhang, Chen Li, Michael J. Carey, and Simon Su. 2016.
Towards interactive analytics and visualization on one billion tweets. In SIGSPATIAL. 85:1–85:4.
[3] Dong Xie, Feifei Li, Bin Yao, Gefei Li, Liang Zhou, and Minyi Guo. 2016. Simba:
Efficient In-Memory Spatial Analytics. In SIGMOD. 1071–1085.
[4] Jia Yu, Jinxuan Wu, and Mohamed Sarwat. 2015. GeoSpark: a cluster computing
framework for processing large-scale spatial data. In SIGSPATIAL. 70:1–70:4.
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ABSTRACT

!"#"$

Graph has become a powerful tool to model real life data. There
are companies building their products based on graph data model,
such as Facebook and LinkedIn. Moreover, thanks to location-aware
devices, spatial data can be collected quickly with cheap price and
spatial-aware services are popular in our daily lives, such as Google
Map. GeoSocial graph integrates social graph model with spatial
locations, which has already triggered many interesting applications. It also brings the challenges to efficiently searching the spatial graph data. In this paper, we propose an augmented R-Tree
structure, Riso-Tree, which can achieve up to 100x better performance than state-of-the-art methods in solving location-based graph
queries.
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Figure 1: Facebook Graph Search Application

INTRODUCTION

The world we are living in is becoming more and more connected
due to convenient transportation and telecommunication techniques.
It is natural to model the real world as a set of connected objects.
As a result, graphs that consist of vertices and edges are commonly
used in many real applications, such as social graph, citation network analysis, studying biological function of genes, and brain
simulation. To represent abundant information in different applications, vertices and edges are assigned with different labels [2].
In a graph like this, searching for interesting patterns is crucial in
many applications. These applications include but not limited to
similarity search [2], clustering [5] and classification [1]. Pattern
matching query, which is used for searching interesting patterns,
takes input as a data graph and a query graph and returns all the
matching subgraphs for the query graph in the data graph. For instance, a meta-path-based similarity search is based on the pattern
W r ite
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attribute as the second-rate citizens. The spatial predicate will be
checked after a spatial vertex is visited in the graph search. If the
spatial location of the vertex cannot satisfy the spatial predicate
(i.e., Paris region in the example application), such spatial vertex
will be filtered out. Even though the Spatial-Post approach answers
the query correctly, it may possibly traverse many unnecessary
vertices / edges in the graph. Another approach, namely SpatialFirst, applies a state-of-the-art spatial index, e.g., R-Tree or its variants, to find all spatial vertices V that lie within the input spatial
range predicate. Then it re-writes the original pattern matching
query into a set of graph pattern matching queries for each spatial
vertex in V . The drawback of the Spatial-First approach is that it
may retrieve spatial vertices that satisfy the spatial predicate but
do not match the query pattern.

W r ittenBy

matching query: Author −−−−−−→ Paper −−−−−−−−−−→ Author [4].
In this application, the number of matching patterns is used as the
metric for evaluating similarity. So the pattern matching problem
needs to be answered first.
Thanks to the wide-spread usage of GPS-enabled devices, GeoSpatial information can be collected conveniently and accurately with
high accessibility. Such information provides us with another perspective to observe the real world, analyze data and explain phenomena. Adding spatial information into the graph model triggers
effort of many researchers. They assign spatial locations to vertices
in the network and these vertices are labeled with a spatial label.
Figure 1 demonstrates an application on such graph. Alice is visiting Paris for the first time. She may be interested in exploring the
area but needs guidance from her social circle. When she logs in,
Facebook retrieves places such that each place has been visited by
at least one of Alice’ s friends before.
Basically, the existing approaches can be divided into two categories. The first one is called Spatial-Post. It treats the spatial

2 INDEX STRUCTURE
Riso-Tree is an augmented RTree index structure. Riso-Tree shares
common tree structure skeleton with RTree but Riso-Tree has network information attached to its non-leaf nodes. For each MBR in
a non-leaf node, we store the information of the subgraph that can
be reachable from spatial vertices included by such MBR through
any path whose length is less than or equal to K where K is predefined by the user. For different levels of Riso-Tree nodes, reachable
subgraph information is stored with different structure. For the
lowest level MBRs, the vertices that can be reachable through each
type of path are stored. But for MBRs in higher levels, only the
existing paths that start from spatial objects within each MBR are
recorded in Riso-Tree. Besides that, Riso-Tree also stores some statistical information about spatial objects within such MBR and the
neighbors of this MBR.
Figure 3 depicts an example of Riso-Tree index structure for the
graph in Figure 2. In this case, K is set to 2 so that neighbors within
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The selectivity of the spatial predicate varies between 10−6 and
10−3 . The Spatial-Post approach has the worse performance because it cannot take advantage of the high-selective spatial predicate. Spatial-First can perform well when spatial selectivity is
high. But it can become slow when spatial selectivity increases
and it is even worse than Spatial-Post approach. Both Riso-Tree
approaches can outperform the baseline approaches. They can also
keep a stable performance in different spatial selectivities. It can
be observed that Riso-Tree(K = 2) can achieve better performance
than Riso-Tree(K = 1) because it has more information of reachable subgraphs which incurs more pruning power. To sum up, RisoTree can achieve 100x better performance than the baseline incur
in that it can reduce the search space for both spatial and nonspatial vertex in the query.
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2-hops are considered. For the lowest-level MBRs, for instance R4,
there are three types of paths, v, vv and vs. The vertices that can
p
be reachable from R4 through path vv are v 2 ,v 8 , denoted by PN R4 .
For MBRs in higher-level, for instance R1, Riso-Tree only stores all
the existing paths that start from spatial objects within R1, which
are {v,vv,vs }.

3

QUERY PROCESSING

Existing graph database has its own optimizer for determining strategy of executing a SGPM based on graph statistical information,
such as cardinality of labels and the average degree. However, it
ignores the influence of spatial predicate in SGPM. The influence of
spatial predicate has two aspects. One is that the spatial vertex in
the query can be highly-selective when area of the query rectangle
is small. Then it is intuitive to start the search from these spatial
objects because the search space is smaller. Another aspect is that
spatial predicates not only change cardinality of the spatial vertex
in the query, but also that of other vertices connected to the spatial
vertex. Use the query u − v − s where s should be within Q as an
example. The algorithm will compute all the influential paths in
the query, which are v and vu. Then it searches Riso-Tree from the
root node. Even though both R1 and R2 can satisfy the spatial predicate, existing paths of R1 does not contain one influential path vu.
So the tree branch of R1 can be safely pruned. Then the algorithm

REFERENCES
[1] Xiangnan Kong, Philip S Yu, Ying Ding, and David J Wild. 2012. Meta path-based
collective classification in heterogeneous information networks. In Proceedings
of the 21st ACM international conference on Information and knowledge management. ACM, 1567–1571.
[2] Chuan Shi, Xiangnan Kong, Philip S Yu, Sihong Xie, and Bin Wu. 2012. Relevance search in heterogeneous networks. In Proceedings of the 15th International
Conference on Extending Database Technology. ACM, 180–191.
[3] Chuan Shi, Yitong Li, Jiawei Zhang, Yizhou Sun, and S Yu Philip. 2017. A survey
of heterogeneous information network analysis. IEEE Transactions on Knowledge and Data Engineering 29, 1 (2017), 17–37.
[4] Yizhou Sun, Jiawei Han, Xifeng Yan, Philip S Yu, and Tianyi Wu. 2011. Pathsim: Meta path-based top-k similarity search in heterogeneous information networks. Proceedings of the VLDB Endowment 4, 11 (2011), 992–1003.
[5] Yizhou Sun, Brandon Norick, Jiawei Han, Xifeng Yan, Philip S Yu, and Xiao Yu.
2013. Pathselclus: Integrating meta-path selection with user-guided object clustering in heterogeneous information networks. ACM Transactions on Knowledge
Discovery from Data (TKDD) 7, 3 (2013), 11.
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INTRODUCTION

The second challenge is that map archives contain multi-edition
and multi-scale maps. One of the difficulties of processing multiedition maps is that the cartographic symbols for the same geographic feature may be different in different map editions. For the
machine learning techniques used in traditional image recognition
systems, e.g., the Support Vector Machine (SVM), the users have to
define different feature descriptors to represent different symbols.
To process different editions without defining different feature descriptors, our system employs the Convolutional Neural Networks
(CNN) and generates new training samples automatically for each
of the input maps. The inputs of the CNN in the training process
are the labeled images. During the training, the CNN learns the
feature descriptors to represent images by itself. CNN models have
showed impressive performance in image recognition [5–7].
Another difficulty in processing multi-edition maps is that the
geographic feature may expand or disappear so that the existing
vector data might not provide accurate training samples (e.g., two
segments of railroads in Figure 2(b) are not labeled by the contemporary vector data). If the system uses the contemporary vector
data to label training samples in maps created in early years, the
system might miss a part of the geographic feature or label incorrect
geographic features. To solve this challenge, our system updates
the vector data used for sample labeling using the extracted vector
data from each map edition. The idea is that map content changes
gradually between map editions. For example, the system needs to
process the maps in Louisville, Colorado in 1942, 1950, and 1965.
Figure 2 shows a part of railroads (the black lines with crosses)
in Louisville in 1965, 1950, and 1942, respectively. Two segments
of railroads are on the maps in 1957 and 1942, while they do not
exist on the map in 1965. The system first processes the maps in
1965. Then the system updates the vector data based on the extraction results from the 1965 map. Next, the system uses the updated
vector data to train a new CNN model to process the 1950 map.
For the map in 1942, the system employs the vector data extracted
from the 1950 map. The extracted vector data in 1950 can label the
disappeared railroads in the 1942 map.
The difficulty of dealing with multi-scale maps is that the different scales may cause the vector data and the map misalignment
problem (which is also common for maps of the same scale). Therefore the vector data might not be able to provide accurate training
samples automatically. Figure 3 shows that the vector data overlays
with the railroad at the same location but the different scales. The
scale in Figure 3(a) is 1:24000, and the scale in Figure 3(b) is 1:31680.
To solve this problem, we developed an algorithm that makes the
vector data aligning with the geographic feature based on the location and geometry of the vector data using the intuition that the
majority of vector data is nearby the geographic feature in a map.

Historical maps store abundant and valuable information about the
evolution of natural features and human activities, such as changes
in hydrography, the development of the railroad networks, and
the expansion of human settlements. Such knowledge represents a
unique resource that can be extremely useful for researchers in the
social and natural sciences to better understand how human and
environment have evolved over time. Fortunately, a large amount
of historical maps have been scanned in high resolution by many
organizations. For example, the United States Geological Survey
(USGS) has scanned and released more than 200,000 historical maps
in the TIFF format.
There are many researchers working in geographic feature from
scanned maps to make the map content accessible in an analytic
environment, such as the road recognition system [1], the elevation contour lines recognition system [3], and the text recognition
system [2]. However, these existing systems require human interaction or prior knowledge of the input map. For example, [1] requires
users to label the samples of road lines and road intersections. [3]
is a system for reconstructing contour lines from scanned maps,
in which users are required to choose the size of an image processing mask in order to reconnect broken contour lines. Besides
user labeling, some systems use prior knowledge to separate map
layers. For example, Henderson and Linton [4] exploit the color
index of USGS maps and use it to separate layers. The need of user
input for sampling or labeling and prior knowledge is the persistent
limitation to process large numbers of maps in current recognition
systems.
In this paper, we propose a prototype of a fully automatic geographic feature recognition system, which can process multiedition, multi-scale historical maps in archives using semantic
knowledge. Our system exploits the fact that map content does
not change significantly between map editions to automatically
generate accurate training samples (e.g., sample images of railroads
and buildings) for building an accurate recognition model for each
map. The following sections explain the challenges in building a
fully automatic geographic feature recognition system, the architecture of our system, the preliminary results.

2

CHALLENGES IN BUILDING A FULLY
AUTOMATIC RECOGNITION SYSTEM FOR
MAPS

There are two main challenges in building a fully automatic geographic feature recognition system for scanned maps. The first
challenge is that human interaction and prior knowledge makes
processing large numbers of maps impractical. To solve this challenge, our system uses existing vector data to label the locations of
the geographic feature in maps automatically instead of user labeling. Figure 1 is an example of the vector data locates the location
of railroads in the map.
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(a)

(b)

Figure 4: An example of the alignment algorithm results

Figure 1: An example of the vector data (the red line in (b))
aligning with the railroads (the black line with crosses in (a))

(a) Year 1942

(b) Year 1950

4

(c) Year 1965

Figure 2: An example of the railroad (the black line with
crosses) disappearance in Louisville, Colorado over time
(the red line is the contemporary vector data)

(a) 1:24000

(b) 1:31680

Figure 3: An example of the railroad (the black line with
crosses) in different scales (the red line is the vector data)

3

PRELIMINARY RESULTS

We built a first version of the recognition system and tested our
system on recognizing railroads the map in Bray, California in 2001.
The semantic knowledge that the system used in the experiment is
that the railroad should be a long continuous line without sharp
curves. We use precision, recall, and F 1 as the metrics to evaluate
the recognition results. We tested on two groups of vector data. One
is the original vector data downloaded from the USGS website. The
precision, recall, and F 1 are 29.30%, 98.38%, and 45.14% respectively.
The other group is the aligned vector data processed by our alignment algorithm. Figure 4 shows an example of alignment algorithm
performance. The red line is the original vector data. The green line
is the aligned vector data processed by the algorithm. The black
line with the cross underlying the green line is the railroad. The
precision, recall, and F 1 for the aligned group are 57.98%, 92.36%,
and 71.23% respectively. The aligned vector data group have a 100%
improvement on the precision

5

DISCUSSION AND FUTURE WORK

The experiment shows that the fully automatic geographic feature
recognition system is possible. Our system aligned the vector data
for generating accurate training samples to improve the recognition
performance. There are several other aspects that we can do to
improve the performance. The first aspect is the CNN model. We
are going to improve the recognition performance by building a
more sophisticated CNN model. The second aspect is about the
post-processing. The system only uses one semantic property of
railroads. We plan to build more completed semantic descriptors.
Besides improving the system, we are going to test on more maps.

ARCHITECTURE OF OUR SYSTEM

Our system consists of three main components: recognition, semantic modeling, and post-processing.
The system uses CNN for feature recognition feeding with the
training data generated automatically. The system uses existing
vector data to find the location of the geographic feature of interest.
The system automatically generates the training data by cropping
the map using a certain sliding window along the vector data. Figure
1(b) shows an example of the vector data aligning with railroads.
We are building a generic semantic model to describe the contextual information of geographic features using existing geographic
data and use the model to guide the post-processing processes. The
model contains the locations of individual geographic feature (e.g.,
x-y coordinates of nodes and vertices), its type (e.g., railroads) and
attributes (e.g., railroads width), geometry type (e.g., polylines),
and geometric characteristics (e.g., a length of a railroad segment).
Once the semantic model is built, the system will generate semantic descriptors by performing reasoning over the modeled data to
infer semantic rules describing the spatial relationships between
geographic features of the same and different types. The semantic
descriptors will dictate changes in geometry or topological relations
that are possible conflicts with those that are recognized as the geographic feature by mistake. In the post-processing, the system uses
the semantic descriptors to detect the conflicts in order to improve
the extraction results.
In the post-processing, the system vectorizes the recognition
results and improve it using the semantic descriptors. The semantic
descriptors detect the conflicts between extraction results and the
semantic rules. For example, the semantic rule is that the railroads
should be a long continuous line. The system discards the result, if
it is a short segment.
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PROBLEM AND MOTIVATION
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Figure 1: The layered architecture of Tornado.

3.2 The Language Layer

BACKGROUND AND RELATED WORK

Recently, many complex spatio-textual queries and operators have
been proposed. These proposals often address a specific spatiotextual query and use query-specific indexes and optimizations that
are not applicable in other scenarios. However, a traditional data processing system, e.g., an RDBMS, uses simple relational constructs
that are composable into complex queries. In contrast to using queryspecific optimizations, Tornado is designed to support an SQL-like
spatio-textual query language named Atlas [8]. Atlas is an extension
to SQL that is able to express complex spatio-textual queries using
simple constructs. Consider the following spatio-textual query that
identifies groups of points of interest that are within a specific distance of each other and collectively contain a set of keywords:
SELECT * FROM POIs AS p
WHERE OVERLAP("food, cinema, hotel",p.text)
PARTITION BY WITHIN_DIST(p.loc,4) AS G
ORDER BY DIAMETER (G)
HAVING CONTAINS(G.text,"food, cinema, hotel")
First, this query identifies points of interest that contain any of
the query keywords. Then, the PARTITION BY and WITHIN_DIST
clauses are used to construct groups of points of interest that are
within 4 miles from each other. Finally, Atlas uses the HAVING
clause to identify groups that contain all the keywords of the query.

APPROACH AND UNIQUENESS

Tornado extends Storm [3] with spatio-textual capabilities and is
designed as a pluggable module and can be seamlessly integrated
with other user-defined processing. Tornado has four main layers:
(1) the input layer, (2) the language layer, (3) the indexing layer,
and (4) the processing layer. Figure 1 illustrates the architecture of
Tornado.

3.1 The Input Layer
The input layer in Tornado is able to consume various types of spatiotextual data streams e.g., social networks posts and location-aware
web searches. Moreover, Tornado can store static data, e.g., road
networks and points of interests. The input layer is also responsible
for consuming and parsing spatio-textual queries with the help of
the language layer.
* Advisor:

Queries
Language Layer

GPS
Logs

Replicated
Adaptive Routing Units
Routing Indexing Layer

HDFS

We live in the era of big data. However, existing data management
systems are not suited for the scalable processing of spatio-textual
data streams. Existing systems can be classified into the following
categories [6]: (1) distributed batch-processing systems, e.g., [1, 4],
that are either not optimized for spatio-textual query processing or
have high processing latency, (2) distributed general-purpose streaming systems, e.g., [2, 3], that are not optimized for the processing of
spatio-textual data, and (3) centralized spatio-textual streaming systems, e.g., [5], that are not scalable enough to process large amounts
of spatio-textual data. Tornado is the first scalable and distributed
streaming system that is able to process large amounts of spatiotextual data in real-time.

3

Input
Layer

Mobile
Applications

Output

1

The widespread use of GPS-enabled smart devices and the increased
popularity of their applications, e.g., social networks, has led to
the generation of huge amounts of spatio-textual data. This spatiotextual data needs to be processed in real-time. However, existing
data management systems are either centralized or general-purpose
distributed systems, e.g., Spark [2] and Storm [3]. Centralized systems do not scale and general purpose distributed systems are not
optimized for the processing of spatio-textual data. In this paper, we
present Tornado [7], a distributed in-memory spatio-textual stream
processing system. To efficiently process spatio-textual streams, Tornado extends Storm [3] with a spatio-textual indexing layer that
significantly improves the overall system performance. Tornado is
adaptive, i.e., it dynamically redistributes the workload across worker
processes according to changes in the distribution of spatio-textual
data and queries.

3.3 The Indexing Layer
The indexing layer in Tornado is divided into the following sublayers: (1) the routing layer, and (2) the local layer.
The routing layer is responsible for distributing the spatio-textual
data and queries to worker processes. The routing layer uses a KDtree-based spatio-textual index that requires minimal latency to forward data objects and queries to relevant worker processes. The
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partitions of the KD-tree is overlaid on a grid structure to speed up
the routing process. Also, the routing layer reduces network overhead by not sending spatio-textual data to worker processes that
do not have any relevant queries. The routing layer is replicated to
multiple instances to prevent performance bottlenecks. The local
layer is responsible for indexing persistent spatio-textual data and
continuous queries within worker processes.
The indexing layer in Tornado is adaptive and reacts to workload
changes. It is challenging to ensure proper adaptivity in a distributed
streaming system for the following reasons: (1) Incoming spatiotextual data can go to any instance of the replicated routing layer.
This requires having a consistent structure of the routing index across
all instances to guarantee the correctness of processing. (2) Workload
statistics are distributed across worker processes. These statistics
need to be collected periodically from worker processes with minimal network overhead. (3) Adaptivity requires migration of data
and queries among worker processes that may interfere with the
processing of data. The adaptivity protocol needs to ensure that there
are no missing or duplicate query results at all times.
Figure 2 gives an example of load-balancing in Tornado. First, a
summary of workload statistics is transmitted from worker processes
to an instance of the routing layer. The routing layer identifies any
overwhelmed worker processes that have workload hotspots, e.g.,
Process X in Figure 2(a). Also, the routing layer identifies underutilized worker processes, e.g., Processes Y and Z . Then, Tornado
goes through a transient phase to migrate part of the workload from
Process X to another worker process, say A. It is typical that the
underlying cluster has limited resources and Tornado cannot increase
the number of worker processes indefinitely. In this case, Tornado
needs to merge under-utilized processes, i.e, Processes Y and Z , to
maintain a fixed number of worker processes. The transient phase
is illustrated in Figure 2(b). During the transient phase, Tornado
ensures that data is always forwarded to the relevant worker process
for correct query evaluation. Figure 2(c) illustrates Tornado after the
alleviating workload hotspots.

Number of queries (millions)

(a) Storm Vs. Tornado.

Throughput (thousand tuples/sec)

Figure 2: Adaptivity in Tornado.
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Figure 3: The performance of Tornado
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RESULTS AND CONTRIBUTION

In this section, we highlight the main performance advantages of
Tornado using a real dataset of 1 Billion tweets to simulate a continuous stream of spatio-textual objects against 5 million spatio-textual
queries. Figure 3(a) demonstrates that the throughput of Tornado
is up to two orders of magnitude over the basic Storm streaming
system. The main reason for this performance gain is that Tornado
is equipped with efficient spatio-textual indexes. Figure 3(b) gives
the throughput of the static and the adaptive versions of Tornado
while restricting the spatial locations of data and queries to a scaled
down portion of the entire space. A small scale factor condenses data
and queries into a small spatial range and creates a hotspot in this
range. In the static version of Tornado, the throughput degrades with
the existence of hotspots. However, the adaptive version of Tornado
does not suffer from poor throughput in the existence of hotspots.
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ABSTRACT

Formally, we define the service area design problem as follows:
Given the origins X and destinations Y of N taxi trips during a
given time-of-day, we want to find feature functions f : X → R
and д : Y → R, such that
(1) the intra-cluster weighted distance X and Y are minimized
1 Õ −(дi −дj )2
1 Õ −(fi −f j )2
e
∥X i − X j ∥22 +
e
∥Yi − Yj ∥22 (1)
min
2
f ,д 2
i, j
i, j

Customized bus (CB) services that operate between residential
areas and work places during rush hours have surfaced in many
cities to deal with traffic congestion problem. One major challenge
of CB services is to design service areas based on user demands.
To solve this problem, we extract commute patterns from largescale taxi GPS data for CB service area design. We present a novel
clustering algorithm that embeds origin and destination data to
a low dimensional feature space, such that the resulting patterns
satisfy both the needs of commuters and operators. The algorithm
has been tested on both synthesized and real-world data.

1

(2) the correlation between f (X ) and д(Y ) are maximized
E[f (X )д(Y )]
max
f ,д
E[f (X )]=E[д(Y )]=0,E[f 2 (X )]=E[д 2 (Y )]=1

INTRODUCTION

In objective (1), 2-D data X and Y are embedded into 1-D feature
f (X ) and д(Y ) so that data close to each other in the original highdimensional space should be close to each other in the feature space.
The distance between the original data points X i ,X j is weighted by
feature similarities w(fi , f j ), which should have two properties,
(1) w(fi , f j ) ∈ [0, 1], w(fi , f j ) = 1 means the distance between
X i , X j is fully considered while w(fi , f j ) = 0 means not.
(2) w(fi , f j ) is monotonically decreasing over ∆f = | fi − f j |, as
similarities between points decrease, the distance between
the original points should be considered less.
The exponential function is a good choice for weight w(·) which
satisfies those two properties plus its advantage of fast convergence
rate and simple derivative.
Objective (2) uses HGR maximal correlation[9], the only dependence measure that satisfies Rényi’s seven postulates, to quantize
the relationship between OD pairs.
This formulation (1), (2) have several benefits. First, correlation
term provides a tradeoff between walking distance and OD correlation. Second, f (·) and д(·) are real-valued and solving continuous
optimization problem is easier than integer ones. Third, f (·) and
д(·) can be treated as 1-D embedded feature for further clustering
without the need to specify crucial parameters explicitly.
Note that this formulation has a trivial solution, where clusters
can be formed by individual points. We solve it by adding a data
weighted regularization term [6] to reduce number of clusters.
Õ
min (e − ∥X i −X j ∥2 | fi − f j | + e − ∥Yi −Yj ∥2 |дi − дj |)
(3)

Traffic congestion is a severe problem worldwide, with peak-hour
congestion being the most frustrated issue for daily commuters. In
2014, approximately 59% delay is caused by peak-hour congestion
which costs U.S. commuters extra 42-hour of travel time and 19gallon of fuel waste averagely[10].
On-demand bus service companies like BRIDJ and GoGoBus
allow users to submit their intended trips and optimize pick-ups,
drop-offs and routes. Such services provide better riding experience than traditional public transport. Compared with car-sharing
services, CB that carries more people than shared cars would help reduce peak-hour congestion even further[5]. Therefore, CB services
can be beneficial to both commuters and the city traffic authorities.
However, current design process for customized bus service areas
still have some shortcomings. First, candidate routes can only be
submitted manually by users; second, changing routes frequently is
inconvenient for both operators and riders. Therefore, a data-driven
approach that extracts stable, salient commute patterns is needed.
Due to the ubiquity of GPS devices, large-scale taxi GPS datasets
are frequently used in mobility pattern mining, which can reliably
reflect the global repetitive commute demands[1]. In previous work
of designing origination(O) and destination(D) service areas, [2]
only considered hotness of pick-ups and drop-offs separately; [8]
put OD relationship into consideration but broke it into segmentand-pair two-phase process, during which information can be lost.
[7] used T-DBSCAN clustering method, which considered OD relationships in one phase but has many design parameters to choose.
In this paper, we propose a new method of customized bus service
area design. The main contributions are:
(1) We propose a new clustering method to embed high dimensional data into low dimensional feature for clustering, which
is a generalized method for high dimensional data clustering.
(2) We design a customized bus service area selection method
that optimize both user convenience and resource cost.

2

(2)

f ,д

i, j

Combining (1), (2) and (3) with parameters γ for correlation
trade-off and λ for regularization trade-off. The final optimization
problem is shown below. Although it is a non-convex optimization
problem, it can be efficiently solved using projected gradient descent
to converge.

ALGORITHM

min

f ,д
E[f ]=E[д]=0
2
E[f ]=E[д 2 ]=1

Our method is designed to satisfy the needs of both users and service
operators. Users want to minimize their walking distances to bus
stops; operators, on the other hand, want to maximize number of
people on the same bus so that people originate from the same area
should end around the same place.

−γ

Õ
i
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1 Õ −(fi −f j )2
1 Õ −(дi −дj )2
e
∥X i −X j ∥22 +
e
∥Yi −Yj ∥22
2 i, j
2 i, j

fi · дi + λ

Õ
(e − ∥X i −X j ∥2 e |fi −f j | + e − ∥Yi −Yj ∥2 e |дi −дj | )
i, j

Table 1: Clustering Similarity Index of Our Method Compared with 4d-kmeans and DBSCAN

Methods

Adjusted Rand Index[4]

Hubert Index[3]

Adjusted Mutual Information[12]

4d-kmeans
DBSCAN[13]

0.58 ± 0.12
0.76 ± 0.09

0.73 ± 0.10
0.84 ± 0.09

0.59 ± 0.09
0.70 ± 0.07

Frequency

8
40

6
4

20

2
-2

0

2

Frequency

f (origination)

y(km)

0

0
-2

40

-4
-6

20

-8
0
-2

0

-10

2

-5

g (destination)

0

x(km)

(a)

R1:o1-d1
R2:o1-d2
R3:o2-o1

5R4:o2-d2

(b)

Figure 3: NYC Data Result - 6 Major Routes (17:00-19:00, May 11t h
to May 22nd , 2015)

Figure 1: Synthesized X-shape Data Result. (a) Histogram of 1-D embedded features f(origination) and g(destination) (b) Four identified
X-shape routes
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Figure 2: Effect of λ on Number of O/D Clusters on Synthesized Data

3

CONCLUSIONS

This paper proposes a new method for CB service area design,
which considers O/D connections and embeds original data into
1-D feature space so that intrinsic nature of data can be obtained
for further clustering. It also introduces the concept of maximal
correlation to quantize the system performance, enabling the operator to trade-off between user satisfaction and operation cost. In the
future, we plan to design detailed bus routes within service areas.

RESULTS

200
Synthesized Data Result. Synthesized data {X i , Yi }i=1
contains
200 trips sampled from 4 unique routes from two origins (o1, o2)
to two destinations (d1, d2) with added gaussian noise. Figure 1.a
shows 4 peaks of embedded 1-D feature f (X ) and д(Y ) with γ = 1
and λ = 130. Further clustering these features, we obtain result in
figure 1.b, which perfectly recovers all 4 ground truth routes. We
also validate the regularization effect of λ in Figure 2: number of
clusters decreases as λ increases. λ ∈ [60, 130] gives ground truth
result, which is the longest interval of λ.
Real Data Result. NYC Taxi data[11] trips with distance ∈ [7km, 10km]
during 17:00-19:00, May 11t h -May 22nd 2015 are considered. Setting parameters γ = 1 and λ = 30, our algorithm found 12 origin and
15 destination service areas with 18 routes. In Figure 3, six major
commute patterns are shown, which are from Brooklyn downtown
to Brooklyn residential areas (Route3) or to Manhattan midtown
(Route4), from upper Manhattan to lower Manhattan (Route2) or
to Bronx (Route5), from Harlem District (Route6) and Long Island
City (Route1) to LaGuardia Airport. Our result is consistent with
the typical commute patterns of New York City residents.
Comparisons. We compare our method with classic clustering
methods, 4D-kmeans and DBSCAN[13]. Similarities between our
method and baseline methods are computed using Adjusted Rand
Index[4], Hubert’s Index[3] and Adjusted Mutual Information[12]
under different parameter settings(k ∈ [2, 10] for kmeans, ϵd ∈
[0.1, 0.2] and nmin ∈ [6, 16] for DBSCAN) shown as "mean±std"
in Table 1. DBSCAN selects salient areas with large densities but
lack good coverage while kmeans clusters all the points but have
lower density. Our algorithm have similarities to both methods(all
the indexes are close to 1), which combines coverage and density.
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and asked to indicate which depicted a safer area. Multiple such
evaluations were then combined to generate a georeferenced global
rank (q-score), such that lower values represent the perception of
less safe areas and higher scores a more secure area.
We obtained, from the City of New York data portal, digital footprints and building heights for 1,082,349 buildings in New York City
as of 2014. We also retrieved polygons for 195 NYC neighborhood
areas, for use when aggregating q-scores.

ABSTRACT
We describe an experiment with the modeling of urban verticalization effects on perceived safety scores as obtained with computer
vision on Google Streetview data for New York City. Preliminary
results suggests that for smaller buildings (between one and seven
floors), perceived safety increases with building height, but that
for high-rise buildings, perceived safety decreases with increased
height. We also determined that while height contributing for this
relation, other zonal aspects also influences the perceived safety
scores, suggesting spatial structuring also influences such scores.

2.2

Data Transformation

Urban designers argue that cities should have a “human scale.” For
example, Teng [5] argues that buildings should be at most five
stories high, as this is “the maximum height for people to build
the visual and emotional relations with the urban space which is
attached to the building.”
Inspired by these arguments, we decided to investigate whether
one can quantify the impact of building height on human experiences of urban spaces. To this end, we combine building data from
a City of New York data portal with a dataset, Streetscore, which
associates perceived safety index values (q-scores) with Google
Streetview images. Our goal was to see how perceived safety scores
may relate to building heights, and if this relationship changes in
geographic space.

We ingested the Streetscore and building datasets into a PostgreSQL
environment, with PostGIS module loaded. We then used QGIS
and GeoDa [2] to perform a series of data transformations in order
to integrate the Streetscore q-index points and building footprint
polygons, as follows.
First, we used the Scikit-learn [4] k-nearest neighbor (KNN)
library to determine the 30 nearest q-score neighbors for each
building polygon centroid, which we then interpolated to obtain
an estimated q-score for that building. We chose to work with 30
neighbors/samples to avoid an eventual sample bias, if the population is skewed. We interpolate based on nearest neighbors rather
than a fixed distance such as Euclidean or Manhattan distance both
to obtain our desired 30 samples and to avoid too much overlapping
on space, possibly increasing multicolinearity.
Next, we used the QGIS spatial aggregation feature to aggregate
the per-building interpolated q-scores to obtain average q-score
values for each of the 195 New York City neighborhood areas. In
addition, because the GeoDa LISA function requires spatially continuous data, and the community areas are not spatially continuous,
we used a Voronoi tessellation method from GeoDa to process the
community area centroids to generate a contiguous space.
Finally, we used the GeoDa LISA function to obtain a cluster map.
For this we used a queen weight matrix with spatial contiguity of
order one, to process the obtained Voronoi multi-polygon layer.
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INTRODUCTION

METHODOLOGY

We used GeoDa [2] exploratory spatial data analysis (ESDA) capabilities, such as the ability to link and brush values present simultaneously in regression graphs and in their related maps, to evaluate
the relation between building heights and Streetscore q-scores. We
also made use of GeoDa routines to perform Local Indicators of
Spatial Association (LISA) [1] to evaluate spatial structuring.

2.1

RESULTS AND CONCLUSION

Figure 1 shows a least-squares regression of number of floors as
independent variable and averaged q-score as dependent variable.
The coefficient of determination (R2 ) is low: less than five percent.
This result does not necessarily imply that such factor is irrelevant
on the analysis, but its contribution is small, and probably adds
to other factors contribution to the dependent variable mapping.
Another aspect is that such mapping could be non-linear in the
geographic space, and this method would not be suitable for proper
evaluation. Even considering such constraints, it is possible to see
that there are two different groups of mappings, one in a lower tier
of number of floors (smaller than eight), which accounts for around

Dataset Descriptions

The Streetscore dataset for NYC comprises 322,386 Google Streetview
images, each with an associated safety score obtained via crowdsourcing [3]. Individuals were repeatedly shown pairs of images
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Figure 2: This linked map of Figure 1 relates the printed yellow zone with the red (high-rise) areas of the linked graph.
There is correlation of the distribution of high-rise areas in
traditionally privileged zones, but also in other areas of the
city, showing spatial structuring

Figure 1: Lower buildings (blue), higher buildings(red) and
their linear regression and LOWESS regression lines

90% of the buildings in NYC, revealing differential structuring as
revealed on the linked map for the same dataset (Figure 2), where
higher buildings are preferably in Manhattan, and in some spots
across the city.
The LISA Cluster Map (Figure 3) allows us to assess spatial issues.
The colored clusters account for the areas that have more than 95%
statistical significance. The red areas (high-high) are zones that
have high q-index into a region that the adjacent polygons have
also high q-indexes, such as Hamilton Heights and Manhattanville
in Manhattan, and Fresh Meadows, Auburndale, Flushing, Flushing
Heights, and Bellerose in Queens. The blue (low-low) sectors are
the ones that showed low score clusters, in a region of low scores
(even if the surroundings have lower statistical significance), such as
regions in the Bronx and Queens. A low-high region was detected in
Queens (Jamaica), which exactly points the difference on perceived
safety, suggesting that this region is less safe than its surroundings.
With this work it was possible to see some spatial structuring regarding q-scores, also regarding the building height effects, suggesting that on a lower building scale, the safety perception is positively
correlated until eight floors. When equal or higher then eight floors,
it suggests a negative correlation, results which are aligned with
the assumption made by architects. Considering that several other
factors account for the welfare perception of citizens [5], it would
be beneficial to add other data sources, such as US Census, and
other administrative data derived from commerce, to investigate
whether they also contribute to a general safety perception.

A

Figure 3: LISA Cluster map showing High-High areas in
dark red, Low-Low areas in dark blue, Low-High areas in
light blue, and High-Low areas in light red. Blue and red
areas have >95% of statistical significance
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COMPLIMENTARY DISCUSSION

Due to the limited space of this extended abstract, some aspects
commented by the reviewers were answered in a supplementary
page hosted on Github.
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Table 1: Input Data and Output Data for Polygons in Figure 1
Output Data
Input Data
(Geo polygon)

1. INTRODUCTION
Historical maps are important resources for various kinds of
studies, providing insights for natural science and social science
studies such as biology, landscape changes, and history [1].
However, text recognition on maps remains a challenging task
because map usually has a complex background in which textual
content appears in numerous colors, fonts, sizes, and orientations.
Even if we were able to acquire perfectly recognized words and
characters automatically, it is still difficult to generate useful
information because individual words are not meaningful. For
example, a typical result from OCR scanning or manual map
digitization is that each recognized bounding box only contains a
single word (Figure 1).

Mammoth

Linking with "Wash"

Wash

Linking with "Mammoth"

EAST

Linking with "MESA"

MESA

Linking with "EAST"

SAND

Linking with "HILLS"

HILLS

Linking with "SAND"

SOUTHERN

Linking with "PACIFIC"

Amos

No linkage

PACIFIC

Linking with "SOUTHERN"

The input data are the minimum bounding boxes for each word on
maps. The output data is whether there exists a link for a pair of
bounding boxes to constitute a phase. We assume all textual
contents of the input data are perfectly transcribed. Table 1 presents
the input data and ideal output data for bounding boxes in Figure 1.

2.1 Generating Feature Abstraction
Our algorithm uses four heuristic features to determine if two words
should be linked to constitute a phrase. The features include
boundary distances between two polygons, the text area for each
character inside the bounding box, capitalization of the word and
text contents.

2.1.1 Boundary Distance
Under most circumstances, bounding boxes with words in the same
phrases are located nearby. Therefore, relative distances between
two polygons can be a significant indicator for measuring word
connection. We compute the distance between every line segment
pairs on the boundary of every two bounding boxes and record the
shortest one as the boundary distance. We use boundary distance
instead of center-to-center distance because the polygons
themselves could occupy a wide area and increase calculation
errors. Boundary distances do not necessarily define whether the
selected bounding boxes are in the same phrase or not, though.

Figure 1：Example of recognized bounding boxes (green polygons)

Bounding boxes of the same phrases could be far away from
each other, increasing the difficulty of linking them (e.g., SAND
and HILLS, SOUTHERN and PACIFIC in Figure 1). This paper
presents an automatic approach that combines single words
extracted from historical maps into meaningful phrases, which
represent complete location descriptions and can be used to link
historical sites to other datasets. Our algorithm first combines
textual and spatial features of individual map words to evaluate the
potentiality of connecting two words. Then the algorithm trains a
support vector machine to adjust the weight of each feature. This
algorithm is potential to improve digital map processing by
increasing the automation of text extraction on maps.

Each map data consists of a varying number of text fonts. Words in
the same phrases, even though separated, do not change their text
fonts. However, identifying text font from maps with complicated
layouts are challenging and time-consuming. Historical maps
usually contain handwritten text also increase the difficulties for
map label recognition [2]. To simplify the process and reduce errors,
we use the area of each bounding boxes divided by the number of
characters to distinguish text fonts.

2. APPROACH

2.1.3 Capitalization

2.1.2 Text Area for Each Character

There are three situations for case-sensitive textual contents on the
map: 1) All letters are uppercase, 2) All letters are lowercase, and
3) Words are combinations of uppercase and lower letters. Having
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the same capitalization is the prerequisite for connecting two
polygons. For example, “SAND” and “HILLS” in Figure 1 are both
capitalized words because they are in the same phrases while
“Salton” and “sea” will not be linked together because they have
different capitalizations.

2.1.4 Textual Content
Textual contents are useful data sources to improve the accuracy of
word linking. For example, in the United States Geological Survey
(USGS) Historical Topography Maps, if the connected words
match any of the place names from the USGS gazetteer, we mark
the connection as a “confident linking.” Additionally, bounding
boxes with exactly same text content such as “mountain” should
not appear in the same phrases.

Figure 2: Aggregated polygons

Figure 3: Overlapping polygons

The low recall showed that the algorithm missed out many
linkages. One reason is that some bounding boxes with words in
same phrases are in a great distance (“EAST SIDE HIGHLINE
CANAL” in Figure 4). In this case, roads, rivers, transmission lines
are critical indicators of linking, which were not used in the
algorithm. Another reason is that bounding boxes also do not
remain a fixed orientation, thus increases the challenge for linking
(“San Felipe Creek” in Figure 5).

2.2 Applying Training Algorithm
Finding the “correct” threshold for each of the features in Section
2.1 to connect single words would not be reliable, and this problem
has an intuitive implication to use Support Vector Machines
(SVMs) in the classification settings. SVMs are supervised learning
models that are useful in linear classification.

3. PRELIMINARY RESULT
We evaluated our algorithms on real-world data from two historical
map resources: Ordnance Survey and USGS Historical Topography
Map. We worked with two sets of bounding boxes taken from these
databases:
Set 1: 205 bounding boxes manually transcribed from USGS maps
Set 2: 758 bounding boxes manually transcribed from USGS and
Ordnance Survey maps
For each set of bounding boxes, we manually digitized the maps
and created ground truth data, storing the text of words and related
phrases with polygons. For the current research, we only used
USGS National Geographical Names to generate the input
gazetteers.

Figure 4: Example of bounding boxes in a great distance

We used 4 parameters to train the SVM model: boundary
distances (float numbers), text area for each character (float
numbers), Capitalization, (Boolean values, true if the two polygons
have the same capitalization), text content (Boolean values, true if
the two polygons have same text content). We used Set 1 for
training and Set 2 for testing.

Figure 5: Example of curved bounding boxes

4. DISCUSSION AND FUTURE WORK

We used Precisions and Recall to evaluate the performance. If
two words representing same phrases were connected, we labeled
this association as “correct linking,” otherwise marked it as “wrong
linking.” We assume there would be a linkage between every pair
of words in the ground-truth phrases. For example, in phrases “Old
Cruikshank Ranch,” the algorithm added three connections: “Old”
and “Cruikshank,” “Old” and “Ranch,” “Cruikshank” and “Ranch”
into total linkages for calculating the precision and recalls. Table 2
presents the experiment results.

We presented an algorithm that combines textual and spatial
information of map words to automatically generate meaningful
place information. Some directions for future work including
generating more features for evaluation and trying other types of
machine learning algorithms to deal with the situation when the
map label is curved. We also plan to adaptively link the words by
removing connected bounding boxes from the map and then
applying the algorithm to link the rest in order to improve the recall.
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Table 2: Experiment results
Result

USGS 60
Inches-Salton

Ordnance Survey
60 Inches

USGS 15 InchesBrawley

Precision

91.56%

91.67%
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Recall

40.42%

38.60%

32.85%

Total Phrases

95

84

134
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The 10th International Workshop on Computational Transportation Science (IWCTS 2017) was held in
conjunction with the 25th ACM SIGSPATIAL International Conference on Advances in Geographic Information
Systems (SIGSPATIAL 2017) on November 7, Redondo Beach, California, USA. This workshop has built upon
the success of previous workshops with a focus on data, computation, and knowledge discovery aspects of
transportation systems. There were 17 registrations to the workshop.
IWCTS 2017 had received 7 submissions, all accepted after careful peer-review. The program of the workshop consists of a keynote speech by Huei Peng from University of Michigan on connected and automated
vehicles with an emphasis on the MCity project, an invited talk by Josh Auld from Argonne National Laboratory on the POLARIS traffic simulator, seven research paper presentations, and a panel discussion on trajectory
computing. The panel theme had been chosen based on the trend that trajectories become treasure nowadays
for understanding travelers, traffic, and locations. Making sense out of trajectories is an increasingly active research theme in computational transportation science. In fact, more than half of the submissions to this year’s
IWCTS are about trajectory computing. With a variety of backgrounds from academia and industry, this panel
provided expert perspectives on challenges and solutions of trajectory computing. The panelists include Jane
Macfarlane (UC Berkeley), Asif Haque (Lyft), Goce Trajcevski (Iowa State University), Matei Stroila (HERE
Technologies), Shashi Shekhar (University of Minnesota). The research paper presentations are summarized
below.
• Sergio Di Martino (IKG, Leibniz Universitt) presented ”A 2-Step Approach to Improve Data-driven Parking Availability Predictions”. The approach is based on the observation that the number of parking spaces
in a road segment is typically small and therefore the step-wise curve tends to have high variance that
hides the underlying trends; by smoothing the raw curve, the underlying trend is preserved.
• Abhinav Jauhri (Carnegie Mellon University) presented ”Data Driven Analysis of the Potentials of Dynamic Ride Pooling”. This paper provides an approach to determining the benefits of dynamic ride pooling
using an extensive ride-request data set (from a ride-sharing service) for three major US cities: San Francisco, New York, and Los Angeles. The authors find that roughly one out of every three vehicles operated
by ride-sharing services can be removed from the roads if riders are willing to pool and accept a travel
time penalty of slightly over two minutes.
• Reem Ali (University of Minnesota) presented ”Supply and Demand Aware Synthetic Data Generation
for On-demand Traffic with Real-world Characteristics”. The supply is generated from a database of
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business locations. The demand is generated based on population and home-work traffic taking into
account market competition and consumer constraints such as maximum travel distance, maximum travel
time and maximum wait time.
• Bo Xu (HERE Technologies) presented ”Temporal Sampling Constraints for GeoSpatial Path Reconstruction in a Transportation Network”. The paper discovers a sufficient and necessary condition of location
sampling rates such that the path traveled by any trajectory in a road network can be exactly reconstructed.
The authors make an analogy that their theory is an equivalent of the Nyquist-Shannon sampling theorem
in geospatial signal processing.
• Jingyu Xin (Washing University in St. Louis) presented ”Geographical Huff Model Calibration using Taxi
Trajectory Data”. Based on one million GPS taxi trajectories collected from the city of Shenzhen, China,
the authors discover a novel phenomenon that there is a significant linear relationship between localized
house prices and shopping center attractiveness. This phenomenon suggests that wealthy customers are
more sensitive to shopping center attractiveness than customers with less wealth.
• Alex Zolotovitski (HERE Technologies) presented ”Analysis of Potential to Improve Maps Using Car
Probe Data”. This paper proposes using current OEM (original car manufacturers) sensor data for highfrequency map change detection and maintenance. To evaluate this potential source of map updates, the
authors apply predictive modeling to a set of OEM sensor data for traffic sign change detection.
• Nikhil Vementala (Arizona State University) presented ”A Framework for Interactive Geospatial Map
Cleaning using GPS Trajectories”. The framework uses map matching to identify trajectories that do not
match any existing roads and therefore are candidate new roads. The framework also employs trajectory
clustering to find the center line of new roads and provides a user interaction system for human validation.
IWCTS 2017 established a Best Paper award which was issued to ”Geographical Huff Model Calibration
using Taxi Trajectory Data” authored by Shuhui Gong, John Cartlidge, Yang Yue, Guoping Qiu, Qingquan Li
and Jingyu Xin.
We would like to thank the authors for publishing and presenting their papers at IWCTS 2017, and the
program committee members for their professional evaluation and help in the paper review process. We would
also like to give very special thanks to our keynote speaker, invited speaker, and panelists.
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(Workshop Co-chairs)
The ACM SIGSPATIAL International Workshop on Geostreaming (IWGS) was held for the eighth time in
conjunction with the 25th ACM SIGSPATIAL International Conference on Advances in Geographic Information Systems (ACMGIS 2017). The workshop has been a successful event that attracted participants from both
academia and industry. The workshop addressed topics that are at the intersection of data streaming and geospatial systems. The workshop fostered an environment where geospatial researchers can benefit from the advances
in geosensing technologies and data streaming systems.
We are entering the era of ”big data” thanks to the exponential growth and availability of structured and
unstructured data, among which a large amount are real-time streaming data emitted from sensors, imagery and
mobile devices. In addition to the temporal nature of stream data, various sources provide stream data that has
geographical locations and/or spatial extents, such as geotagging twitter streams, mobile GPS location streams,
spatial temporal image streams, and so on. On one hand, this amount of streamed data has been a major propeller
to advance the state of the art in geographic information systems. On the other hand, the ability to process, mine,
and analyze that massive amount of data in a timely manner prevented researchers from making full use of the
incoming stream data. The geostreaming term refers to the ongoing effort in academia and industry to process,
mine and analyze stream data with geographic and spatial information.
This workshop addresses the research communities in both stream processing and geographic information
systems. It brings together experts in the field from academia, industry and research labs to discuss the lessons
they have learned over the years, to demonstrate what they have achieved so far, and to plan for the future of
geostreaming.
The workshop featured a keynote. The keynote was delivered by Conrad Albrecht from IBM T. J. Watson
Research Center, who presented IBM’s work in the field of big geo-spatial data analytics in order to generate
business relevant insight. He introduced the design of the geo-spatial analytics platform PAIRS and illustrate
its application by a series of demonstrations from areas such as weather forecasting, agriculture monitoring,
renewable energy utilization as well as land use recognition.
The call for paper resulted in 11 submissions of high quality research papers from industry and academia.
A program committee of 6 members reviewed the submissions and as a result 9 papers were accepted given
the time constraints of the workshop. 8 conference attendees registered to attend IWGS, and on average 12
attendees were present at every session of the workshop, although in certain sessions the attendance exceeded
20. The topics presented in the workshop include the following: Geostreaming Theory, Trajectory Analysis,
Mining Geostreams, Moving Object Data Stream Processing.
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Emergency management involves four stages: Planning and Mitigation, Preparedness, Response and Recovery. Geospatial applications (including GIS) have been extensively used in each stage of emergency management. Decision-makers can utilize the geospatial information to develop planning and mitigation strategies. GIS
models and simulation capabilities are used to exercise response and recovery plans during non-disaster times.
They help the decision-makers understand near real-time possibilities during an event. Once disaster occurs,
GIS will take effect in real time response and recovery activities
EM-GIS 2017(https://em-gis2017.github.io/) was held in conjunction with the 25th ACM SIGSPATIAL International Conference on Advances in Geographic Information Systems (SIGSPATIAL 2017) on November
7th, 2017 in Redondo Beach, California, USA. The purpose of the EM-GIS 2017 workshop is to provide a
forum for researchers and practitioners to exchange ideas and progress in related areas. This workshop in the
ACM SIGSPATIAL conference addresses the challenges of emergency management based on advanced GIS
technologies. This workshop will bring together researchers and practitioners in massive spatio-temporal data
management, spatial database, spatial data analysis, spatial data visualization, data integration, model integration, cloud computing, parallel algorithms, internet of things, complex event detection, optimization theory,
intelligent transportation systems and social networks to support better public policy through disaster detection,
response and rescue.
EM-GIS 2017 has accepted 14 research papers for or all presentations (15 minutes for each paper ). EM-GIS
2017 was a one-day workshop consisting of four sessions: (1) Mitigation using forecasting models, (2)
Miti-gation using social media and network analysis, (3) response in emergency management , and (4)
summarize and analysis in emergency management. The workshop have two best paper, Social Media
Discourse in Dis-aster Situations: A Study of the Deadly July 21, 2012 Beijing Rainstorm and Experimental
Study on Driving Behaviour.We would like to express our special thanks to the keynote speaker, Prof. Hui
Zhang (TgingHua University), who gave a very interesting and inspiring talk Smart Emergency Management
and GIS Technology for a Mega City. We would also like to thank the authors for publishing and presenting
their papers in EM-GIS 2017, and the program committee members and external reviewers for their
professional evaluation and help in the paper review process. We hope that the proceedings of EM-GIS 2017
will inspire new research ideas, and that you will enjoy reading them.
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Big data is emerging as an important area of research for data researchers and scientists. This area has
also seen significant interest from the industry and federal agencies alike, as evidenced by the recent White
House initiative on “Big data research and development”. Within the realm of big data, spatial and spatiotemporal data is one of fastest growing types of data. With advances in remote sensors, sensor networks, and the
proliferation of location sensing devices in daily life activities and common business practices, the generation of
disparate, dynamic, and geographically distributed spatiotemporal data has exploded in recent years. In addition,
significant progress in ground, air- and space-borne sensor technologies has led to an unprecedented access to
earth science data for scientists from different disciplines, interested in studying the complementary nature of
different parameters. Today, analyzing this data poses a massive challenge to researchers.
The workshop series on Analytics for Big Geospatial Data (BIGSPATIAL), has become one of the key
meeting points for researchers in the area of big geospatial data analytics, since 2012. Held every year, in
conjunction with the annual ACM SigSpatial conference, this meeting has found strong support from researchers
in government, academia, and industry.
Building on the success of the previous editions to bring together researchers from academia, government
and industry, who have been working in the area of spatial analytics with an eye towards massive data sizes,
the 6th workshop on Analytics for Big Geospatial Data (BIGSPATIAL 2017) was held in conjunction with
the 25th ACM SIGSPATIAL International Conference on Advances in Geographic Information Systems (ACM
SIGSPATIAL 2017) on November 7th , 2017. The main motivation for this workshop stems from the increasing need for a forum to exchange ideas and recent research results, and to facilitate collaboration and dialog
between academia, government, and industrial stakeholders. We hope that this workshop provides a platform
for researchers and practitioners engaged in addressing the big data aspect of spatial and spatio-temporal data
analytics to present and discuss their ideas.
This year we received 9 technical submissions out of which 6 were selected for full presentations at the
workshop. The technical program also consisted of three keynote talks from well-known experts from academia
and government. The keynote speakers included Dr. Budhendra Bhaduri from Oak Ridge National Laboratory,
Prof. Yan Huang from University of North Texas, and Prof. Goce Trajcevski from Iowa State University. The
BIGSPATIAL workshop series will continue to provide a leading international forum for researchers, developers,
and practitioners in the field of data analytics for big geospatial data to identify current and future areas of
research.
The workshop was well-attended with 25 registered participants. Besides the technical and invited talks,
three awards were given. This included the best paper award for the 2017 workshop which was given to Michael
Beckemeyer and Jan Vahrenhold, for their paper on “Bulk-Loading an Index for Temporally Overlaying Spatio-
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Textual Trajectories” and two BigSpatial Test-of-Time Awards, that were given to:
1. Ranga Raju Vatsavai, Auroop Ganguly, Varun Chandola, Anthony Stefanidis, Scott Klasky, Shashi
Shekhar, Budhendra Bhaduri, and Arie Croitoru for their 2012 paper on “Spatiotemporal Data Mining
in the Era of Big Spatial Data: Algorithms and Applications.”
2. Simin You, Jianting Zhang, Le Gruenwald for their 2013 paper on “Parallel spatial query processing on
GPUs using R-trees.”
We would like to thank the authors of all submitted papers. Their innovation and creativity has resulted in a
strong technical program. We are highly indebted to the program committee members, whose reviewing efforts
ensured in selecting a competitive and strong technical program. We would like to express our sincere gratitude
to the invited speakers.
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Abstract
This article reports on the 1st ACM SIGSPATIAL Workshop on Geospatial Humanities, held in conjunction with the 25th ACM SIGSPATIAL International Conference on Advances in Geographic Information
Systems. The article outlines the objectives of the workshop, and briefly describes the technical program.

1

Introduction to the ACM SIGSPATIAL Workshop on Geospatial Humanities

The 1st ACM SIGSPATIAL Workshop on Geospatial Humanities (GeoHumanities’17) was held together with
the 25th ACM SIGSPATIAL International Conference on Advances in Geographic Information Systems. It addressed the use of geographic information systems and other spatial technologies in humanities research, bringing together researchers and practitioners from different sub-fields of computer science and the geographical
information sciences, interested in the application of spatial methods and technology to the humanities.
Scholars in the humanities have long paid attention to spatial theory and cartographic outputs. Moreover,
in recent years, new technologies and methods have lead to the emergence of a field that is now commonly
known as the Spatial Humanities. Methods from the standard toolset of geographic information systems (e.g.,
computation of viewsheds and zones of influence, least-cost path analysis, mass-preserving areal weighting and
dasymetric mapping, terrain classification according to land coverage or land use, different types of thematic
cartography techniques, etc.) have been successfully employed to analyze the geographies of human cultures,
both past and present, and to address research questions posed by humanities-based fields. However, many
challenges persist in the application of more recent technical developments in the geographical information
sciences, which have been showcased in venues such as the ACM SIGSPATIAL conference. The workshop
is thus concerned with the use of geographic information systems and other spatial technologies in humanities
research, placing a strong emphasis on new methodologies that leverage recent technical developments (e.g., the
above-mentioned standard tools from geographic information systems, as well as more advanced methods such
as text-based geographical analysis or spatial simulation, can all benefit from innovative approaches leveraging
machine learning, parallel and/or distributed computation, semantic technologies, etc.).

2

The Workshop Program

The call for papers resulted in 13 submissions describing high quality research. A program committee of 31
members, which are listed on the workshop website1 , reviewed the submissions, and 8 papers were accepted for
presentation, given the time constraints of the workshop. The workshop program featured a keynote presentation
1

http://bgmartins.github.io/sigspatial-geohumanities/program-committee.html
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and 3 regular technical sessions, followed by a discussion at the end. The 3 sessions focused on (i) text geoparsing and gazetteer development, (ii) spatial analysis within geo-humanities and geo-linguistics, and (iii)
methods and applications from related areas.
After a brief opening address, the workshop started with the keynote presentation jointly given by Krzysztof
Janowicz and Yingjie Hu, respectively from the University of California at Santa Barbara and the University of
Tennessee at Knoxville. The presentation addressed the use of linked data for digital humanities applications,
discussing the benefits and shortcomings of this technology through examples that focused on geographic data
(e.g., places or itineraries) and on the combined use of ontologies and statistical approaches to annotate data.
After the keynote, the first session of paper presentations began with the work of Moncla et al., concerning a
prototype system that leverages text geo-parsing technology (e.g., methods for automatically geo-parsing street
names, implemented in the PERDIDO2 set of tools) to retrieve, map, and analyze the occurrences of place
names in fictional novels whose action takes place in Paris, published between 1800 and 1914. The second
presentation covered research by Rayson et al. concerned with the development of a new annotated corpus (i.e.,
the Corpus of Lake District Writing3 ) for supporting comparative experiments with geographical text analysis
methods. The first session ended with the presentation of a paper by McDonough and van de Camp, concerned
with the development of gazetteers for the early modern period (ca. 1450-1750) by collecting place names from
the ARTFL version of the canonical 18th-century Encyclopédie4 .
By the afternoon, the second session started with a paper from Chagnaud et al., in which the authors describe
spatial interpolation methods for producing isogloss maps depicting the spatial distribution of local dialects (i.e.,
maps with explicit boundaries that define areas where people share the same language features), leveraging
digital versions of the Linguistic Atlas of France5 . Afterwards, Bergmann and O’Sullivan discussed ideas related
to how geospatial projections can be generalized to better represent spatial multiplicity or fragmented spaces.
The third session started with a paper by Doytsher et al. concerning the development of emotion maps
(i.e., maps depicting emotions, such as boredom or happiness, in association to specific locations) through the
analysis of geotagged social-media posts. This was followed by Robinson et al.’s paper describing the use of
convolutional neural networks for producing high-resolution maps of population density, with basis on ancillary
information obtained through remote sensing. The final paper of the workshop described research by Wang et al.
focused on graph-based methods for analyzing spatio-temporal patterns in crime data, discussing a case study
with the city of Chicago from 2001 to 2016. A discussion period followed the last presentation of this session,
covering common aspects between the different contributions at the workshop.
The workshop had a total of 15 registered participants and, on average, 15 attendees were also present at
each session. We believe GeoHumanities’17 was a very successful event, through which the participants could
explore the contributions that modern GIS technologies can enable within and beyond the digital humanities.

3

Acknowledgments and Final Remarks

The organizers would like to thank the authors for submitting and presenting their contributions, and also the
program committee members and external reviewers for their professional evaluation and commitment to the
paper review process. We hope that the proceedings of GeoHumanities’17 will inspire new research ideas, and
that you will enjoy reading them. A special issue in the International Journal of Geographical Information
Science (IJGIS), featuring extended versions of the best papers at the workshop, is currently under preparation.
The authors would also like to acknowledge the support provided by the Trans-Atlantic Platform for the
Social Sciences and Humanities, specifically through the ’Digging into Early Colonial Mexico: A large-scale
computational analysis of 16th century historical sources’ project with reference HJ-253525-ES/R003890/1.
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Autonomous vehicles (aka self-driving cars) and their equipped intelligent systems are among the most
exciting and innovative technologies in transportation. In order to operate safely, autonomous vehicles require
high-precision geospatial datasets and maps, which contain significantly more detailed road information (such as
lanes and signs) and the true ground (absolute accuracy) than those found in conventional geospatial resources
for driving and navigation. With the integration with artificial intelligence, machine learning, data mining,
image processing and other technologies, novel intelligent applications are fast growing. This workshop aims
to bring both academic researchers and geospatial industry engineers together to present, discuss, and share the
state-of-the-art scientific research and technology advancement on related fields for autonomous vehicles. The
workshop participants will also have an opportunity to share their latest research works and brainstorm their
visions of high-precision maps and development on future intelligent applications for autonomous vehicles.
AutonomousGIS 2017 (http://stko-testing.geog.ucsb.edu/song/autonomousgis/)
was held in conjunction with the 25th ACM SIGSPATIAL International Conference on Advances in Geographic
Information Systems on Nov. 7, 2017 in Redondo Beach, California, USA. This workshop accepted 4 papers
in total including two full-papers and two short-papers. Each accepted full paper was allocated 20 minutes for
a presentation, while accepted short papers were assigned 15 minutes. The full paper entitled “Lane Boundary Extraction from Satellite Imagery” by Andi Zang (Northwestern University), Runsheng Xu (Northwestern
University), Zichen Li (New York University), and David Doria (HERE North America) won the Best Paper
Award. In addition, Dr. Christine McGavran from Google Inc. who is a Engineering Lead for Geo-Automotive
team gave a keynote titled “Delivering Useful Maps at Scale to Cars”, The workshop attracted in average 20
participants, with a maximum of about 40 participants during keynote in the room.
We sincerely thank the keynote speaker for her insightful keynote talk, and the authors for submitting and
presenting high-quality papers in the AutonomousGIS 2017. We also would like to thank the workshop organizing chairs and the program committee members for their time and efforts in reviewing and evaluating
the submitted papers. We hope that the proceedings of AutonomousGIS 2017 (https://dl.acm.org/
citation.cfm?id=3149092) will inspire new research ideas about high-definition maps and intelligent
applications for future autonomous vehicles.
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Deep Learning and Artificial Intelligence (AI) techniques are transforming a range of sectors from computer vision and natural language processing to autonomous driving and healthcare. In particular, deep learning
methods achieve great success in many computer vision problems, such as image classification and object detection. Deep neural networks are very powerful to capture the hierarchical representation of features in massive
and complex data by adopting multiple layers of non-linear information processing. Due to the availability of
vast and high-resolution geospatial data and efficient high-performance computing architectures, deep learning
techniques empower the geospatial system to provide fast and near-human level perception. For example, recent studies have shown deep learning techniques coupled with volunteered geographic information (such as
OpenStreetMap data) can accurately extract buildings from satellite imagery for humanitarian mapping in rural
African areas. Also, deep learning helps assimilate autonomous vehicles and intelligent transport system by
incorporating a great amount of information gathered by traffic cameras and sensors. Moreover, deep learning
technology facilitates the discovery of geographic information within unstructured text data across different languages. There are also many other applications of deep learning in the domain of GIS, such as the prediction
for spatial diffusion patterns in epidemiology, urban expansion prediction, and hyperspectral image analysis.
The 1st GeoAI workshop aims to bring geoscientists, computer scientists, engineers, entrepreneurs, and decision makers from academia, industry, and government to discuss the latest trends, successes, challenges, and
opportunities in the field of deep learning for geographical data mining and knowledge discovery.
GeoAI 2017 (https://udi.ornl.gov/geoai) was held in conjunction with the 25th ACM SIGSPATIAL International Conference on Advances in Geographic Information Systems on Nov. 7, 2017 in Redondo Beach,
California, USA. This workshop received in total 14 submissions, and after a rigorous review process, 8 papers
were accepted, reaching an acceptance rate of about 57%. Each accepted full paper was allocated 20 minutes for
a presentation, while accepted short papers were assigned 15 minutes. In addition, Dr. Shawn Newsam from the
University of California at Merced gave a keynote titled “Geographic knowledge discovery using ground-level
images and videos”, and Dr. Saikat Basu, from Facebook gave another keynote on “Using AI to help generate
roads for OpenStreetMap”. The workshop attracted in average 70 participants, with a maximum of about 100
participants in the room.
We sincerely thank the keynote speakers for their keynote talks, and the authors for submitting and presenting
their papers in GeoAI 2017. We also thank the program committee members for their time and efforts in
reviewing and evaluating the submitted papers. We hope that the proceedings of GeoAI will make a contribution
to this field and can stimulate new research in the near future.
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Driven by technological advances in hardware (positioning systems, environmental sensors), software (standards, tools, network services), and aided by various open movements (open, linked, government data) and the
ever-growing mentality of sharing for the greater good (crowdsourcing, crowdfunding, collaborative and volunteered geographic information), the amount of available geo-referenced data has seen dramatic explosion over
the past few years. Human activities generate data and traces that are now often transparently annotated with
location and contextual information. At the same time, it has become easier than ever to collect and combine rich
and diverse information about locations. Exploiting this torrent of geo-referenced data provides a tremendous
potential to materially improve existing and offer novel types of recommendation services, with clear benefits in
many domains, including social networks, marketing, and tourism.
Fully exploiting this potential requires addressing many core challenges and combining ideas and techniques from various research communities, such as recommender systems, data management, geographic information systems, social network analytics, text mining. The goal of the LocalRec 2017 workshop (http:
//www.ec.tuwien.ac.at/localrec2017/) was to bring together researchers and practitioners from
these communities providing at the same time a unique forum for discussing in depth and collecting feedback
about challenges, opportunities, novel techniques and applications. Essentially, LocalRec was about making
recommendations in which location plays a key role, either as part of the recommended object, or as part of the
recommendation process.
LocalRec 2017 was held as a full-day workshop. The program committee received and evaluated 10 submissions (6 full papers and 4 short papers/demos), out of which 6 papers (3 full and 3 short/demos) were selected
for publication and presented in the workshop. Among the main conference attendees, 11 registered specifically for our workshop and around 12 people attended the workshop at peak time. The event was organized
around three sessions. In the first session, Prof. Chen Li from the University of California, Irvine delivered his
keynote titled “Using Cloudberry to Support Interactive Exploration and Visualization on One Billion Tweets
for Recommendations” which was one of the highlights of the workshop. In his talk, Prof. Li introduced his
system called Cloudberry, a system for analytics and visualization on large data sets with spatial, temporal, and
textual attributes, such as social media data and query logs. It supports aggregation queries on various types of
attributes, and allows efficient data exploration at different granularities (e.g., state, county, and city). It also
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supports real-time analytics, which can allow applications to monitor whats happening now.. In this talk, he
gave an overview of the system, presented initial results, and open challenges. Furthermore, Prof. Chen Li gave
a live demonstration showing the capabilities of the system using tweets from Twitter.
The second session opened with Liyue Fan whose paper investigates whether the visit time of a location can
reflect the nature of the place and can be used to measure similarity between locations. The author presented
a novel location feature termed the temporal signature, to capture the temporal visit patterns of the location
by aggregating user data. Next, Park et al. presented two methods to protect user privacy on location-based
social networks by obfuscating discriminative location data in user profiles. The first method uses an EntropyMaximizing Observation Function based on the number of posts by a user and the number of other users posted
at the some location, while the second method uses an identification algorithm to determine which users can be
potentially identified and then alters their posts. Last, Wajid et al. presented a demo how to identify short-names
for organizations from social networks. When a user enters a short-name as a location-aware search query, the
challenge to infer the relationship between the short-name and the ostensibly represented organization, arises.
In the third session, Kamada et al. presented a novel monitoring scheme for patients suffering from dementia.
The novelty of this monitoring scheme is that the extend of the monitoring area changes for different stages of the
disease. Also, this area is automatically generated using location-based data collected from the patient. Tomaras
et al. investigated the problem of detecting the location and the extent of large events in urban environments.
The authors presented fEEL, a scheme that enables the identification of the boundaries of large social events
occurring in smart cities by exploiting multiple sources of data. Last, Silbernagl et al. presented an application
that allows the identification of appropriate OpenStreetMap tags by querying co-occurring keys and tags, as well
as similar sets of tags in a database. The proposed approach helps discovering combinations of tags and their
usage frequency in contrast to common recommender systems that focus on classifying/clustering elements and
finding the most accurate (single) class/cluster rather than sets of tags.
In conclusion, we would like to thank the authors for submitting, publishing and presenting their papers
in LocalRec 2017, and the program committee for their professional evaluation and help in the paper review
process. We would like to specially thank Prof. Chen Li for his exciting keynote. We hope that the proceedings
of the workshop will inspire new research ideas and that you will enjoy reading them.
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The 1st ACM SIGSPATIAL Workshop on Analytics for Local Events and News (LENS 2017) was held in
conjunction with the 25th ACM SIGSPATIAL International Conference on Advances in Geographic Information
Systems (ACM SIGSPATIAL 2017). The workshop is intended to bring together experts from the research
community and industry to exchange ideas on opportunities, challenges and cutting-edge techniques for local
events and news analytics. The workshop has attracted 12 submissions, including 11 regular research papers
and one vision paper, accepted 6 submissions for publications; 5 regular papers and one vision paper, with 50%
acceptance rate. The papers are reviewed by 13 program committee members, where each paper is assigned to
three reviewers. Total 11 attendants registered for the workshop. The actual number of attendants along the day
fluctuated from 11 to 15, with an average of 11 attendants maintained almost all the time. The workshop has
achieved its goal with bringing up together experts from both academia and industry with a set of productive
discussions and talks.
The workshop has featured two excellent keynote speeches, one from academia and one from an industrial research lab. Both keynote speeches included very fruitful discussions with the workshop attendants that
ended up with identifying some of future directions and challenges to address in the workshop scope. We next
summarize the workshop content along with listing the identified challenges and future directions.
Our first keynote speaker is Prof. Daniel B. Neill from New York University/Carnegie Mellon University’s
Heinz College. His talk discussed his work on “Event and Pattern Detection at the Societal Scale” where
he combines machine learning with public policy to address crucial societal applications such as public health,
public safety, and community security. The keynote mainly discussed scaling up pattern detection in two aspects.
The first is the computational methods that are used to process large amounts of data that are generated by the
societal applications. The second is complex structures that imposed by real data, e.g., social networks. The
keyonte has identified three important directions to consider for future research. The first direction is integrating
more complex constraints that come from the human aspect of the data. The second direction is investigating
new ways to make use of the different types of available data, e.g., images, videos, etc. The third direction is
using the existing data beyond the detection to consider more futuristic uses. Examples of that could be tracking
origin causes of certain phenomena or studying algorithmic fairness where bias in the output results is eliminated
with respect to gender, age, ethnicity, etc.
Our second keynote speaker is Dr. Xiaomo Liu, a Senior Research Scientist in Thomson Reuters Labs. He
delivered a very informative talk about “Reuters News Tracer: Toward Automated Journalism Using Large Scale
Social Media Data”. Reuters News Tracer is a big project that aims to two main goal. First, effectively collecting
news stories from social media data in real time. Second, differentiating trustful news from fake news. Toward
these goals, the speaker has described a plenty of interesting techniques in noise filtering, data annotation,
geo-location extraction, news clustering, news summarization, and veracity. The technical contributions of
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this project are published in several conferences including ICWSM’15, CIKM’15, CIKM’16, ICDE’17, and
BigData’17. The keynote identified several rooms for improvement in the current literature. First, detecting
the news event with its four W’s (Who, When, What, and Where) is still challenging and need to be enhanced.
Specifically, clustering related items to form a news story is still open area of research. Second, news ranking
is still challenging because of the plenty of factors it is affected with and the way these factor affect the ranking
in different cases. For example, the same event, e.g., Earthquake, in different cities might have totally different
wiehgts in ranking the news story. Third, veracity algorithms still have several rooms of improvement.
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The prediction of human and vehicle mobility in a city is becoming attracting field. This topic attracts researchers in broad field from the behavioral science, where understanding the complexity of the human mobility
behavior is one of the hot topic, to industrial field, which apply the result to many beneficial applications. Recent progress to sensing human mobility via smartphones is boosting this trend. However, due to the complexity
and context-dependence of human behavior and the incompleteness and noise of geospatial data collecting from
various sensors, the prediction of human and vehicle mobility is still far from solved. This workshop aimed at
collecting contributions on the cutting-edge studies in human mobility description, modeling, intelligent computational method which can advance the human and vehicle prediction research. Potential topics included, but
were not limited to 1) The next location prediction of individual mobility, 2) The crowd or population mobility
prediction, 3) Dynamics of pedestrians, 4) commute flow and migration flow, 5) Traffic congestion, road usage
forecast and optimal vehicle routing, 6) Social event forecast using geospatial data, 7) Novel agent mobility
simulators, and 8) Case studies of mobility estimation in academia as well as in industrial field.
The first PredictGIS workshop was held on 7th November 2017 at the ACM SIGSPATIAL conference in
Los Angeles, USA. At PredictGIS 2017, there were 9 presentations, of which 6 were full papers, 1 was a vision
paper, and 2 were keynote presentations. The average number of attendees were around 10 people, with a
maximum of around 15 people. There were 14 people who registered for the workshop. Overall, the workshop
attracted papers with various topics, methods, and datasets. The variety of papers increased the number of topics
covered in the workshop, and triggered an intense discussion between attendees on the current trends, issues,
and also future research opportunities related to the prediction of human mobility.
We had two keynote presentations, from both the academia and the industry. The first keynote was delivered
by Takahiro Yabe from Purdue University with the title, ”Prediction of mass people movement from agent model
and observation data”. He presented the keynote on behalf of Dr.Yoshihide Sekimoto, an Associate Professor of
the University of Tokyo because he could not attend the workshop. The keynote covered various topics related
to understanding and predicting the movement of individuals in the urban scale, and introduced projects using
various datasets from surveys to mobile phone GPS data. The keynote included papers that were presented in
past ACM conferences (Ubicomp, SIGSPATIAL) and focused on the prediction of urban mobility in disaster
situations. The second keynote was presented by Kota Tsubouchi from Yahoo Japan Corporation. He talked
about the works presented in ACM conferences on utilizing the massive GPS dataset collected by Yahoo Japan.
He also provided us with future opportunities of combining location information with other interesting datasets
collected by Yahoo Japan.
In our first presentation, Xinyi Liu from University of Wisconsin-Madison talked about the impact of MTUP
to explore online trajectories for human mobility studies. She used neat visualization tools to assess the issue
of time granularity when clustering trajectory data. Her presentation was followed by Joon Heo from Yonsei
University. He talked about the preliminary results of his analysis of mobility data of students within the campus,
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and how he could utilize it to understand and ultimately improve the quality of student life in the university.
After lunch break, Priit Jarv from Tallinn University of Technology presented his unique work on extracting
mobility data from geo-tagged photos. The universality of the methods and analysis drew attention and raised
some discussion within the attendees. Akihito Sudo talked about his deep neural network model for predicting
the indoor crowd density. His idea was to modify the deep neural network by adding columns in the first few
layers to extract important features.
In the last session, Pang Yanbo from the University of Tokyo presented his work on modeling and reproducing human daily travel behavior from GPS data using a Markov decision process approach. He utilized Yahoo
Japan Corporation’s GPS dataset to reconstruct the urban flow using inverse learning of the reward functions.
Xiliang Liu from the Institute of Geographic Sciences and Natural Resources Research presented his work on
the stepwise heterogeneous ensemble method for citywide traffic analysis. Finally, Dominik Bucher from ETH
Zurich presented his vision paper on using volunteered geographic information to improve mobility prediction.
His talk was perfect as our last presentation, as it lead to a very deep discussion on how the next steps of human
mobility prediction should be. As a whole, this workshop had very fruitful discussions along with very interesting and cutting-edge talks from the presenters. We would like to thank the presenters and attendees of the
workshop for making it a huge success, and also the organizing members of ACM SIGSPATIAL 2017 for giving
us an opportunity to hold this workshop.
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