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Editorial 

Welcome to the July 2011 issue of SIGSPATIAL Special. This issue is dedicated to 
“Geographic Information Retrieval”. We have invited two experts from this area as guest 
editors of this issue: Ross Purves and Christopher Jones. 

The July issue opens with the guest editors’ introduction to the issue and the area of 
Geographic Information Retrieval in general.  The guest editors have managed to 
organize an issue covering many aspect of the area with a large set of expert letters and in 
a very short amount of time. We would like to thank the guest editors for their efforts. We 
also would like to thank the authors for their contributions.

With the July 2011 issue, my three year term as the editor is ending and the editorship of 
SIGSPATIAL Special will be changing starting with the November issue. I have a long 
list of people who helped me get started with a new newsletter. In particular, I would like 
to thank Prof. Hanan Samet and Prof. Walid Aref from the SIGSPATIAL organization 
for their continuing support for the last three years. There are many others in ACM and 
SIGSPATIAL who has spent time with me to make sure that each issue appears in timely 
manner. I am grateful for all the support I got from these organizations which made my 
life dramatically simpler than what could be without their input.  

Egemen Tanin, Editor 
Department of Computer Science and Software Engineering 
University of Melbourne, Victoria 3010, Australia 
Tel: +61 3 8344 1350 
Fax: +61 3 9348 1184 
Email: egemen@csse.unimelb.edu.au
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Detecting Geographical References in the Form of Place Names and

Associated Spatial Natural Language

Jochen L. Leidner Michael D. Lieberman
Thomson Reuters Global Resources University of Maryland

Catalyst Lab Department of Computer Science
Neuhofstrasse 1 Institute for Advanced Computer Studies

CH-6340 Baar, Switzerland College Park, MD 20742 USA
leidner@acm.org codepoet@cs.umd.edu

Introduction
Recognizing spatial language in text documents, termed geoparsing, is useful for many applica-
tions, because together with mapping such language to lat/long values, also known as geocoding,
it enables the connection of the unstructured textual realm with the structured realm of Geographic
Information Systems (GIS) [11]. For example, news stories about events happening in a particular
location can be explored on a map for a spatial understanding of these events, as implemented
by applications like the European Media Monitor (EMM) [18] and NewsStand [13, 20]. Web
pages, blogs, encyclopedia articles, news stories, tweets and travel reports can all benefit from such
interlinking with maps, which requires the recognition of spatial language. Note that geoparsing
can be considered as a more specific application of the task of Named Entity Recognition and Clas-
sification (NERC): NERC is concerned with automatically recognizing proper nouns of any kind,
often meant to include monetary amounts, dates, and other types, while geoparsing is the NERC
task applied to locations specifically. Geoparsing is also known by many names in the literature,
including geotagging, georecognition, and toponym recognition, but for consistency, here we will
refer only to geoparsing. In this paper, we provide an overview of the challenges related to geop-
arsing, several families of geoparsing methods, existing systems and data collections available for
performing geoparsing, and open research questions related to geoparsing.
At the core of geoparsing’s difficulty are the many ambiguities present in natural language,

including ambiguities related to toponyms. Indeed, these ambiguities form the focus of the next
two notes by Overell and Buscaldi. The type of ambiguity most relevant for geoparsing is termed
geo/non-geo ambiguity, i.e., that many non-locations share names with locations. For example,
“Paris” can refer to “Paris, France”, but might also refer to the person “Paris Hilton”. Removing
geo/non-geo ambiguity is crucial for successful geoparsing. Note that the amount of geo/non-
geo ambiguity is affected by the level of granularity of toponyms considered in the procedure. A
geoparsing process for country-level toponyms could be considered easier than one for city-level
toponyms, due to the comparatively smaller number of country toponyms, which provides fewer
opportunities for geo/non-geo ambiguity. Another challenge with geoparsing is how to deal with
misspellings or errors in the documents themselves.
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Types of Geographic References
Many different types of entities can be considered geographic references. Perhaps the most obvious
type of references are geopolitical entities, such as countries (e.g. “Spain”) and administrative divi-
sions (“Brooklyn”; “Midlothian”), as well as populated places such as cities and towns (“Zürich”).
Other types of region locations can include postal codes (“CB2 1RD”; “D-76887”) and munic-
ipal areas. At a smaller scale, various hyperlocal locations could be considered, such as streets
(“Einstein Drive”), street addresses (“Sofienstraße 7”), street intersections (“51st St and Lexington
Ave”), city centers (“downtown Seattle”), and buildings (“US Supreme Court”). In some appli-
cations, natural geographic features would be locations of interest, such as parks (“Hyde Park”),
rivers (“Potomac”), and mountains (“Snowdon”). In contrast to formal place name gazetteers,
which contain features named on maps, volunteered geographic information [7], which comprises
an ever growing part of the Web, frequently also includes vernacular descriptions of locations, as
well as references to imprecise areas (“east coast”; “southern France”; “downtown Washington”).
Each of these location types affords different kinds of context that enable readers to understand
that a location is being referred to. Some or all of these may be considered in the geoparsing
task, depending on the application’s requirements or utility. Note that we can further distinguish
between recognizing simple names referring to locations (e.g. “London”) and recognizing com-
plex geographic phrases (e.g. “30 miles North of Austin”; “Washington, DC, USA”). The former
refer to locations directly, whereas the latter can be analyzed compositionally, i.e., the meaning or
reference of the expression is a function of the meaning of the parts and the way they are combined.

Processing Textually-Encoded Spatial Data

Spatial StorageSpatial InferenceApplication
Visualization

Preprocessing Geoparsing Geocoding

Figure 1: Reference model for processing textual geographic references.

Geoparsing is often integrated as one step of a multi-stage document processing pipeline. Figure 1
shows a typical processing pipeline. In a preprocessing step, the textual part of a document is sep-
arated from additional information such as metadata, formatting, layout, and the like. Depending
on the nature of the document collection to be processed, this activity may range from a simple
selection/projection of XML content elements containing digital textual prose, to automated lay-
out analysis, Optical Character Recognition (OCR), automatic spelling correction, elimination of
HTML markup in Web pages, or conversion from proprietary formats such as Microsoft Word.
The geoparsing step comprises the detection of all ranges in the text that refer to place names
(i.e. toponyms) or descriptions and, if more than one type are dealt with, the classification accord-
ing to the type of geographic feature (e.g. anthropogenic artifact, natural place, human-inhabited
dwelling). We describe geoparsing methods in the next section. After, a geocoding step (also
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known as toponym resolution, a term coined in [11]) disambiguates toponyms with more than one
candidate referent, and maps each toponym to its geographic representation, such as a polygon
or the lat/long of the location’s centroid. Once the geographic semantics of text documents are
analyzed, a spatial indexing step may store the information in a data structure that permits fast re-
trieval using spatial operations, such as retrieval of all locations inside a bounding box or nearest to
a given reference location, as an alternative or supplement to a textual inverted file index. Option-
ally, a spatial inference step may perform certain reasoning operations according to a spatial logic.
For example, if a place A is south of B, and B is south of C, then A is also south of C (transitivity).
Finally an application accesses and uses the extracted spatial knowledge to fulfill its purpose, e.g.,
crime mapping [12, 17]. A typical component of many geographic applications is the visualization
of a single location or cluster of locations on a map. Note that the steps subsequent to geoparsing
are aspects of the processing pipeline that are beyond the scope of this paper.

Geoparsing Methods
There are three fundamental families of methods currently in use for the recognition of geographic
language in text:

1. Gazetteer Lookup Based. The text is traversed either word by word or charac-
ter by character, and searched for occurrences of a predefined set of toponyms.
These toponyms are stored in a gazetteer, a database of place names and associated
metadata [8]. Gazetteers are typically stored in tries (e.g. PATRICIA tries), hash
tables [16], and/or in SQL databases on secondary storage. Note that special treat-
ment of multi-word toponyms (e.g. “New York City”) may be necessary, where a
naive lookup-based approach can easily lead to inefficiencies. If the set of toponyms
is not organized in a flat list but as a hierarchy, the term ontology-based geoparsing
is used. Note that data quality is also an issue, as the incomplete and noisy nature of
gazetteer data can lead to false positive and false negatives. Also, place names and
administrative boundaries are constantly changing, and managing an update pro-
cess for the gazetteer requires an integrated and automated workflow. Gazetteers
often used in geoparsing systems include the NGA’s GNS1, USGS’s GNIS2, and
GeoNames3.
Example: “Berlin” recognized by gazetteer lookup inGATE’s ANNIEmodule [4].

2. Rule Based. A set of symbolic rules in a domain-specific language encodes a
decision procedure that permits an interpreter to decide whether a word is a to-
ponym or not. Typically, Regular Expressions (REs), which correspond to Finite
State Automata (FSAs), or Context-Free Grammars (CFGs), which correspond to
Push-Down Automata (PDAs), are used. Definite Clause Grammars (DCGs) are
an extension of CFGs implemented by PROLOG. The former permit fast lookup
and small storage at the same time [1], but permit only patterns with predefined
maximum depth and limited forms of nesting [9], whereas the latter permit the for-
mulation of less efficient, but more expressive grammars [2, 19].

1http://earth-info.nga.mil/gns/html
2http://geonames.usgs.gov/domestic
3http://www.geonames.org
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Example: city of ? → <TOPO> in DIAL, the rule language of OpenCalais.
Example: An automaton representing [A-Z].+shire, matching toponyms end-
ing in “shire”.

3. Machine Learning Based. A sliding window is moved over the text, and at each
position a set of properties known as features are computed. Features may comprise
checks for particular strings, length computations, capitalization, and the like, and
are frequently Boolean tests. Based on a training corpus containing gold data,
feature configurations that are most highly correlated with toponyms are extracted.
When run on a test corpus of unannotated text, the same features are computed and
the most likely class for each word (i.e. toponym or non-toponym) is decided using,
for instance, statistical inference [5, 6, 15].
Example: A feature F(W[*+1]=="Ave") == true, P (LOC|F ) = 0.9918.
Here, for each word in the document, the subsequent word (W[*+1]) is tested
for equality with the string “Ave”, which comprises a Boolean test whether or not a
sequence like “Madison Ave” has been found, in which case the value of this feature
would be true, and otherwise false. Each feature is statistically correlated with
the target outcome during training on a gold data corpus, which permits category
prediction at runtime.

Gold Data Collections
In order to extract geographic language from documents using supervised machine learning meth-
ods, such as those described above, and to aid in the evaluation of geoparsing methods, a gold data
corpus, also known as a reference corpus, of documents is required, in which all occurrences of ge-
ographic names or phrases in the documents have been manually annotated. These annotations are
compared with an automated system’s output to measure the system’s accuracy. A small number
of such gold data corpora are available. The Message Understanding Conference (MUC) [3, 10],
the ACE 2005 evaluation [14], and the CoNLL 2003 Shared Task [10, 21] are contests that pro-
vided participants with gold data corpora that are now commonly used to evaluate the quality of
name taggers, including but not limited to location names. Note that despite the availability of
these collections, there exists a general paucity of gold data corpora that are well-suited for use in
geoparsing evaluation, due to several reasons. Gold data corpora are often derived from or make
use of document collections that are under restrictive usage licenses, which hinders data sharing
among researchers. Furthermore, creating gold data annotations is a large manual effort, especially
if multiple human annotators are required. As a result, gold data corpora tend to be very limited
in size, having at most a few hundreds of documents, which stands in stark contrast to, e.g., the
ever-growing volume of data on the Web.

Systems
There are several proprietary and open source systems available to recognize toponyms and other
names, as well as geographic phrases. The C&C tagger [5] is a fast, open source, maximum en-
tropy machine learning-based tagger implemented in C++. Apache’s OpenNLP4 is a Java API
for natural language processing components, including a module for named entity recognition.

4http://incubator.apache.org/opennlp
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Thomson Reuters’sOpenCalais5 and Yahoo!’s Placemaker6 are popular, freely availableWeb ser-
vices that tag names in documents, and provide additional metadata. The University of Sheffield’s
GATE7 open source framework for text processing comprises APIs, a GUI and a component plu-
gin architecture for natural language applications in Java under the LGPL license. Its distribution
includes ANNIE [4], a rule-based name tagging component that also recognizes toponyms. Ling-
Pipe8 is a commercial open source Java library that contains a name tagger based on statistical
language models. Stanford University’s open source machine-learning based tagger [6] uses linear
chain Conditional Random Field (CRF) sequence models.

Open Research Problems
1. How can geoparsing be carried out in a semantically compositional way? A
phrase like “40 miles North of Kabul” describes a fuzzy area that might be com-
puted from the respective meanings of “40 miles”, “North” and the location related
to Kabul.

2. How can we recognize unknown toponyms? In English, place names, as with
other names, are capitalized, which is often the single most valuable feature in a
machine learning-based system. However, methods must be devised for identifying
and using alternative contextual clues, especially in languages where capitalization
is not as valuable a cue.

3. How can we perform joint geoparsing and geocoding? It would be desirable to
use geocoding (i.e. toponym resolution) knowledge to improve geoparsing (i.e. to-
ponym recognition), and vice versa, by combining them in a single step. From a
machine learning point of view, this corresponds to a joint optimization problem of
two objective functions.

4. How can we make geoparsing methods robust with respect to the geographic
granularity of the input? In other words, given that documents vary in geographic
scope (i.e. distribution versus proximity of locations mentioned), how can we design
methods that perform well on both global-scale and local-scale data?

Conclusion
We have surveyed existing techniques for extracting geographic references, and have given an
overview of the tools currently available to recognize spatial language in text documents. In do-
ing so, we presented the techniques in context, using a proposed processing model that typical
applications follow, and suggested several open problems for future research. Given the increas-
ing importance of geography, and of understanding and leveraging the spatial aspects of data in
Web and mobile applications, it is apparent that geoparsing methods will play a burgeoning role in
comprehending this ever-expanding universe of data.

5http://www.opencalais.com
6http://developer.yahoo.com/geo/placemaker
7http://gate.ac.uk
8http://alias-i.com/lingpipe
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Approaches
Many approaches have been proposed in recent years in the context of Geographic Informa-
tion Retrieval (GIR), mostly in order to deal with geographically constrained information
in un-structured texts. Most of these approaches share a common scheme: in order to
disambiguate a toponym t with n possible referents in a document d, they find a certain
number of context toponyms c0, . . . , ck that are contained in d. A score for each referent
is calculated according to the context toponyms, and the referent with the highest score is
selected. According to the method used to calculate the score, Toponym Disambiguation
(TD) methods may be grouped into three main categories, as proposed by [7]:

• map-based : methods that use an explicit representation of toponyms on a map, for
instance to calculate the average distance of unambiguous context toponyms from
referents;

• knowledge-based : methods that exploit external knowledge sources such as gazetteers,
Wikipedia or ontologies to find disambiguation clues;

• data-driven or supervised : methods based on machine learning techniques.

Map-based methods usually do not need any information other than the coordinates of
the places appearing in context. These methods are usually very sensitive to changes in
context; therefore, it is necessary to remove places that are very far on average from the
others [14] from the context, or to include external knowledge, such as the position of
the “source” of a text [6]: for instance, if the toponym “Paris” is found in a Texas-based
newspaper, it is more likely that it is referring to “Paris, TX” rather than Paris in France.
The “source” of information is an important disambiguation feature especially for local
text collections: in [6], it has been shown that 76.2% of the places mentioned in an Italian
newspaper are located within 400km of the city where the newspaper is published.

The size of a location, for example measured through the number of inhabitants living in
that place, is an important clue in knowledge-based methods: more populated places are
more likely to be mentioned. Population represents a good rule-of-thumb if other context
information is not available. This heuristic was included in the methods of [12, 1, 2].
Structural information derived from the containment, or part-of, relationship was also used
to develop methods that are based on the idea that the places in the context are usually
contained in the same region or geographical area. Some examples of hierarchy-based
algorithms are [3, 7]. Wikipedia was also successfully used by [11], who took advantage
of article templates, categories and referents (links to other articles in Wikipedia).

Data-driven methods are not commonly used in TD, mostly because of the lack of geo-
graphically tagged data and the problem in the classification of unseen toponyms. Nev-
ertheless, supervised classifiers has been implemented with mixed results. The advantage
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of these methods is that they can exploit non-geographical content, such as in the work
of [13], where events are used to build a probabilistic model, using the spatial relation-
ships between non-geographical entities and places; for instance, if some known person
or organisation are based at a place, their presence in the context of the toponym may
represent an important clue (for instance, “Google” in the context of “Mountain View”
may suggest that it is “Mountain View, CA” rather than “Mountain View” in Arkansas).

Toponym Ambiguity
The ambiguity of a given toponym depends strictly on the specific resource used to rep-
resent the world (usually a gazetteer or an ontology): these resources may be more or less
detailed, implying that the number of referents for a toponym vary greatly from a resource
to another. For instance, there are two cities named“Cambridge” in the world according to
WordNet, 38 according to Yahoo! GeoPlanet and 40 according to Geonames. Gazetteers
and geographical ontologies may be characterised according to their scope, coverage and
detail or granularity. The scope of a geographic resource indicates whether a resource
is limited to a region or a country (for instance, the scope of Ordnance Survey data is
limited to Great Britain), or it is a resource covering all the parts of the world. Coverage
is determined by the number of toponyms listed in the resource. Detail is related to how
fine-grained is the resource with respect to the area covered.

Using one resource rather than another affects not only the degree of ambiguity of to-
ponyms, but also the choice of the disambiguation method that can be used. With an
highly detailed resource, the chances of finding an ambiguity within a single state or re-
gion increase; therefore, the methods that relies on the containment relationship to resolve
ambiguities may be negatively affected by the use of a highly detailed resource. While
the resource determines the disambiguation method, the task determines the resource to
be used. In [6], the objective was to disambiguate toponyms in a local Italian newspa-
per, where the granularity of toponyms was intended to be at the level of street names.
These requirements made it necessary to create a custom resource by merging Geonames
data with data extracted from the Google Maps API, because there was no freely avail-
able resource listing street names together with city, region and country names. Street
name ambiguities may frequently occur at the province level, with the result that it was
impossible to apply disambiguation methods based on hierarchies.

Some classes of toponyms are more ambiguous, on average, than others. In [6] it has been
shown that street names are 25% more ambiguous than city names. It can be assumed that
the average degree of ambiguity is proportional to the depth of a place in a geographical
ontology. This reflects the fact that people usually see the world at a level of detail that
decreases with distance (the “Steinberg hypothesis” by [11]).

Evaluation
The lack of a rigid evaluation procedure and a standardised test-set has represented a
major issue in the evaluation of toponym disambiguation methods. Most of the initial
works published calculated their results under particular conditions and using small test-
sets that makes reproduction of their results difficult. In some cases, the same method
applied to different test-sets obtained very different results: [15] report precisions between
21% and 87%, depending on the test collection used. Therefore, in recent years there
has been an effort to produce test collections specifically aimed to the evaluation of to-
ponym disambiguation methods. In these test collections, toponyms have been manually
labelled with the correct referent. These resources include the the TR-CoNLL corpus [8],
GeoSemCor [7], the SpatialML [9] and the LGL [10] corpora.

The TR-CoNLL corpus consists in a collection of documents from the Reuters news agency
labelled with toponym referents. A set of 946 documents was manually annotated with co-
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ordinates from a custom gazetteer derived from Geonames. The resulting resource contains
6, 980 toponym instances. GeoSemCor was obtained from SemCor, the most used corpus
for the evaluation of WSD methods. SemCor is a collection of texts extracted from the
Brown Corpus of American English, where each word has been labelled with a WordNet
sense (synset). It contains 1, 210 toponym instances in its final version. The SpatialML
corpus is a manually tagged collection of documents drawn mainly from broadcast news,
newsgroups, and weblogs, which contains 4, 783 toponyms instances. LGL (Local/Global
Lexicon) is a corpus of 588 articles collected from 78 different data sources, containing
4, 793 toponyms. This corpus is focused on smaller newspapers with a localised audience,
which have a large presence on the Internet, in contrast with the other resources which
have been derived from news wires, which is usually written for a broadly distributed
geographical audience.

The primary measures used for the evaluation of toponym disambiguation are precision
and recall, where precision is calculated as the number of correctly disambiguated to-
ponyms divided by the number of disambiguated toponyms, and recall is calculated as
the number of correctly disambiguated toponyms divided by the number of toponyms in
the test collection. Correctness is determined by comparing the location ID assigned by
the disambiguation process to the location ID label contained in the resource. A fuzzy
criterion for correctness could use the inverse of the distance between the assigned location
and the correct one. This criterion reduces the importance of errors such as mismatch-
ing the province with the city of the same name [10] though problems still exist since
point-based geometry assigns a single location (for example a centroid) irrespective of the
spatial footprint related to a toponym.

Areas with Success and Failure
In the last years, the relationship between Toponym Disambiguation and Information
Retrieval has been object of many studies. This is also a result of the introduction in
2005 of the GeoCLEF evaluation campaign (see also the notes from Mandl and Cardoso
in this issue). [17] carried out experiments on a reduced document set from GeoCLEF
and showed that halving the disambiguation accuracy appears to have a greater negative
effect on MAP score than halving NERC Recall. In [5] an experiment using the whole
collection showed that disambiguation improved results only in the case of short queries
and with a relatively detailed geographical resource (GeoNames) was used, a configuration
more similar to Web retrieval than to the IR ad-hoc task. Recent work by [16] shows an
improvement in the retrieval performance when applying TD to IR over geological texts.

Some tasks where toponym disambiguation has as of yet failed to prove useful are the scope
resolution task and Question Answering (QA). In the first case, [2] observed that content-
based features, such as person names, are more useful for the resolution of geographical
scopes than the disambiguation of ambiguous toponyms in text. In [5], the experiments
in QA showed that the errors derived by the wrong labelling of ambiguous toponyms do
not alter significantly the process of answer extraction.

Conclusions
In the last decade, toponym disambiguation has progressively gained importance within
the field of Natural Language Processing. The number of works dealing with this task
has been increasing: some have proposed new methods and compared them with existing
ones, others have dealt with the production of evaluation frameworks, and finally some
areas with success have appeared. However, there is still room for further work: toponym
disambiguation may be used to tag ambiguous toponyms in Web documents in order to
compensate the “lack of explicit spatial knowledge within the Web” [4]. Moreover, given
that the average performance of existing methods usually do not exceed 85% in accuracy,
and it may vary depending on the collection used and the final task, researchers may be
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interested in developing new methods or adapting the existing ones to new tasks.
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Spatial descriptors and place models 
Vagueness arises as a problem in the context of grounding named entities, a central task in 
geographic information retrieval (GIR) which consists in establishing the entities’ “denotation 
with respect to the world or a model” [8]. We use the term spatial grounding in a slightly more 
general sense to refer to the association of any type of spatial descriptor with a place model. In 
the simplest case, the descriptor consists of a toponym and the place model is provided by a 
(vague) geographic region. More complex descriptors make use of prepositional phrases or even 
a text span comprising many sentences, e.g. a travel blog entry. However, descriptors are in no 
way limited to natural language expressions. A frequently used descriptor in mobile GIR is the 
geographic position of the user as part of the specification of an information need. Furthermore, 
spatial activities such as taking photographs can also act as descriptors for places models (“tell 
me more about the focused object”). Different place models for representing the vagueness of 
regions have been proposed including supervaluation semantics and qualitatively augmented 
fuzzy footprints [12]. In this paper we concentrate on approaches to grounding that exploit 
diverse information sources, for instance, topographic data or the spatial behavior of a user 
community, to determine place models which are sometimes more complex than point sets.  
 
Regions with vague boundaries 
Most precisely delimited geographic entities are created by institutions such as a national 
cadastre or mapping agency which have a mandate to define spatial boundaries and to control the 
naming process. Despite the activities of the United Nations Expert Group on Geographic 
Names, not all countries have established national geographical names authorities. Where such 
authorities exist, it is far from clear whether the citizens are acquainted with the official meaning 
of all toponyms [5]. Furthermore, many place concepts used in everyday communication are not 
controlled by a naming authority. A Web search for holiday resorts at the “French Riviera” could 
refer to a region which extends westwards to St. Tropez or Hyères or even Cassis and include 
just the seaside or also different parts of the inland. Geographic regions for which no single 
precise boundary exists are considered vague regions in the literature on GIR (e.g. [9]). This 
understanding calls for some clarification.  

Firstly, a boundary is always defined at a certain spatial scale. Strictly speaking there are 
no precise geographic boundaries because even the delineation of a parcel of land by a surveyor 
is exact only within the limits of positional accuracy and precision. Frank [1] shows that scale 
combines information about the error and the finiteness of measurements into a single 
characteristic which provides an approximation of the size of the smallest localizable regions 
(e.g. 50m2 for 1:50,000). We hold that the basic GIR task, the mapping of spatial information 
needs onto spatial information sources, does not involve regions which are vague per se. Instead, 
vagueness is task dependent and arises from a mismatch of scales between information needs and 
information sources where the smallest units defined at the spatial task scale are not localizable 
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with sufficient precision in the place model. A place model of the French Riviera which is 
uncertain about whether or not to include Cassis is still a precise model for the task of searching 
information about conversion rates because it permits determining that the local currency is the 
Euro. The same model is to be considered vague, however, with respect to searches for holiday 
resorts. Note that depending on the task, it might be necessary to replace geodetic distance by 
distance measurements in a network or a partonomy. 

Secondly, vagueness and uncertainty are often confounded. We may know that a region 
such as a piece of real estate is precisely delimited at a given task scale without being able to 
trace its boundary because of insufficient sampling, disagreement amongst experts or for other 
reasons. This uncertainty is often interpreted as a kind of vagueness. Montello et al. [10] 
introduce the term epistemological vagueness to distinguish this case from ontological vagueness 
which applies when the membership to a category comes in degrees. Whether a part of a rocky 
surface is categorized as “granite”, “granodiorite” or “diorite” depends on its composition, on the 
percentage of feldspar and silica it contains. Note that two membership functions encoding 
uncertainty and vagueness are needed to distinguish between the cases with high positional 
uncertainty and those with low categorization confidence.  

Thirdly, boundaries arise from physical discontinuities (e.g. water bodies) or social 
conventions (e.g. real estate) or a mixture of both. In ontological modeling, the former type is 
referred to as bona fide boundary, the latter as fiat boundary. It has been argued that a different 
type of topological reasoning is needed for fiat boundaries since they do not support the 
open/closed distinction of classical point set topology [13]. Fiat boundaries arising from social 
conventions generally have a rather limited lifetime and often come with a complex history of 
precursor entities. Many are known only to specific communities. A company which introduces 
“Denver” as descriptor for a marketing region defined in terms of ZIP code areas creates an ad 
hoc place name whose denotation may change with the next business year. Thus, two important 
parameters of place models for regions defined by social conventions are their lifetime and their 
user community [15].  
 
Physical and Social Grounding 
The distinction between bona fide and fiat boundaries reappears in two strands of research on 
grounding the semantics of spatial regions: physical grounding and social (or behavioral) 
grounding. Physical grounding exploits the fact that some place models are strongly constrained 
by the geographic environment. Straumann and Purves [14] found good agreement between their 
algorithm for delineating a valley floor in a digital elevation model and the vague region 
associated with the vernacular place name for that valley which they reconstructed from mining 
touristic Web sites. Their data show that physical grounding can be used as a complementary 
source of information to improve the models for vague regions obtained from Web mining. This 
is especially true for places like the Rhine Valley or the Tibetan Plateau whose vernacular 
meaning is closely linked to geomorphologic features. Geomorphology is not the only kind of 
information source which can be exploited for physical grounding. Hydrographic data 
(“Mediterranean Sea”) and land cover data (“Black Forest”) could provide valuable cues as well. 

Social grounding exploits behavioral constraints that are observed within specific user 
communities. This is of particular interest when moving from traditional document-centered GIR 
tasks to service-centered tasks like recommending. Schlieder and Matyas [11] show photographs 
published in Web collections can be used to measure the social visibility of a place and to 
customize a geographic recommender. The place model consists of the co-selection matrix for 
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points of interest (POI) which records which POI are photographed by the same people. Such a 
model can be used to generate density surfaces that permit to decide whether a place belongs to 
the vague touristic conceptualization of, for instance, Amsterdam. However, co-selection data 
supports more complex tasks than deciding fuzzy membership since it provides information 
about correlations of membership decisions on the semantic fringe of a place concept which 
generally depend on the subcommunity a user belongs to. Such a place model supports 
predictions of the type “whoever gives point A a high fuzzy membership value is likely to do the 
same for point B”. It turns out that agreement on rarely photographed POI is a better predictor 
than agreement on frequently photographed ones. 

Spatial tracks recorded by GPS smartphones or recovered from photo time stamps are 
another type of behavioral data that has been used to build place models. Girardin et al. [3] 
describe a model of Rome as tourist destination which encodes how visitors move between 
different POIs. The place model is given by a transition graph which specifies the probabilities 
for choosing the next POI. PlaceRank, a spatial version of eigenvector centrality, is used to 
characterize the POIs that are socially most visible [4]. It is characteristic of this type of place 
model to include information about the temporal sequence of spatial decisions. Both, the co-
selection matrix and the transition matrix place model aim at making explicit the network 
structure of places which is induced by the spatial behavior of user communities. Exploring the 
relationship between the region-based and the network-based vague place models is a task for 
future research. 
 
A Research Agenda: The Physical and the Social Visibility of Places 
Physical grounding addresses visible features of the geographic environment that constrain the 
conceptualization of places while social grounding exploits social visibility, that is, the fact that 
in social processes some actors, topics or places are more salient than others. GIR services need 
to handle both physical and social visibility, since their users navigate in information spaces and, 
at the same time, move in geographic environments.  Both types of navigation follow a similar 
type of information economy in which decisions by individuals or groups require highly 
selective filtering mechanisms to avoid information overload. It is in this context that the 
meaning of place concepts needs to be understood. A number of research challenges emerge: 

� From vague regions to vague places: Spatial conceptualizations are tied to user 
communities and place models should reflect this dependence. The classical membership 
problem (does point X belong to the vague region R?) leads to more complex problems: 
does A believe X belongs to R? Do A and B share similar beliefs about X belonging to R? 
Place models that permit to answer these questions are not necessarily region-based. 
Different types of network-based models are another promising candidate for describing 
vague places. 

� From documents to services: As services become more of a focus in GIR, grounding will 
need to move beyond named entity recognition in documents to include geographic 
behaviour as a descriptor for information needs and to develop computational methods 
for activity recognition. An open issue is how to include activity patterns in the place 
models. 

� From models to usage: In IR the quality and complexity of vague place models is not an 
end in itself. Lastly, the question is whether the representation and understanding of 
vague places allows us to increase the effectiveness of GIR systems. In [7] we have 
shown that traditional quality measures for the accuracy of vague place representations 
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are not directly correlated to their appropriateness for IR purposes. Hence, one important 
research issue consists of exploiting rich and expressive models for vague places in the 
retrieval process. Besides a better understanding of geographic information needs − see 
e.g. [2] or [6] − a probabilistic foundation might be beneficial in this respect.  
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Introduction  
Vagueness abounds in natural language descriptions of geographical space.  We frequently refer 
to place names for which no universally agreed boundaries exist (e.g. the Alps, Central London, 
Southern Europe) and describe spatial configurations using phrases that cannot indisputably be 
translated to hard constraints (e.g. within walking distance, north of, adjacent to).   

A proper treatment of such vague spatial language is paramount in the context of geographic 
information retrieval (GIR) for two rather different reasons: to interpret user queries and to 
assess the geographical scope of the documents to be retrieved.  While the same language 
constructs are found in both situations, it is not clear a priori that they should rely on the same 
type of models.  Indeed, when considering queries, vague language induces a form of flexibility, 
akin to that found in natural language, and models for dealing with it should primarily be 
targeted at ranking documents according to how well they satisfy the spatial constraints in the 
query.  Vague language in documents, on the other hand, induces uncertainty on the 
representation of the location of the entities involved.  To illustrate this point, consider the spatial 
preposition ‘near’.  As far as interpreting queries is concerned, a purely qualitative interpretation 
may be enough, where documents are simply ranked based on the distance between their 
geographic scope and the considered referent (even though mixing geographical and topical 
relevance may require a more quantitative assessment, and the cognitive interpretation of 
nearness is affected by more than the actual distance).  When a phrase such as ‘near the 
coastline’ is encountered in a document, however, we need an uncertainty model that can 
determine the compatibility of particular places with this constraint. 

The context of GIR entails a trade-off between having sophisticated models, dealing with a 
variety of cognitive issues, and having simple models, which are easy to process and to obtain.  
After comparing a number of models for vague spatial language in the next section, we therefore 
also discuss how such models can be obtained in an automated way from the web.  Although 
similar considerations apply to vague spatial relations such as ‘near’, we will mainly focus on 
modelling vague regions in this short paper. 
  
Modelling vague regions 
The usual view on spatial vagueness is in terms of supervaluation semantics [2].  A vague term 
(e.g. Central London) is then associated with a set of possible precisifications (e.g. the set of all 
“reasonable” delineations of Central London).  While offering a solid model of the vagueness 
underlying spatial language, supervaluationist approaches are not directly suitable in the context 
of GIR.  Indeed, as mentioned above, for GIR we are mainly interested in models that allow us to 
rank documents or to quantify uncertainty.  In [2], an extension of supervaluation semantics is 
proposed, where the precisifications are linked to standpoints, i.e. choices that are made with 
respect to the value of one or more underlying parameters.  When modelling vague regions or 
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vague spatial constraints, this standpoint semantics approach naturally induces a partial ordering 
on places, which could be used for ranking documents but which is still not suitable for 
quantifying uncertainty.   

To quantify uncertainty, at first glance it seems natural to use probability theory.  For 
instance, we may model the spatial extent of a vague region R as a probability distribution that 
allows us to determine for each place p the probability P(A|R) that it lies within some known 
area A, given that it is known to be located in the vague region R.  This probability distribution 
could, among others, be obtained using kernel density estimation (KDE) from a set of locations 
that are known to be located within the region [6].  However, probability distributions are 
sensitive to the type of places that are used, i.e. the probability P(A|R) does not only depend on 
the spatial boundaries of R but also on the prior distribution of the entities considered.  For 
instance, a distribution that accurately models the probability that a given hotel is located at some 
area A may not be suitable to model the probability that a given photo is taken in that area.  In 
this sense, spatial boundaries may be more naturally modelled as a likelihood function than as a 
posterior probability.  It may be hard, however, to directly estimate such likelihood functions.  
As another disadvantage, probability distributions and likelihood functions may be less practical 
than classical regions regarding spatial indexing. 

 

 

Given a probability distribution p, we may choose a sequence of regions R1,R2,…,Rn such that 
R1⊆…⊆Rn and P(Rn|R)=1.  The regions R1,…,Rn are usually centred around the mode of the 
probability distribution p, but there remains some flexibility regarding the choice of these 
regions.  In the considered context, it makes sense to choose the regions such that they have a 
natural shape (e.g. polygons with “natural angles”).  These nested regions can equivalently be 
represented as a mapping π from locations to values in [0,1] which assigns to any location x the 
value π(x) = 1 if x � R1, π(x) = 0 if x � Rn, and π(x) = 1-P(Ri-1|R) if x � Ri\Ri-1.  This process is 
visualised in Figures 1 and 2, where a probability distribution in a one-dimensional domain is 
approximated using 4 nested sets, and using a possibility distribution respectively.  In this 

Figure 1: Approximating a probability distribution as a nested family of crisp regions. 
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example, we have used a one-dimensional domain for the ease of presentation, taking the nested 
regions to be intervals. 

 

 

The mapping π is called a possibility distribution, and π(x) is interpreted as the degree to 
which location x is compatible with the available knowledge that x is located in the vague region 
R.  Possibility distributions form the basis of a popular non-additive uncertainty theory, called 
possibility theory [3].  Formally, they correspond to families of probability distributions, and can 
thus be seen as a more robust but less informative uncertainty model.  If the regions R1,…,Rn are 
well chosen, the possibility distribution will also have a more natural shape, and would thus be 
more suitable for visualization purposes.  Finally, being represented as a nested set of classical 
regions, standard spatial indexing methods can still be used.  Despite its close link with 
probability theory, possibility theory has first been studied within the context of fuzzy set theory, 
offering an interpretation in terms of uncertainty for the underspecified notion of a fuzzy set.  
Conceptually, fuzzy set based methods for modelling vague regions [9,10] are thus linked to this 
possibility theoretic view.  Interestingly, several authors have also pointed out strong links 
between possibility distributions and likelihood functions (see e.g. [13]). 

Another way of modelling the uncertainty underlying a vague region is to assume that a 
probability distribution on the set of possible delineations is available.  Essentially, in this case 
we add a quantitative component to standpoint semantics by encoding how likely each 
standpoint (and the corresponding delineation) is.  Note that this probability distribution can thus 
be seen as a meta-standpoint on the interpretation of a vague region.  Formally, a probability 
distribution on sets of locations corresponds to a random set of locations.  Random sets, i.e. 
probability distributions on the power set of the universe of discourse, offer a flexible vehicle for 
modelling uncertainty, which generalizes both probability and possibility theory [4].  
Unfortunately, a random set representation is computationally expensive, as a probability should 
be assigned to an exponential number of subsets of the universe.  Therefore, it is common to 

Figure 2: Approximating a probability distribution as a possibility distribution. 
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approximate a random set as a mapping which assigns to each location x a value in [0,1], which 
is the sum2 of the probabilities of the sets that contain x.  Interestingly, this mapping is again a 
possibility distribution from a formal point of view [4].  While the reference to random sets or 
possibility distributions is seldom made in the context of GIR, it is common to use the 
underlying idea for defining [0,1]-valued mappings from sets of delineations (e.g. [7,8]). 

Uncertainty models for vague regions are appealing, as they rely on established theories and 
readily allow integration with GIR systems.  Nonetheless, it is sometimes useful to view a vague 
region as a genuine entity with gradual boundaries, i.e. as a fuzzy set.  This is the case, for 
instance, when we need to consider spatial relations between vague regions, or when we need to 
display a vague region on a map.  As fuzzy set membership functions can be equated with 
possibility distributions, however, this poses no practical challenges. 
  
Acquisition of boundaries from the web 
Although approaches that start from (weighted) sets of possible delineations are interesting from 
a conceptual point of view, it is difficult to acquire this kind of input in a scalable manner.  Most 
approaches therefore start from a set of points, which are assumed to be located within the vague 
region being modelled.  These points could be obtained by looking for places that frequently co-
occur on web pages with the name of the vague region [1,6,9], at names of georeferenced 
businesses that contain the name of the region [10], or at Flickr tags [5], among others.  In 
addition to this set of points, each approach takes additional input into account.  In approaches 
based on KDEs [6], this additional input is somewhat implicit, in the form of a bandwidth 
parameter that determines the desired scale.  Other approaches rather start from an additional 
point set, containing points that are assumed to be outside the region [1,10].  Yet another form of 
additional information is encoded as constraints on where the vague region is located.  For 
instance, [9] looks for flexible constraints of the form “R is located in the South of France” on 
the web, with the aim of refining an initial representation of the region. 

In general, it seems that existing methods are capable of deriving reasonable representations 
(as classical regions, probability distributions, or fuzzy regions), provided that the initial point set 
is sufficiently large and representative of the entire region.  While this assumption can usually be 
made for popular tourist regions, especially given the growing importance of geotags in social 
media, it is not likely to hold for many residential neighborhoods, among others.  To obtain 
meaningful representations from sparse point sets, the additional information that is taken into 
account needs to be sufficiently rich.  One possibility is to combine the point sets with 
knowledge about qualitative relations that hold between vague regions (or other types of spatial 
constraints).  Of course, obtaining such qualitative information is challenging in its own right.  In 
[11], a heuristic approach is proposed which derives part-of and adjacent-to relations from 
implicit evidence on web pages.  Alternatively, we might look to natural language processing 
(provided that relevant documents, describing the qualitative relationship of regions can be 
obtained) or try to extract the relations from maps.  A technique for generating boundaries that 
takes qualitative relations into account has recently been proposed [12].  Among others, it was 
shown that using the qualitative relations, it is possible to improve on the results of KDE in a 
substantial way. 

One of the main challenges in acquiring high-quality (gradual) boundaries from the web is 
thus to find and efficiently use qualitative knowledge about the location of a region.  In this 

                                                           
2 We assume a finite universe for the ease of presentation. 
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respect, it is also worth mentioning that knowing how a vague region relates, qualitatively, to a 
known administrative region may be all that is needed (e.g. for query expansion); see also [14] 
on qualitative representations of vague regions.  Another challenge, which has not received much 
attention yet, is to combine evidence about several vague regions.  Knowing for instance that a 
given hotel is located in some region R and near another region S requires us to combine the 
models for regions R and S (and a model for nearness).  This imposes higher demands on the 
robustness of the models, and the actual degrees that are assigned to locations.  
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Introduction
Geographic information retrieval (GIR) has been evaluated in campaigns such as GeoCLEF, GikiP,

and GikiCLEF [8, 12, 11]. Surprisingly, most results from these evaluations showed that adding

more geographic knowledge typically had little or no effect on performance of GIR systems or

that it even decreases performance compared to traditional (textual) information retrieval baselines

(see e.g. [4]). In this position paper, current challenges of how to further improve the creation,

structure and access to geographic resources (for simplicity, called the geographic index in the rest

of this note) are discussed. The major challenges for indexing in GIR discussed in this note are

applying methods beyond named entity recognition to identify geographic references, integrating

additional, proven methods from related research areas such as question answering for semantic

indexing, and aiming for better index support to interpret geographic relations. After summarizing

the state of the art in indexing for GIR as it has evolved from GIR evaluation campaigns, research

challenges and directions for future research are presented.

State of the Art
A traditional IR system indexes words and uses an inverted index to efficiently find matching

documents. GIR systems aim to achieve some geographic awareness by accessing geographic

information and employ more sophisticated indexing techniques [8]. For example, index elements

can correspond to toponyms (location names), toponym identifiers from a fixed inventory, spatial

footprints (longitude and latitude coordinates), or complex shapes including minimum bounding

rectangles and polygons [4].

Typical GIR systems for textual IR apply named entity recognition and classification (NERC)

to identify location names, followed by grounding the location names and resolving ambiguities to

associate names with latitude/longitude coordinates (toponym resolution). They are also concerned

with structuring the geographic information, which is typically organized either in a separate index,

obtained from an external knowledge resource, or implicitly employed in a post-processing step

which reranks results (e.g. geo-filtering, [4]).

Challenges
Beyond Named Entity Recognition for Toponym Recognition. Performance of GIR systems

for index creation will depend on the accuracy of the named entity recognition and classifica-

tion and on the coverage of geographic information resources used. Furthermore, increasing the

coverage of these resources may decrease performance because it increases ambiguity of location

names.
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A simplistic assumption in (textual) GIR is that all and only location names represent geo-

graphic references. One major challenge for GIR is to advance beyond this assumption and realize

that geographic indexing can benefit from further preprocessing. For example, location names can

be used metonymically (e.g. they refer not to a location, but to something else), locations can be

referred to by other entities (e.g. an implicit location such as a landmark), and deictic references

can be used once a grounding location has been introduced in a text (e.g. “over there”). GIR

indexing should treat each of these cases differently.

For instance, metonymic uses of location names (in Italics) include locations referring to an

event (“After Kosovo, it will continue in Macedonia and Montenegro”), a capital city referring to

people in government (“Jesse Jackson’s success in Belgrade was in the interest of Washington”),

and locations referring to people in official administration (“Germany will be more successful than

Clinton”). None of the metonymically used toponyms refer directly to a geographic entity.

Leveling and Veiel [6] report that about 17% of all location names are used metonymically in

a corpus of manually annotated German newspaper articles and an additional 5% are used in a

mixed sense (both metonymic and literal sense). GIR experiments based on data from GeoCLEF

show that excluding metonymically used location names from the geographic index can improve

mean average precision for IR significantly [6]. In conclusion, geographic indexing based solely

on NERC adds too many location names which do not correspond to geographic locations.

A related problem in geographic indexing is that typically only proper nouns are considered as

geographic references. However, several researchers have proposed to look for implicit clues to

define the geographic scope of documents [5, 7, 2].

Leveling and Hartrumpf [5] proposed identification and normalization of location indicators,

i.e. text segments from which a geographic scope of a document can be inferred. Location in-

dicators aim at increasing recall by adding more entities to the geographic index. They include

adjectives derived from a location name; (e.g. “Irish” for “Ireland”), names for inhabitants of a

location (demonyms: e.g. “Frenchman” for “France”), and location codes (e.g. the zip code).

Metonymy identification and normalizing location indicators are part of the preprocessing to

create the geographic index and can be performed in addition to toponym recognition and before

grounding geographic references.

Towards Semantic Indexing. The query parsing challenge at GeoCLEF 2007 proposed to repre-

sent GIR queries as in the SPIRIT system, consisting of three parts: textual terms (what), a spatial

relationship (relation) and geographical terms (where) [9]. For example, the query “restaurants in

Beijing” can be parsed into what = “restaurants”, relation = “in”, where = “Beijing”. GIR systems

typically retrieve document sets matching the text index and the geographic part. These sets are

then merged and ranked according to a combined ranking function, e.g. by a mixture model [4].

As a trend, it could be observed that the state of the art in GIR moves from using a special

geographic index towards spatial reasoning and combining methods from QA with GIR [1, 12].

This trend towards more semantic-oriented indexing promotes the idea of employing a homoge-

neous index representation of documents for GIR, which would obliterate the need (or challenge)

to combine scores for documents matching the thematic and geographic part of a question.

Beyond Interpreting Geographic Inclusion. Many GIR systems still support only inclusion as

a geographic relation, which is typically expressed in natural language (i.e. in queries) by the
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preposition “in”. However, typical geographic queries contain a wide variety of other geographic

constraints, including proximity (e.g. “near”), exclusion (e.g. “outside of”), and others (e.g. “on

the coast of”, “along”). One major challenge in GIR is how the geographic index can best support

interpretation of these relations. Spatial databases supporting spatial indexing have been a research

topic for a long time (see, for example [3]). However, the boundaries of geographic entities can

be fuzzy or vague (so-called vernacular regions [10]), which means that a spatial algebra dealing

with objects’ discrete boundaries can not be trivially applied and vernacular regions can not be

represented exactly based on latitude/longitude information.

Conclusions
This note presented three major challenges for GIR: 1. the need to look beyond named entity

recognition to identify geographic references, 2. the need to look for additional, proven methods

from related research areas such as question answering or natural language processing to move

towards a homogeneous representation for indexing, and 3. aiming for better interpretation of

geographic constraints in queries which has to be adequately supported by the index. Fortunately,

there is already evidence that researchers are tackling these problems. For example, the GeoTIME

evaluation campaign encourages research into finding information which is described by queries

containing both spatial and temporal constraints 1.

One challenge in GIR which lies definitely beyond the state-of-the-art is the combination of

GIR with personalization and adaptation of results. For instance, different users and user groups

have different notions about the geographic extent of “Scandinavia”, “Taiwan”, “Temple bar in

Dublin”, or “home”. Queries containing these concepts should be adapted to individual users

depending on their cultural background. Future GIR research should look into either maintaining

different indexes for individual users or user groups with different cultural background or applying

different filters or reranking after initial retrieval to adapt results to individual users.
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Introduction
At the core of any information retrieval system is its method for ranking results in response to a

user’s query. Geographic Information Retrieval (GIR) systems have an added complexity for this

task since the information to be included in the ranking process goes beyond text and word fre-

quency information to encompass geographic proximity, containment and other spatial operations.

The need to combine both geographic and text components into GIR systems has led to some

interesting hybrid approaches in addition to the “pure” spatial ranking methods based on spatial

similarity. In this short survey I will look at some of the methods that have been reported in the

literature and used in GIR evaluations including GeoCLEF and NTCIR GeoTime.

Spatial Similarity
Ranking algorithms that use some measure of spatial similarity for regions and points have been

an important part of GIR. The approaches used tend to be influenced by a combination of factors,

including the availability of sophisticated geographic ontologies vs. simple gazetteers, the kind

of data being searched (text vs. multimedia), and the retrieval models of the systems doing the

searching. The goal of similarity ranking is to estimate the spatial or geographic relevance of a

target document for a particular query. Geographic relevance is discussed further in the companion

paper in this special issue by Guoray Cai.

The representation of the geographic data is a critical issue for indexing (see the article by

Johannes Levelling in this issue) and for retrieval. There are three common representations for

geographic information:

• Toponyms - Use of geographic names alone is the most common representation

in pure text retrieval environments. These may be converted to geographic forms

during indexing, or may be used as text alone.

• Geographic points - a single latitude/longitude pair for example - are perhaps the

most common form of geographic information used in GIR. For most online gazetteers

used for indexing, named places are most commonly referenced by a single (usually

center) point. Naturally other coordinate systems than lat/long may be used as well,

but we will assume all geographic information is lat/long here for simplicity.

• Minimum Bounding Rectangles (MBR) - a pair of latitude/longitude pairs that de-

fine the northern, southern, east and west extremes of a geographic region. These

are the most common representation for areas, countries, although there seems to
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be no agreement on the order of individual coordinates in the various standards and

representions that use them. The imprecision of MBR and their tendency to over-

state the size and shape of areas is well known (for example the the often noted

case of Portugal being completely subsumed by the MBR of Spain), and can lead to

errors in retrieval. However, MBRs are the most commonly specified in standards,

and simplest to work with, of any areal specification.

• Complex polygons - Polygons are more accurate representations of geographic

area, and may represent the full representation of an area’s borders. They are much

more difficult to deal with (compared to simple MBRs), and will usually have a

variable number of geographic points represented. They can be simplified in con-

cave or convex representations with smaller numbers of point, with an attendent

loss of accuracy in the representation.

The simplicity of the geometric approximations used in GIR can lead to the retrieval of large

result sets containing many false hits, i.e., matches between MBRs that meet the spatial selec-

tion criterion, e.g. intersects, even though the regions they represent do not (e.g. selecting all

Portuguese data when searching for Spanish data). Spatial similarity scores are needed that can

estimate the likelihood that the items retrieved for a particular user will be geographically relevant

to his or her information need. The assessment of geometric spatial similarity typically begins

with a matching function that compares query and document “footprints” (a spatial representation

of these objects) to identify some items that are potentially relevant to the query. When the ge-

ographic footprints for queries and documents are encoded as points, then all documents within

a system or user specified distance of the query point could be retrieved. Similarly, the query

footprint could be defined initially as a bounding polygon, rather than as a point, via a map inter-

face. However, the query polygon would need to be transformed to a point representation, such

as its center point, in order to be compared with document points. Assessing the spatial similarity

of two points is typically a function of inverse distance or weighted distance, where the weights

are usually based on external knowledge, e.g. population [13] or Google hit count [11]. Simple

calculation of distance can be done using Great Circle or orthodromic distance method.

When the geographic footprints of queries and documents are polygons, particularly the MBR,

then the intersection of those polygons can be used as a basis for spatial similarity. Use of topo-

logical relationships between polygons, such as contains, touches, or overlaps tend to be more

inaccurate and computationally complex than simple intersection queries and thus are not recom-

mended for GIR[6, 3]. In order to evaluate the strength of the match, a spatial similarity score is

calculated for all intersecting query and document footprints, since a wider range of spatial rela-

tionships and metrics can be used to compare polygonal geometries. A number of methods have

been proposed for assessing the spatial similarity of two geographic footprints encoded as MBRs.

Most of these methods are based on a single metric spatial property, either the area of overlap or

the Hausdorff distance (see [5] and [3] for a comparison of methods). While the former is self-

explanatory, the Hausdorff distance is a a shape comparison metric that measures the resemblance

between two point sets Q and D based on the maximum of two distances: 1) the maximum distance

that any point in set Q will be from the nearest point in set D; and 2) the maximum distance that

any point in set D will be from the nearest point in set Q, where the distance metric is usually

Euclidean distance[2].
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Most methods produce similarity scores ranging from 0 to 1, from none to total similarity (or

the inverse in the case of the Hausdorff distance). The absolute values are less important than the

relative scores between candidate objects for a given method.

Some of the overlap and Hausdorff distance methods (discussed and compared in [3]) are:

SHill = 2 · O

Q+D

SWalker = min(
O

Q
,
O

D
)

SBeard = {if Q contains D :
D

Q

if Q and D overlap : (
O
Q
· 100

(1− O
D
· 100) + 100

if Q contained by D :
Q

D

SJanee2003B =
O

Q ∪D
SJanee2003A = Hausdorff distance between Q and D

= H(Q,D) = max{h(Q,D), h(D,Q)}
Where :

h(Q,D) = max{min{distance(q, d)}}
h(D,Q) = max{min{distance(d, q)}}

Where Q is the area of the query region, D is the area of the document region and O is the area of

overlap between Q and D.

In [8, 3] we compared these similarity metrics with a probabilistic method based on logistic

regression to estimate the probability of relevance given a set of overlap-based measures. The basic

logistic formula is:

logO(R|q, d) = β0 + β1X1 + β2X2 (1)

Where: logO(R|q, d) is the estimated log odds of relevance (R) given a query region, q and a

document region, d and

X1 =
area of overlap(query region, document region)

area of query region

X2 =
area of overlap(query region, document region)

area of document region

And the β coefficients are estimated by logistic regression on a sample set of data and queries

with relevance judgements. The estimated log odds of relevance, logO(R|q, d), can be simply

tranformed to a probability of relevance. This probabilistic approach has shown significant im-

provements in mean average precision when compared to the other methods outlined above for

similarity comparison for areas[8, 3]. A slight improvement in performance can be gained by

including a third X3 variable representing the proportion of onshore area in coastal regions.
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Text and Hybrid Methods
The methods described above are pure spatial approaches without additional thematic or text com-

ponents. Another, and surprisingly effective approach, is to treat geographic texts as any other

texts and apply conventional text IR methods to retrieval[7]. Use of text retrieval only appears to

be quite effective in cases where the underlying document collection and the queries are purely

text descriptions, with strong thematic or topical components.

Most GIR systems used for evaluations such as GeoCLEF[9, 10] or NTCIR-GeoTime[4] and

described in the GIR workshops[12] incorporate both thematic or topical search elements as well

as spatial elements. The typical approach is to generate a ranking score that is a weighted linear

combination of the text similarity score and the geographic similarity score as in [1]:

“Similarity(q, d) = b× TextualSim(Tq, Td) + (1− b)× GeographicSim(Sq, Sd)
′′ (2)

“where Tq (the what element) and Td are the text of the query and the document respectively. Sq

(the where element) and Sd represent the geographic scopes”[1]. The b value can be adjusted

to reflect the desired relative importance of the geographic and text components. The particular

text and geographic similarity measures chosen obviously will have an effect on results, as will

the choice of the relative weighting. In the paper by Andrade and Silva[1] the authors develop

a combination of three geographic similarity measures which in turn is then combined with text

retrieval methods.

Conclusions
Search and ranking approaches for GIR range from purely textual to various spatial similarity

and proximity metrics. Most recently hybrid approaches that combine text retrieval methods and

spatial ranking into a single ranking score have shown promise. In evaluations like GeoCLEF and

NTCIR-GeoTime, where the data and queries are largely text only, the text-based approaches have

worked very well. For other application areas including mobile, e.g., where actual coordinates are

provided for queries and data, the spatial approaches appear to be the most effective.
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Introduction  
Geographic terms appear very often in user queries. Many geographic references are present in 
query log-files. Examples found in different log files [6] include question answering style queries 
such as “What time is it in West Samoa?”, terms within book titles like “Death in Venice”, 
detailed street addresses and single term city names.  

The number of geographic queries is unknown because the automatic identification of 
geographic terms remains difficult and sometime even humans disagree about the nature of a 
query and the real user intent behind it. The processing of geographic terms poses several 
challenges. Some of these challenges are typical information retrieval issues. When there is no 
exact match between word and meaning, the vagueness in natural language makes retrieval 
difficult. Examples from the geographic domain would be for example New York and Big Apple, 
which refer to the same place and Washington, which refers to several places. In the query 
“Environmental pollution in European waters”, the term waters can refer to rivers, lakes or the 
sea. 

Other challenges are specific to geographic information retrieval. For example, borders of 
regions may be vague (Middle East), regions might have special shapes (along the Rhine) and 
regions are contained within each other (e.g. Venice Beach which is in Los Angeles which is in 
the US).  

Geographic retrieval across languages leads to specific issues because some named entities 
are translated and others not. For example, the city Cape Town (English) is also called Kapstadt 
(German), Cidade do Cabo in Portuguese and Ciudad del Cabo (Spanish). On the other hand, 
New York is translated in Portuguese (Nova Iorque) and not in German.  

Optimising GIR implies understanding the quality of the systems. The complexity of a 
geographic information retrieval system, however, cannot be easily evaluated and judged.  
 
The GeoCLEF Track at the Cross Language Evaluation Forum (CLEF) 
The quality which information retrieval systems achieve for queries with geographic terms needs 
to be assessed in order to measure progress and in order to compare alternative systems. In 2005, 
Fred Gey from the University of California at Berkeley initiated the GeoCLEF track as a pilot 
experiment at CLEF. GeoCLEF was dedicated to the evaluation of geographic queries [2, 4, 5].  

The Cross Language Evaluation Forum (CLEF) is a large European evaluation initiative 
dedicated to cross-language retrieval for European languages. CLEF was implemented as a 
consequence of the rising need for cross- and multi-lingual retrieval research and applications. 
CLEF provides a multi-lingual testbed for retrieval experiments. The evaluation campaign of 
CLEF comprises several components: The core of a retrieval evaluation resource is a data 
collection which is typically a large set of documents, a set of the potential information needs of 
users (called topics) and corresponding judgments about documents and their relevance for a 
topic. Furthermore, the evaluation methodology comprises evaluation software packages, results 
of experiments, measures to compare results and calculated results as well as statistics. 
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Individual topics represent information needs which typical users of retrieval might have. The 
multilingual nature of the CLEF evaluation requires that relevant documents exist for each topic 
in several languages. An event needs to be covered in several newspapers in order to be eligible 
for a CLEF topic.  

In GeoCLEF, the focus lay on topics which had a geographic component. Such a geographic 
search parameter typically limits the location where events took place. Many documents contain 
some kind of spatial reference. This information can be used to retrieve, rank and visualize 
search results based on a spatial dimension. Systems need to apply technology which on the one 
hand is robust for mass data and which on the other hand can map textual descriptions in topics 
to document content.  

Some examples for topics developed in GeoCLEF are the following:  
� Cities within 100km of Frankfurt  
� American troops in the Persian Gulf 
� Airplane crashes close to Russian cities 

 
The GeoCLEF track ran as a regular track from 2006 to 2008. In four years including the pilot 

year, 33 research groups participated and submitted 505 experiments. Over 100000 human 
relevance judgments were generated over the years [5].  
 
Lessons Learned and Open Questions 
GeoCLEF aimed to resolve the question whether geographic components (in systems “knowing” 
about geography) really improve results or whether classical information retrieval technology 
also resolves geographic challenges. There was some intuition that geographic knowledge would 
improve the systems. However, this could not be observed in the results of the first two years. As 
a consequence the organizers revisited the difficulty of the topics. It was decided to increase the 
difficulty. Again the hypothesis was that systems with dedicated geographic processing would be 
appropriate for these difficult tasks. Specifically, topics which were targeted at only one specific 
country were avoided (e.g. Violation of human rights in Burma) and continuously more 
challenging topics were developed:  

� Wine regions around rivers in Europe 
� Cities near active volcanoes  
� Water quality along coastlines of the Mediterranean Sea 
� Sport events in the French speaking part of Switzerland 
� Ship traffic around the Portuguese islands 

Many different components were tested and many different system variants have been applied to 
GIR within GeoCLEF. Still, there was no clear trend on which family of systems performs best. 
In the first two editions, naïve approaches to GIR which did not include any geographic 
knowledge or spatial reasoning outperformed elaborated GIR systems. Similarly, in the two last 
editions, GIR systems could only reach the same level of performance as naïve approaches 
which rely purely on elaborated weighting and other well known information retrieval 
technologies [5]. 

In all GeoCLEF tracks, it could be observed that GIR performed on average worse than ad-
hoc retrieval without geographic parameters in the corresponding year. The combination of 
content parameters and geographic parameters seems to make retrieval more difficult. However, 
since the ad-hoc track used other topics and languages, this can only be regarded as a general 
trend. 
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As in most evaluation, the best systems performance is overall very similar. At the same time, 
there are great differences between systems when considering individual topics. Many of the 
technologies tested seem to be beneficial for at least some topics. But there is a lack of 
understanding why some techniques work well and under which conditions.  
 
Outlook 
It is obvious, that many questions remain after the large effort of the GeoCLEF evaluation. We 
need to consider how GIR can be measured. There are four relevant levels of (geographic) 
retrieval evaluation.  
 

� Component Level: An evaluation at this low level is interested in whether a specific 
component works well. Does a stemming algorithm lead to results which seem plausible? 
For a geographic reasoning system it would be interesting to check whether it comes up 
with the correct region or entity names which could be intended by a query term (e.g. 
“German cities” is expanded to the correct entities). Such an analysis can be done out of 
context of a specific information need and a collection. It may consider examples and 
might check whether an ontology is complete and correct.  

� System Level: retrieval systems consist of several components. Only the performance of 
a complete system determines the quality of the output documents. There is no way to 
predict the quality of a system based on inspection of its components. This is the kind of 
evaluation at which GeoCLEF acts.  

� User-System-Interaction Level: The user interface is important in supporting the access to 
the documents discovered and to value added services of a GIR. In addition, any user 
applies a GIR system as a tool and might use it well or not or in a specific way. For 
example, he or she might not look at documents which the system finds. This individual 
interaction needs to be evaluated quite differently. There is a necessity to integrate 
methods from human-computer interaction. The user is observed in test situations and his 
interaction with the system is analysed [3].  

� User Performance Level: The user intends to reach certain goals when working with a 
system as a tool. His professional or leisure activities might be supported by the results 
discovered with a GIR tool. This level cannot be evaluated by tests and it is 
methodologically and practically hard to observe people in real life.  

 
There are relations and interconnections between these levels. It is unclear whether success on 

a lower level really leads to an improvement at a higher level. Research should be moving 
toward higher levels which include the user in order to achieve more reliable results [1].  

User oriented methods in GIR raise many questions. The user interaction and the presentation 
of geographically bound documents (e.g. in maps) needs to be evaluated. Query modification in 
GIR might also be supported by geographically inspired visualizations. Ontological support tools 
may help to determine geographic terms. Such components are contrary to the well accepted 
simple interfaces with a text entry box and ranked lists of documents. Advanced interfaces need 
to incorporate the ease of use of these simple elements and add the power of visualizations when 
the user really benefits from it.  

A major issue in many evaluation questions remains the query classification. The 
identification of geographic queries has been a part of GeoCLEF before. However, for user 
oriented systems, a GIR needs to be enabled to identify the type of a query and the type of 
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information need behind it. For each type, the best matching algorithms in the systems but also 
the best and most appropriate interface features need to be identified and presented to the user of 
a GIR.  

User oriented evaluations encompass many more elements than system-oriented tests. Many 
topics, test persons and observations technology are required. Since the resources available are 
unlikely to increase, scientific evaluation needs to find novel ways to conduct reliable 
evaluations with less effort.  
 
Conclusion 
The evaluations within GeoCLEF have attempted to assess the quality of systems in retrieving 
relevant and geographically appropriate documents. GIR systems are tools which support users 
in accomplishing tasks which require more than retrieving documents. The user interaction with 
these systems and the types of information needs they pursue are also relevant for improving the 
quality of these systems. More user oriented evaluation is necessary to resolve many of the issues 
raised within GeoCLEF, but the higher complexity of such evaluations require novel methods.  
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Introduction
In GIR, as a research field branching from IR, initial evaluation initiatives were unsurprisingly in-

spired from established IR evaluation models. The GeoCLEF evaluation [6], which I will look into

in some detail below, follows such a model.While this model suits the goal of a generic evalua-

tion for all types of GIR systems, other evaluation initiatives forked so that particularly geographic

challenges of the task could be more thoroughly focused on. NTCIR [7], with its GeoTime task,

looked to include time expressions and had a topic set that resembles more questions that stir up

the focus from retrieval, and more on reasoning.

GikiCLEF [12] was an even more pragmatic effort, proposing a blending task of question-

answering with GIR, aiming to evaluate the geographic reasoning capabilities from participating

systems with challenging topics. In a nutshell, GikiCLEF’s evaluation desiderata was not doc-

ument retrieval based on relevance probability and geographic similarity, but understanding the

geographic questions and generating defined answers, which could then subsequently be applied

to a retrieval step.

In this note I will discuss how GIR research can profit from both approaches, and explore where

they fit in respect of the GIR concrete task (which will be detailed with some in-depth analysis).

GIR is composed of multiple challenges, detailed in the other notes in this issue, and in order to

properly evaluate such components, we just need to pay more attention to the results already given

by the current evaluation models. Rather than simply developing new evaluation methodologies,

we need to also exploit all the knowledge already harvested in past evaluations.

Specificity of GIR evaluation
The Cranfield-based evaluation models that were popularized by TREC [13] and CLEF [11] served

the IR community for decades, as IR did not branch too much from a core task – retrieve a set of

relevant documents to a given query from a fixed collection.

The GeoCLEF instance of this evaluation model kept nearly all these features. The main con-

cern with this “standardized” evaluation model is that GIR systems have a considerable number

of new semantic tasks aiming to harness the geographic information extracted from queries and

documents, which work in the background. Tasks such as named entity recognition, toponym res-

olution or scope assignment have a major role on the overall performance of a GIR system, but they

are somehow overshadowed by a focus on the retrieval task, or in other words, the contribution of

these specifically geographic components is hard to assess with just overall retrieval results. In this

respect, the work of GIR researchers reveals how important it is to evaluate GIR systems, since

they generally focus only on the evaluation of one of its core tasks.

Thus, for example, Leidner [8] focused on toponym resolution. Martins [9] focused on geo-

graphical scope assignment approach for documents. Chaves [5] concentrated on the challenge
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of extracting geographic information from documents by an ontology-populating approach, while

Buscaldi [3] focused on named entity disambiguation. Overell [10] evaluated the classification

and disambiguation of placenames, while Andogah’s work [1] looked into scope resolution and

toponym resolution.

Birds-eye view of the model
The GeoCLEF evaluation model, in my opinion, has a potential that has not yet been fully explored.

It can provide a lot more information about the performance of a GIR system than just a generic

Mean Average Precision (MAP) value, if we understand:

1. its queries;

2. its collection properties; and

3. its diversity level.

First, a GIR evaluation should be aware that a GIR system has potential to outperform a classic

IR retrieval system for only a part of the overall queries. Figure 1a) illustrates theoretical models

implicitly presupposed by all work in GIR: namely that GIR adds a performance improvement over

IR results. Figure 1b) show a different model, in which there are queries where GIR outperforms

IR because of its geographic awareness (type I), others where GIR and IR performance are not

significantly different (regardless of being easy or hard – type II), but there also might happen

the opposite, where GIR can damage the performance compared to simple IR (type III). It is

important to understand for each query, in which set if falls on (on the given collection), and

more importantly, why, in order to generalize for GIR in general.

Take for instance the query #29, “Diamond trade in Angola and South Africa”: while this topic

has a well-defined geographic scope, how relevant is the query scope regarding a hypothetical

performance gain of a GIR system? (given the assumption that the great majority of diamond

traffic and smuggling occurs in those two countries) If there is no document in the collection

reporting about diamond trades in other places than Angola or South Africa, GIR performance

gains cannot be properly measured and compared against classic IR systems
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Figure 1: Expected MAP differences between GIR and IR systems, for several queries.
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Table 1: Number of relevant documents and assessed documents for two GeoCLEF queries

PT EN

Relevant Assessed Relevant Assessed

docs docs docs docs

Diamond trade in Angola and South Africa 39 520 9 634

Tourism in Northeast Brazil 82 478 6 810

Let’s compare it to a query such as #45, “tourism in Northeast Brazil” (apparently similar),

where the role of the geographic criteria can be more relevant (assuming that the given collection

has a comparable sizes of tourism in all world regions). Table 1 presents the number of relevant

documents and the number of assessed documents (relevant and irrelevant documents) for each

query, where we can observe that the pool sizes are quite large compared to the number of relevant

documents.

To measure how the topic’s subject is linked to a given geographic scope, we can search for

documents that are relevant for that subject, but not within the topic’s geograpic scope, so we

have a notion on how geographically diverse is that subjecy. A search for documents that discuss

only“diamond trades”, over the pool of non-relevant assessed documents (using a sample of 20

documents) yielded no relevant results.

On the other hand, a similar search on documents discussing “tourism” on another sample of

the assessed documents, returned relevant results for other geographic scopes (UK, Cuba, Vietnam,

etc), on both collections. This shows that the role of the geographic scope is likely more relevant

for the latter query, considering that the analysed documents are a good sample of documents likely

to be retrieved by a retrieval system.

The second issue is the type of documents. The current newspaper collections from GeoCLEF

provide many place names in the documents, as news mostly report about events happening in

a time and place which is relevant for readers. Table 2 provides an overview of the geographic

content on the GeoCLEF collection for the English collection.

The values were computed with REMBRANDT [4] for both languages. REMBRANDT is a named

entity recognizer system, which classifies named entities (NE) and grounds them to entities. A

geographic NE is any NE classified with at least a LOCAL category. A NE is considered grounded

if it can be mapped to an entity, that is, an object described by a DBpedia URL and its properties [2].

For geographic NEs, they are considered grounded if they are both mapped to an entity that

has both a DBpedia URL and a GeoPlanet WOEID [14]. This implies that, if a placename in

Portuguese has not been translated into English in DBpedia, it will not be able to be grounded, as

there are no entities without DBpedia URLs in REMBRANDT. A NE might be grounded to more

than one entity, if REMBRANDT is not able to disambiguate among the entity candidates. This is

more noticeable on placenames that are typically associated to both a city and a state (for instance,

New York), and as such it is mapped to both entities.

Table 2 shows that there is a considerable amount of geographic content in both collections,

where nearly 9 out of 10 documents have at least one geographic NE. A considerable amount of

such documents also have those geographic NEs properly grounded, which means that there is

enough geographic content to work over for scope assignment of documents.

Figure 2 shows the distribution of geographic NEs per document and the entities used on

grounding such geographic NEs, on both collections. These distributions follow the Zipf law,
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Table 2: Geographic content of the Portuguese anf English collections of GeoCLEF
PT EN

Público Folha de Los Angeles Glasgow

São Paulo Times Herald

Number of documents 106 821 103 913 112 999 56 472

Number of documents 97 455 89 914 98 156 52 343

with geographic NEs (91.2%) (86.5%) (86.7%) (92.7%)

Number of documents 89 178 68 016 83 027 48 316

with grounded geographic NEs (83.5%) (65.5%) (73.5%) (85.6%)

Number of geographic NEs
1 013 052 632 968 1 167 522 538 505

in the collection

Number of grounded geographic
667 814 319 584 656 386 359 062

NEs in the collection

Number of distinct entites associated
36 461 25 083 56 995 27 228

to grounded geographic NEs

Number of distinct entities,
5 768 4 791 6 116 4 791

associated to grounded geographic NEs

and we can observe that the English collections have slightly more NE density per document in the

tail, which is explained by the slightly longer average document length on the English collection.

The lines are waved because there is a slight bias on pair numbers, as REMBRANDT is particu-

larly challenged on disambiguation between two classifications (DIVISION or REGION) or two

entities (city or state), and when in doubt, it adds both elements.

Table 3 presents a top 10 of the most frequent geographic NEs in all collections and its vari-

ants. As expected, there is a bias on the most cited cities towards the country from the newspaper

source. In these particular newspaper collections there is also a bias towards some countries/cities

that are frequently cited on the documents, to mark the news source rather than the news event.

Nevertheless, documents reporting events usually contain explicit references to the city or country

where the event is taking place.

Figure 3 presents an histogram of the upper-level and lower-level geographic entities found on

documents, and how frequent are those documents on the collection. This gives an idea of how

Table 3: Top 10 geographic NEs found on the documents
Publico (Portuguese) Folha de São Paulo (Brazilian) LA Times (American) Glasgow Herald (Scottish)

56 894 Portugal 56 967 Brasil 33 045 Los Angeles 42 424 Scotland

45 018 Lisboa 50 181 São Paulo 29 488 California 20 242 Glasgow

22 514 Porto 22 019 USA 27 053 U.S. 12 641 Edinburgh

18 907 Europa 17 244 SP [São Paulo] 19 144 United States 11 751 England

14 506 França 13 308 Brası́lia 18 266 Orange County 11 226 UK

12 010 Espanha 12 080 Rio [de Janeiro] 13 813 Washington 10 044 London

10 376 Alemanha 7 094 Argntina 13 294 New York 7 099 Europe

9 633 EUA 6 833 Nova York 8 653 Ventura County 5 921 France

9 348 Paris 5 891 México 8 516 Japan 3 594 Aberdeen

8 265 Brasil 5 756 França 8 062 San Fernando Valley 3 431 Germany
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Figure 2: Distribution of geographic NEs and entities per document, in both collections

broad or specific document scopes are in practice. The figure is on percentage of documents in

the collection, and we can observe that the great majority of documents either refers to only cities,

only countries, or to entities between countries and cities.

Regarding geographic coverage, the GeoCLEF collections are limited to a defined timespan

(1994-1995), and thus biased to dated events. Compared to an encyclopedia collection, a geo-

graphic query like “cities near active volcanoes” (topic #41 in GeoCLEF 2006) in a newspaper

collection must be strongly skewed by recent events of erupting volcanoes, as those are the ones

who make headlines. The topic has 14 relevant documents in the English collection, while in the

Portuguese collection it has 24 relevant documents.

Interestingly, the overlap between the events reported in the collections is limited. From the

events covered in both collections (Malang in Indonesia, Mosteiros in Cape Verde, Plymouth in

Montserrat, Manila in the Phillipines, Goma in Rwanda), only the Cape Verde and Montserrat event

were in both. Moreover, while the Cape Verde event had much more news in the PT collection (14

out or 24 relevant documents), it only accounts for one document in the EN.

This results in a list of few cities with some relevant documents, and a dominant peak with a

nearly 20% of relevant documents within a small timeframe, all concerning the same event and

referring the same city. Naturally, several relevant cities are left out, because their active volcanoes

did not make the headlines. Consequently: i) this query is not appropriate for testing diversity of a

GIR system, and ii) the novelty value for further retrieved documents is almost null (in the case of

Cape Verde eruption, for instance).

Final remarks
If we take a sample of GeoCLEF participant reports on CLEF working notes and look at their

system evaluation, it will mostly be a comparison of overall MAP values. This paper intends to
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Figure 3: Histogram of documents with mention geo-political entities, grouped by its top and

bottom geographic granularity, for PT and EN.

show that such value is just the tip of an iceberg, and there is much more to measure.

One must know the limitations and virtues of the targeted collection. While a collection such

as GeoCLEF collection might be date-limited, it has a rich histogram of geographic entities. Its

geographic topics are diverse and pose quite different challenges in terms of geographic ontology

and reasoning capabilities, and that will translate into different performance gains compared to a

classic IR system.
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Figure 4: Relevant documents for query #40, “cities near active volcanoes”
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Introduction
In the last few years, we are witnessing an emerging class of communication and infor-
mation platforms some call social awareness streams (SAS) [15]. Available from social
media services such as Facebook, Twitter, FourSquare, Flickr, and others, these hugely
popular platforms allow participants to post streams of lightweight content items, from
short status messages to links, pictures, and videos, in a highly connected social envi-
ronment. Many of these items are associated with location coordinates in the form of
latitude and longitude, or with a business or venue that is in turn associated with a
precise location. The number of “geotagged” items is likely to grow with the number
of people using geo-enabled devices to access and produce SAS data. The vast amounts
of SAS data offer unique opportunities for understanding local communities and peo-
ple’s attitudes, attention, and interest in them.Robust methods for learning from SAS
data about geographies and local communities, using methods from Artificial Intelli-
gence, Information Retrieval and Natural Language Processing, can greatly improve the
state of geographic information retrieval. Such contributions, from better modelling
of geographic areas, to improved knowledge about these areas and how they are used
by individuals and communities, have begun to surface in the last few years, and are
summarized in this article. The structure of this work borrows from Lynch [13], who
referred to five elements that make up an individual’s perception of city: districts, land-
marks, paths, nodes, and edges. This article borrows from Lynch in the context of
social media and SAS, proposing the four elements that make up the geographic infor-
mation that can be derived from social media about a city or area: districts, landmarks,
paths, and activities. This article presents a simple model for geographic SAS data,
and then considers the four social media elements, or main types of applications of SAS
data to geographic information systems. These applications include boundary defini-
tion and detection (district); computation of attractions (landmarks); derivation and
recommendation of paths; and evaluation of activities, interests and temporal trends.
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Data Model
SAS are different than other systems used to reason about communities and geogra-
phies. The unique properties of social awareness systems are lightweight sharing of
temporally-annotated content in a highly connected social space, where the consump-
tion of information is often structured around and guided by articulated online contact
networks. Thus, these systems are a source of spatio-temporal-social information. To
ground the discussion, I briefly outline and define the concepts and salient features
of SAS as used here.A very simple model can capture both the messages posted by
individuals in SAS and the connections between individuals:

• Users are marked u ∈ U , where u can be minimally represented by a user ID. How-
ever, in many cases the systems feature additional information about the user, most
notably their (possibly misleading [8]) hometown location �u and a short “profile”
description, amongst other possible attributes. Various other user attributes might
be available (e.g., Facebook allows users to specify religious beliefs, political views,
among many other attributes) or inferred.

• Content items (i.e., messages or other resources) are marked m ∈ M , where m
can be minimally represented by a tuple (um, cm, tm, �m) containing the identity of
the user posting the message um ∈ U , the content of the message cm, the posting
time tm and, increasingly, the location of the user at the time of posting �m. Other
properties could, again, be added.

• The articulated network can be represented by a directed graph G(U,E) where
U is the set of users connected by asymmetric edges e(u, v) suggesting that u is
connected to v. In some systems (e.g., Facebook), the graph is symmetric: e(u, v) ⇔
e(v, u).

This simple model captures the essence of the activity in many different SAS platforms,
such as Twitter, Facebook, the photo-sharing site Flickr, and the Foursquare location
and presence-sharing service.1 This model also captures the raw geographic information
available from SAS, where a coordinate is associated with additional content (starting
from an item’s content, to the social network of the person posting the item). While
not providing further details here, it is noted that this simple model can be further
extended with other notions that often occur in these SAS platforms, for example tags
(“hashtags” on Twitter), and user interactions (for example, “replies” or “retweets” on
Twitter).

1http://twitter.com, http://facebook.com, http://flickr.com, http://foursquare.com
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Districts
The first opportunity to improve GIR with knowledge from geo-referenced SAS data
is in the computation of districts and boundaries. Steven Schockaert, in this volume,
describes the challenges of modelling vague regions such as “Alps” or “Lower East Side”,
and suggests that information from social media (and SAS) can help define these vague
regions. Of course, these mostly capture the perception of participants in social media,
and may introduce significant bias both in the type of locations represented, and in
the content of the posts. Attempts had already been made. Flickr had learned from
the coordinates of photos and neighbourhood metadata that were corrected by users
to create outlines for various (known) regions and neighbourhoods (and export them
as shapefiles) 2. In other efforts, researchers had used social media and other data to
associate tags (e.g., “downtown”) with regions according to the coordinates associated
with individual items associated with this tag [10, 19]. These early attempts reflect
the availability of geographic information in social media sources, when exact location
was mostly attached to photos (on Flickr) and business (on maps products). However,
in SAS, exceedingly more geotagged information is made available about mundane,
everyday activities, that will allow the modelling of “every day” districts and regions,
as well as help model these regions as they are seen by different communities (e.g.
visitors vs. locals, young versus old). Note that this opportunity to distinguish between
geographic meanings ascribed by different communities is true for all the elements listed
in this article.

Landmarks and Attractions
According to Lynch, landmarks are identifiable “point references” that vary widely in
scale. SAS offers an opportunity to detect landmarks, reason about their attributes, and
even their relative importance. These landmarks may range from widely recognized,
prominent landmarks such as mountains, towers, or bridges, to local features such as
plazas, statues, and even cafes. In early work using social media, Ahern et al [2] created
a World Explorer that used tags on Flickr geotagged photos to explore geo-specific tags
on the world map, in any region and at any zoom level. Crandall et al. [4] later extended
that work by exploring the popularity of various landmarks on Flickr. Again, due to the
type of content initially available (a fairly large proportion of tourist photos [9]), these
detected landmarks are somewhat driven by tourist activity. But as SAS geotagged data
is growing, we will be able to extract landmarks of any type, semantics, and relevance.
Foursquare, for example, offers opportunities to better understand various attributes of
landmarks, most prominently their social use. Using information from SAS, GIR systems

2http://code.flickr.com/blog/2011/01/08/flickr-shapefiles-public-dataset-2-0/
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can create better models of landmarks like their area of “influence” and visibility, and
their importance to various populations and usefulness for different tasks (and queries).
In addition, GIR systems could use the landmark visual representation on social media to
create a visual summary in a response to a geographic query, augmenting and improving
the user interaction [12].

Paths (and Itineraries)
Lynch’s paths are “channels” along which people customarily, or occasionally, move [13].
Indeed, beyond landmarks, SAS information embeds data about how people move inside
different geographic areas. Two subsequent posts from the same user, in different loca-
tions, can be combined into a segment; multiple segments from many people can help
us reason about common paths between landmarks or places. So far, most prominently,
social media in the form of geotagged photographs was used to gain insight about the
paths of tourists through cities [3, 6], and to recommend itineraries for tourism based
on other people’s paths. Related information (to paths and other elements) can also be
available from mobile phone data (e.g., [1, 7]) but without the enriching content and
articulated network available from SAS, and with major privacy and data availability
concerns.Understanding, and correctly modelling these user paths through geographies,
again, offers the potential to improve GIR systems. The information and association
between the places and landmarks embedded in these paths, can improve GIR tasks
from detecting geographic references (places on the same path are more likely to appear
together), to ranking, presentation, and recommendation of content.

Activities
Jane Jacobs argued that it is the activities in cities and neighbourhoods that make them
attractive to people, both residents and visitors [11]. SAS data provides an opportunity
to discover, and model, human activities in geographic regions. What activities do
people perform in different geographic locations, and what are the temporal regularities
(or irregularities) of these activities? Georeferenced (or rather, spatiotemporal) SAS
information can expose activities and interests of local communities, allowing us to
understand the dynamics and patterns of urban and geographic activity. What do people
do in Minneapolis in the afternoon? When do people in Dallas exercise? Questions like
this, at different geographic resolution, could be robustly addressed using a few month
(or years) worth of SAS information. For example, Figure 1 shows the percentage of
all Twitter messages from New York City users that include the word “traffic”, for
every 30 minutes period of the day, averaged over 29 days in our data from August
2010. One can quickly learn what are New York City’s traffic patterns. Moreover, these
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Figure 1: Proportion of New York City Tweets the include the word “traffic” in different
times of day.

patterns can be associated with other key terms or sentences (using traditional NLP and
IR methods) that explain them, or draw out differences between particular days.While
research on these stable spatiotemporal patterns in SAS is just starting, many recent
studies have examined emerging spatiotemporal trends in SAS. Looking at irregular
and bursting activities in SAS, researchers examined the characteristics of “trending
topics” in respect to local communities [14, 16, 23]. Researchers have also analyzed
social media information related to geographies in the context of activity related to
emergency events and response [17, 20, 22]. Emergency response can certainly prove to
be an interesting domain where GIR systems can leverage the quick nature of SAS to
provide essential, up to date and critical information in times of crisis.Indeed, SAS data
can provide both emerging and “stable patterns” of spatiotemporal information that
support GIR systems, for example, in the task of ranking composite spatiotemporal
queries, or provide better support for spatio-topical queries based on the timing of the
query and its relevance.

Summary and Challenges
The article outlined a few of the ways in which georeferenced data from Social Aware-
ness Streams can help inform the next generation of GIR systems. One element in the
data model that was not directly addressed, but offers huge value, is the existence of an
articulated set of ties between individuals in SAS. Such a network offers an opportunity
not only to reason about social ties across geographies [5, 18, 21], but also to provide a
personalized view of the different computed elements based on each user’s network. In
other words, a geographic query can use the social media content to generate a person-
alized view of geographic information important to each specific user. As companies like
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Google and Facebook start to explore social information retrieval, our field can start
thinking about what is Geosocial IR, and how we can do it at scale.To summarize, our
challenge, then, is to develop new methods and approaches to improving geographic
information retrieval using information about local communities and geographies in-
creasingly available from SAS data. What new computational tools and capabilities
can improve SAS as novel sources for reasoning about GIR? These methods will have
the potential to transform information and data products for all users, but in particu-
lar for local residents and activists, journalists and media, and even city planners and
municipal workers.
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We lead a double life.  We have relationships that enrich our lives, events we participate in, and 
places we go that become a part of who we are.  We also have online friendships, which enrich 
our lives and make up part of who we are.  There are points of intersection between our two 
lives:  events we arrange online that take place offline, places that we have been (offline) that we 
photograph, tag, and share with our online social community.  The amount of data being 
generated by people online, who share information about their offline lives, is unprecedented and 
growing. We are a lucky few.  We are the “technorati”:  the people who have access to 
technology, and the knowledge to use it.  We are wealthy, well-travelled, well-educated, and 
proud owners of a plethora of gadgets that allow us to weave a seamless tapestry between our 
online and offline lives.  We are not most people.  The data we generate does not represent most 
people.

Geotagged social media data is a boon to researchers because it provides an easy ground truth for 
a variety of applications. Predicting the locations of users[1], inferring tourist itineraries[2],
inferring vernacular regions[6][11] and colloquial places[5], detecting neighbourhood 
boundaries1, extracting points of interest[4] are examples of technologies made possible on a 
large scale by the existence of geotagged social media data.  The data consists of billions of text, 
image and video examples associated with places. The trouble with relying so heavily on social 
media is that it is limited in terms of geographic scope, linguistic variety, and credibility.  The 
data is subject to the limitations of the user interactions with the devices and the applications that 
elicited them.  The data is vast, but noisy, of uncertain provenance, and limited expressiveness.  
In this paper we discuss the limitations of data from Flickr2, Twitter3, Foursquare4 and 
Gowalla5.  We present a discussion of the coverage and vocabulary of these sources, as well as 
their credibility.  

Flickr is a social photo- and video-sharing website where users can establish a friend network, 
and upload photos and videos, describing them with tags, titles, and short textual descriptions.  
They can also add tags and comments to the photos of others. The geotagging in Flickr happens 
in one of two ways:  the user’s camera or video recorder geotags the media, or the user can 
indicate the location the image was taken by interacting with a map interface.  It is widely 

������������������������������������������������������������
1�http://boundaries.tomtaylor.co.uk/ visited June 2011.�
2�www.flickr.com�visited�June�2011�
3�https://twitter.com/�visited�June�2011�
4�https://foursquare.com/�visited�June�2011�
5�http://gowalla.com/�visited�June�2011�
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studied in the research community to understand tagging behavior[12], geographic 
modelling[13], social networks[9], and personalization[15].

Researchers most often access Flickr via its API.  The API includes a native Flickr  ranking 
function that includes the option to rank according to relevance to a given query, or according to 
interestingness.  Researchers who do not crawl Flickr carefully, or completely, will bias their 
data toward an unknown ranking function, which is operating on a sparse representation of an 
information need (a query of 2 – 3 terms) and of an image (textual metadata that includes 6 – 7 
tags on average).  In the case of interestingness, they are likely to get a disproportionate number 
of HDR images, or a disproportionate number of images from professional photographers.  As 
both the relevance ranking, and the interestingness ranking functions are black boxes, their bias 
is also unknown. 

Of the geotagged Flickr images in our data set, which includes all Flickr photos uploaded prior to 
October 2010, we find that bulk uploads and images without tags account for roughly 80% of the 
data.  Bulk uploading is the practice of applying duplicate sets of tags to multiple images.  To 
account for this, when a user applies duplicate tag sets, we randomly select only one of the 
images for use in a given application.  A more insidious problem is that of near duplicate tag 
sets.  The user applies the same basic tag set to multiple images, but adds one or two tags to 
distinguish the images.  In statistical modelling, the result is that a limited vocabulary is given 
too much weight in computing term frequencies describing a place.  Detecting duplicate tag sets 
on large-scale data is non-trivial.  One solution is to count the user frequency (the number of 
users describing a place with a term) rather than the term frequency[10].

Eric Fischer compared geotagged photos taken by people in their home location with those of 
tourists, and found discernible differences in the local geographic patterns.6  We suspect a 
significant portion of the geotagged images are uploaded by visitors.  This would imply that 
people are generating data describing places that are new to them, with which they are not 
intimately familiar. This effect may be exaggerated in places with poor coverage.  This may lead 
to an over-representation of tourist attractions, and an under-representation of the ordinary places 
that are important in understanding geographic context.  

Furthermore, according to van House[14], a key reason that users upload photos to Flickr is to 
maintain relationships with others, uploading and sharing photographs of people and the events 
they have in common.  As the geographic context would be understood between friends, and the 
events themselves are often personal in nature (such as birthdays and weddings), the metadata 
associated with the images may contain no information to distinguish a given location. 

Crandall et al. mapped the coverage of images in Flickr7 [3].  North America and Europe are 
extremely well covered.  Other parts of the globe, including most of Africa, Asia, South 
America, and the Soviet Union, are almost entirely unrepresented. Furthermore, the places that 
are well covered by geotagged Flickr images represent a fraction of the world’s population, and 

������������������������������������������������������������
6�http://www.flickr.com/photos/walkingsf/sets/72157624209158632/�visited�June�2011.�
7�http://www.cs.cornell.edu/~crandall/photomap/�visited�June�2011�
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so friendship links, tagging behavior, and image content do not allow us to draw conclusions 
about people in general. 

We see similar coverage in the geotagged Twitter data.  Twitter elicits a 140-character message 
(“tweet”) from the user.  The user can elect to record his geographic coordinates, in which case 
they are associated with his tweet.  Twitter is accessible through a public API which allows 
developers to sample one percent of the tweet traffic.  Large institutions, such as Yahoo! license 
access to the Twitter Firehose, which is all of the tweet traffic for a given period of time.  In our 
sample of twitter data, an estimated 1.5% of tweets are geotagged.  This is up from a year ago 
when we estimated 0.5% of tweets to be geotagged. 

Because tweets are limited to 140 characters, they use a unique and succinct language.  Naaman 
et al. [8] analyzed the content in Tweets, and determined that roughly 40% of tweets are personal 
status updates, such as “tired and upset”.  Another 5% were “presence maintenance” type tweets, 
such as “I’m backkk!”  As this accounts for roughly half of all tweets, there is a question as to 
how useful this type of tweet is for geographic modelling.  If these types of tweets contain the 
same content and vocabulary across a wide geography, they will not be useful for applications 
attempting to represent local places.  Other types of tweets such as “information sharing” (tweets 
that are more news-worthy, or point to other sources of information) represent approximately 
20% of tweets, and may not contain information about places local to the user who posted the 
information.   

Two other sources of geotagged data are Foursquare and Gowalla. Both services allow users to 
identify their current location by “checking in” which emits a message that may be propagated to 
Twitter and Facebook8 that states their location. Figure 1 shows the coverage in Foursquare and 
Gowalla check-ins that were propagated to Twitter in a recent sample of Twitter data.   In the 
data, the location is identified with geographic coordinates, and a street address.  When the user 
checks in, he can either choose a pre-defined location near him (typically local businesses or 
landmarks), or he can create a location.  This data is especially nice because it provides a link 
between a set of geographic coordinates, a street address, and a venue name.  In fact, it focuses 
largely on points of interest rather than larger locations such as cities, states, and countries.  As 
such it is a potentially rich source of information about where people are on a day-to-day basis, 
and on a very fine level of granularity.  In a recent study, we found that of the tweets that were 
geotagged, approximately 25% were check-ins from location-based checkin services including 
Foursquare, Gowalla, and others. 

While this sounds like an almost magical and wondrous data source, it is made less so by two 
coverage issues:  the geographic coverage resembles that of Flickr and Twitter (most users being 
in the U.S. and Europe), and users are suggested pre-defined points of interest, which 
discourages them from naming their location in their own way.  This reduces both the number of 
points of interest, and the vocabulary used to name them.  Furthermore, it biases the data toward 
the types of points of interest that are sponsored listings.  For example, large chains are likely to 
be suggested to the user.  Small local businesses on a tight budget are less likely.  Sponsored 
listings are not inherently bad:  they are, after all, places people visit and care about.  The 
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8�www.facebook.com�visited�June�2011�
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problem with sponsored listings is that they are already known.  They do not represent an 
opportunity to enrich our understanding of a place. 

There is another, more subtle problem presented by social media data. The utility of the 
applications, and often their business models, depend on people maintaining an active social 
network.  The applications are most fun, and most useful, when there is a critical mass of users in 
the same social network.  From a data perspective, however, this creates a “group think” model 
of user interaction:  we visit a place because we see our friends are there; we name it the way our 
friends have named it.  This reduces the diversity in the data, and its usefulness for understanding 
geographic context. 

Another consequence of “group think” is the propagation of misinformation.  Mendoza et al.[7]
found that in the absence of other sources of information, people were retweeting rumors in 
twitter as fact.  Even legitimate news organizations have been known to report tweet information 
without questioning its veracity.  Unlike legitimate news organizations, however, users of twitter 
are not required to verify their sources, or to be transparent with regard to the information 
gathering process.  The possibility exists for users to spread misinformation maliciously, but 
more common is the practice of spreading misinformation naively.  The provenance of 
information in social media is uncertain.  It should be treated with great care and taken for what 
it is. 

�
Figure 1 Foursquare and Gowalla check-ins propagated to a sample of data from Twitter. 
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Introduction  
Geographic information is increasingly used in mobile contexts. Mobility constrains several 
aspects of this mobile usage, such as limited screen estate, number of desired interactions, or 
availability due to battery time. As a consequence designers and developers of mobile 
geographic applications strive to reduce the amount of information delivered to users and aim at 
serving just useful content rather than a larger amount of unspecific data. This is to address the 
problem of information overload as well as to provide information that is relevant.  Ultimately 
this is the goal of any information retrieval system. 

Thus, we want to set off by studying how relevance of information is defined and handled in 
information science/information retrieval (IR), Geographic Information Retrieval (GIR), Mobile 
Information Retrieval (MIR), Location Based Services (LBS), and Geographic Relevance (GR). 
The objective is to reveal commonalities as well as differences among these fields, mainly 
between GIR and GR, and eventually show potential mutual benefits.  

Relevance in information retrieval 
The term relevance has been widely used in information science and particularly in Information 
Retrieval (IR) since the first introduction of IR systems in the 1950s and 1960s and refers to 
seeking for information stored in collections of documents driven by documents’ relevance (or 
pertinence) to a user’s information need. Thus, the classic document IR systems (e.g. web search 
engines) mainly deal with the semantic similarity between a set of query terms and the terms 
found in documents. The concept of relevance behind the first generation of IR systems was not 
only based on a single dimension, but it was also binary (i.e., each document could be either 
relevant or not relevant) [1]. However, more recently many researchers [e.g., 2, 3] claimed that 
relevance is a multidimensional concept, a system of relevancies on different levels with degrees 
of relevance rather than a single, binary relevance reflected in ranks for the retrieved documents, 
based on the similarity of the document and the query. 

Relevance in geographic information retrieval 
The traditional approach of IR does not take much account of explicit or implicit spatial 
references of information. This circumstance may lead to poor or unsatisfactory results of queries 
that involve spatial information, such as toponyms or spatial relations. The research field of 
Geographic Information Retrieval (GIR) at the intersection of traditional IR and Geographic 
Information Science (GIScience) aims at not only employing the theme, but also the geographic 
scope of documents when retrieving documents [4]. Therefore, relevance of documents is also 
defined by their spatial footprints. Examples of this approach can be found in [5]. GIR is 
typically employed in web browser searches for documents or images in unstructured collections 
implying that the geographic information is implicitly represented in web documents (e.g., as 
toponyms) that can be first geo-parsed and then geo-referenced through GIR processing. 
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The extension of GIR to mobile usage has led to a new field termed Mobile Information 
Retrieval (MIR). In MIR, information retrieval algorithms developed in GIR are applied in a 
mobile environment. Therefore the geographic context (mainly location and time) becomes part 
of the query processed by a spatio-temporal IR algorithm. Examples of these methodologies are 
presented in [6, 7]. The MIR approach proposed by [6] can be seen as the use of binary functions 
on different relevance dimensions (e.g., space, time, visibility). 

Relevance in location based services 
Related to MIR are Location-Based Services (LBS) that employ some notion of spatial 
relevance. LBS are mobile applications that aim to offer spatial information processing 
capabilities on the basis of the user’s location [8]. LBS usually employ only simple spatial 
concepts to assess binary values of relevance (e.g., buffers around the user’s position as a binary 
information filter). Yet, apart from spatial context, there are several other context dimensions 
only scarcely addressed in research that give rise to contextual information needs and influence 
the relevance of geographic objects in such usage situations.

Geographic Relevance 
To overcome this research gap several researchers in GIScience [e.g., 9, 10, 11] proposed more 
recently the concept of Geographic Relevance (GR) offering a different perspective to the 
relevance of geographic information. We define GR as a quality of an entity in geographic space 
or its representation in an information system, i.e. an object, document, or image. This quality is 
expressed as the relation between an entity or its representation and the actual context of using 
the representation. The relevance may refer to different levels of complexity of the represented 
entities. First, relevance can refer to discrete objects (e.g., point, linear or areal features), or 
properties of these objects. Second, relevance can also denote spatial, temporal, or spatio-
temporal relations between objects. Third, relevance may relate to groups of objects (e.g., 
clusters, structure, configuration). And finally, relevance can relate to functions of objects, or 
places.

More pragmatically, GR aims to assess the relevance of an object that is a representation of a 
geographic entity within a computer system or information database. This object can be a 
collection of documents or an entry in a database describing a point of interest. Still, even if the 
object is a single document, the objective is to approximate the relevance of the entity, not to 
judge the relevance of a geo-referenced document or a document reporting geographic 
information. 

Next we will analyse fundamental differences as well as shared properties between GR and 
the previous concepts of relevance. 

Differences and commonalities between relevance conceptualisations 
Even though our definition of GR subsumes many of the general characteristics of information 
relevance as well as concepts from GIR, GR is characterised by the following qualities that 
differentiate it from them.  

As opposed to IR and GIR that are predominantly concerned with retrieving documents, GR 
works on geographic objects representing reality and represented in geographic databases or as 
maps. The assessment of GR based on spatial representations means that the information objects 
are spatially structured (in the physical world) compared to unstructured digital document 
collections on the Internet (the informational world) that are the focus of GIR. Therefore, the 
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notion of GR implies an enhanced engagement with the physical world, and we can observe a 
relationship between the concepts in the mind, the real objects in physical space, and their 
representation on a visuo-spatial display. The engagement with reality further entails a super 
ordinate user activity for which the information seeking or retrieval action is only a part and 
which may, through the affordances of objects or places, trigger further information needs.  

The situatedness of mobile users also requires GR to integrate more than just topical and 
spatial dimensions of the usage context. Thus GR extends the context dimensions to time (e.g., 
temporal validity of geographic objects), personal mobility, and environmental factors. Typically 
GIR does not include temporal relevance and spatio-temporal relevance in the sense of time 
geography. On the contrary, the personal mobility opportunities and limitations, combined with 
the spatio-temporal availability of the geographic entities, are very important factors in the 
estimation of the usefulness of an entity in a given situation, just as it is to a certain extent in 
MIR.

Moreover, as mentioned above, the entities taken into account in GR assessment are spatially 
structured. That is, they are not simply separate objects placed in an abstract Euclidean space at a 
certain distance from the location representing the position of the user. They are spatially 
organised and related in certain ways. This spatial layout can have historical, geographical, 
economical, or social reasons. The neighbourhood of entities in space can often be referred to 
these reasons, which shape the cities we live in, and are also the cause of more complex 
geographic phenomena. For example, entities can be part of spatial hierarchies or clusters that 
developed within the city as it has evolved over time. Entities can follow co-location rules 
considered common for a given city, which can be completely meaningless in another city, or in 
a neighbouring country. It can be misleading to assume a priori that these spatial structures are 
not part of the situation the user is in, or to assume that a user would not consider them as 
important facets of relevance. In fact, these spatial structures have so far not been taken into 
account as part of relevance assessment.

Outlook to mutual benefits 
GR can be seen as an attempt to join the concepts of geographic related relevance developed 
within GIR with the recent advances of context-aware mobile geovisualisation and LBS. This 
has brought us a new concept of relevance, which is clearly different from its precursors by its 
tighter engagement with the physical world — in contrast with the informational world of the 
documents — and the dynamics of the user’s activity and mobility. 

This closer relationship to the physical world has given GR the opportunity to fully unveil 
facets of relevance that previously had been only partially studied (e.g. the personal mobility, 
introduced in MIR) or not covered at all (e.g., the spatial structure of the entities in the user's 
surrounding environment). Nevertheless, the usage of these new facets should not remain 
restricted within GR, but can be transferred back to MIR and to GIR in general. 

In fact, if these criteria are useful to judge the relevance of an entity (in the physical world), 
then a document (in the informational world) referring to that entity and reporting about these 
facets (e.g., a spatial cluster the entity is part of) is more informative to the user than a document 
that does not report this information. This implies that the first document is more relevant than 
the second. Thus, these new criteria can be useful in the assessment of the relevance of a 
document reporting geographic information. It is then clear how the advances in the study of GR 
can also change the understanding of relevance in MIR and GIR. 
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Introduction  

Mobile information retrieval is a sub discipline that has been the focus of much research over the 
last 10-15 years. Drivers of this interest include the emergence of enabling technology, 
particularly position determining hardware and mobile communications. A second driver has 
been the increased availability of georeferenced information objects, including points of interest 
databases and conventions for adding geographic information to documents in a structured way 
using mark-up languages such as GML, KML, GeoRSS and GeoJSON. In many cases this 
associated geographic information is a simplistic spatial representation (such as a point), but 
increasingly commercial implementations are giving consideration to both an object's physical 
location and its sphere of influence: Google Places, for example. Such georeferenced information 
objects have the capacity to satisfy the diverse "where", "what" and "when" aspects of queries. 
As well as the development of enabling technology, there has been widespread acceptance that 
whilst information needs are ubiquitous, so long as information searches can only be conducted 
in a small number of static settings, then needs will frequently go unsatisfied [1]. 

Mobile information retrieval (IR) has developed in parallel with geographic IR, and there is 
considerable overlap between the two. The key distinctions between them relate primarily to the 
context of the user. The concept that computer systems should be able to identify the context 
within which a user requests should be interpreted is of interest to information retrieval more 
generally, however it has acted as a particular  focus within the mobile IR research [2]. The 
situations in which mobile devices are used are inherently associated with the physical 
environment, and a user's temporal constraints and activities, all of which influence their 
information needs, make the case for an adaptation of information systems for mobile 
individuals. Many researchers believe that relevance cannot be considered without context [2]. 

When considering the role of context in computing more generally Dey [3] identifies three 
categories of features that context-aware applications can support related to presentation of 
information, automatic execution of services, and enriching information to aid future retrieval. 
Within the mobile domain, the dominant contextual theme has been the use of an individual's 
location to filter information, and many research prototypes [4] and commercial implementations 
of mobile information systems use this as the sole facet of context. Location is frequently 
described as the single most important factor driving contextual information needs [5]. There has 
been growing commercial take up of location-based services that can return nearby information 
and services based on simple spatial proximity searches around one's current location. 

The temporal, topical, and motivational contextual factors can provide a unifying framework for 
a broader understanding of relevance, both for intentional “need to know” and task-related 
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“informational support” queries [2]. Information filters can be constructed within this framework 
to remove information that is less relevant, given the current context, improving precision at the 
expense of recall in the given situation [6]. This filtering is seen as a vital part of mobile IR 
since, to a greater extent than their counterparts on static machines, mobile users frequently must 
share their attention between concurrent activities, and may be distracted by the dynamic 
physical environment with which they are engaged [1]. 

There has been criticism of mobile information retrieval for not using more contextual 
information related, for example other sensors on a mobile device, preferences as represented in 
user profiles, or scheduling constraints available from digital calendars [7]. There is great scope 
for the user experience of mobile search to be improved. Criticisms of mobile search include the 
inclusion of less relevant information, information overload when presenting many results on a 
small screen, and simplistic spatial concepts used to filter information: for example simple 
spatial proximity search which do not account for constraints associated with movement through 
the physical world [2]. 

However, whilst the majority of researchers accept that this is an important concept, there is little 
agreement as to what constitutes context and it remains, in the main, an ill-defined concept, 
understood differently within different research communities [8]. An early definition in the 
computing literature considers location, identities of nearby people and objects, and changes to 
those objects [9]. Building on research from psychology to computer science, Dey [3] suggests 
that "environment" and "situation" are appropriate synonyms, and defines context as information 
that can be used to characterize the situation of person, that is relevant to the interaction between 
that person and an application. Dey [3] also highlights that contextual information can be 
relevant to a user's task. Bazire and Brezillon [8] identify related concepts from psychology and 
cognitive science including situation, milieu, distractor and background and provides the pithy 
definition that context is "the set of circumstances that frames an event". Bazire and Brezillon [8] 
differentiate between local context - in that it is linked to the surrounding structural environments 
- and global context, which is a function of an individual's longer term internal beliefs, 
experience, knowledge, culture and community. They suggest that the definition of context as 
"any information that can be used to characterize and interpret the situation in which a user 
interacts with an application at a certain time" is too explicit to be applied across all disciplines, 
however, this consideration of users interacting with systems make it an appropriate one for the 
information retrieval community. 

Definitions and examples of context from within mobile information retrieval tend to be more 
tangible, but are diverse, and different researchers have focussed upon different sets of 
contextual elements. Examples include user interest, position, time schedule, current activity and 
knowledge of the environment, but also the characteristics of the geographic information objects 
they are searching, and their location and time validity [10]. Research by Sohn et al [1] found 
that nearly three-quarters of information needs were triggered by a contextual factor, with 
"conversation" being an important contextual trigger. Further examples to emerge include: 
technical constraints and visual perception [2]; physical states, including nearby resources and 
weather [3]; daily, weekly and annual temporal cycles and historical location [4]. Historical 
location raises a broader issue that is a common theme of many studies: context is a dynamic 
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phenomenon, so past and future states will influence information needs, and should be accounted 
for by mobile information retrieval systems.  

From these diverse perspectives, different researchers have identified different unifying themes 
within which individual contextual elements can be classed. Bazire and Brezillon placed 150 
definitions from within cognitive science into just six classes:  constraint, influence, behavior,
nature, structure and system.  With explicit consideration of mobile context, Sohn et al [1] 
identified four main themes: "Activity", "Location", "Time" and "Conversation", which covers 
most of the examples described above, but perhaps underplays the role of a user's movement 
behaviour through the physical environment. Five emergent themes that will be expanded on in 
the remainder of this paper are: 

� location and movement behaviour;  
� physical environment;  
� mobile device characteristics; 
� activity and tasks; 
� interests and preferences. 

Each will be described in an attempt to identify what distinguishes mobile IR from geographic 
IR, and the potential of each thematic class to improve user experience of mobile search systems. 

Location and movement behaviour 

Context-awareness is often reduced to determining current position [2]. This is unsurprising due 
to the ubiquity of location information on mobile devices, and its capacity to be described 
precisely and unambiguously in numerical form. However, location in isolation does not provide 
a particularly rich contextual model, and research has found that the classic mobile search 
example of someone finding out something about their current location accounts for just 15% of 
queries [5]. The understanding of location, with respect to context, can be extended in various 
ways. On the one hand, the physical environment associated with that location can provide 
information which may assist in increasing the relevance of information retrieved by mobile 
individuals, but also location and movement behaviour can represent many of the constraints 
associated with mobile information seekers.  

Just as position-determining technology has enabled mobile information retrieval, a parallel 
stream of research has emerged over the last 10-15 years concerned with the analysis of large 
volumes of  data related to moving objects or mobile trajectories [11].  Increasingly, researchers 
are concerned with how they can apply not only location to mobile information retrieval, but 
movement parameters and movement patterns [11].  Movement parameters may be measured at 
an instant, or over an interval by comparison with previous states, and include speed, heading, 
acceleration, turning angle and sinuosity. The definition of movement patterns is more vague, 
and processes to extract them from individual or groups of mobile trajectories less well defined, 
however Dodge et al [11] provides a taxonomy that differentiates between generic patterns (e.g. 
colocation, concentration, constancy, repetition) and  behavioural patterns (play, leadership, 
flock).

Movement patterns include past and future behaviour of individuals, and interaction between 
individuals and their environment. Such analysis has direct application for mobile IR by 
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representing an individual's familiarity with an area. This can provide indications of past and 
current activity enabling queries such as 'Where else can we go to find ...' [5]. It may also act as a 
predictor for future activity and location. Non-spatial analogies for familiarity exist within IR, 
for example a user's familiarity with the source of the information [10]. 

Physical environment 

Mobile users tend to be more likely to be engaging with and distracted by a dynamic 
environment than their desktop counterparts [6]. Highly local and ephemeral contextual factors 
can be considered part of someone's physical environment, for example, a conversation that they 
are engaged in [5]. Provision should be made for mobile individuals, to account for the 
likelihood that they may not be able to devote their complete attention to the IR task alone. A 
mobile individual may be searching whilst new information - perhaps relevant to their 
information needs - may be revealing itself to them as they move.  

The physical environment also influences the movement patterns described above due to the 
constraints that it places upon individuals [12]. Some places will remain inaccessible since an 
individual is not authorised to be there (authority constraints), others because they are out of 
reach to individuals. There is great potential for representing constraints of this nature within the 
mobile IR process, particularly using them for filtering information. Isochrone surfaces can be 
generated from topological networks representing transport infrastructure, and polygonal masks 
of inaccessible areas, as an approach to representing context for mobile IR.  

Device characteristics

The characteristics of the device upon which a mobile search is taking place may seem narrow as 
a theme, however it is the enabling technology that is changing how mobile individuals behave, 
how they spend their time whilst mobile, reducing the need for prior planning, and influencing 
their decision making process whilst on the move. The behaviour of users of mobile devices is 
distinct from their desktop counterparts: typically mobile users use their devices for a greater 
number of shorter sessions each day, compared to use of larger, less mobile devices. Much 
research in this area relates to  user-input and device display constraints [13]. Research suggests 
that whilst users of smartphones construct queries of a similar length to desktop users (about 2.3 
words in both cases), smartphone users take considerably more time to construct that query - an 
average about 30 seconds [14]. Any contextual information that can be added that reduces the 
need for users to enter text is clearly of huge benefit. Constraints related to output are also well 
known: despite increasing resolution, there is dramatically less screen real estate for the 
presentation of results. As a consequence, users are less likely to scroll past the first few results 
[14]. Clustering of results by subtopic is one approach to tackling this display problem, where 
relevant results that might be distant in a linear ranking of results, are relatively close when 
accessed through a graph or tree [14].  

User activity and tasks 

Current activity and task are frequently cited as important components of context that have a 
direct influence upon information needs: for example whether an individual is working, 
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shopping, driving, and the specific problems they may be attempting to solve. Temporal 
constraints and time schedule are often cited as distinct contextual factors, but these usually 
relate are to future and past activities and tasks, and are well represented in Time Geography. 
Specifically capability constraints place limitations on an individual based on their requirement 
to engage in certain activities at certain times, and related coupling constraints place 
requirements to be in specific locations to complete those activities [12]. 

Within mobile IR, there is great potential to sense current and predict future activity and task 
schedules, based upon an individual's motion parameters and movement patterns. For example, 
an individual who is driving in their free time is likely to have a greater time budget and spatial 
range compared to when they are at work and dependent upon walking or public transport. 

User preference and interests

A final contextual theme that emerges in mobile IR research is related to an individual's 
preferences and interests. Some researchers have attempted to exploit specific interests - such as 
reading lists and tastes in music - as represented by user profiles in social media web services as 
context for mobile IR [7]. Other approaches have encouraged individuals to associate themselves 
with generic user templates in an attempt to personalise the information retrieval process [4].  
Hinze et al [5] distinguish immediate information needs from a longer-term curiosity in a 
particular subject which could be used as context with which filter information in response to 
user queries, or even push information to users as they approach objects in the physical world 
which are of long-term interest. 

This highlights some of the cross over between these contextual themes. A case study from 
Kessler et al [15] demonstrates that the relationship between the preferences of an individual and 
the physical environment with a very specific example. Wave height, sea bottom surface and 
beach crowdedness can be measured objectively, but their suitability for  an individual seeking a 
site for surfing depends upon their surfing ability and preferences for being sociable or seeking 
solitude. 

Conclusions

Context is an important concept, but remains ill defined, and is not thoroughly exploited within 
mobile information retrieval systems. Location is used widely but this is only one facet of this 
diverse concept. Different components of context may be important to different people at 
different times. A key challenge for mobile IR is create more generic and extensible context 
models, and to integrate these into IR systems.  
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CFP: 2012 AAG GISSG Student Paper Competition 

The Geographic Information Science and Systems Specialty Group (GISSG) announces 
the 2012 Honors Competition for Student Papers on Geographic Information Science 
(GIS) topics to be presented at the 2012 AAG Annual Meeting in New York, NY. The 
purpose of this competition is to promote scholarship and written and oral presentation by 
students in the field of GIS. Papers are invited from current graduate and undergraduate 
students on any topic in geographical information systems and geographic information 
science.  

The competition is open to students at all academic levels. Any paper authored and 
presented by a student is eligible for the competition, provided the paper has not already 
been published or presented somewhere. However, all applicants must be a current 
member of the AAG GIS Specialty Group. 

Papers must be based on original work, completed as an undergraduate or graduate 
student, relevant to the field of GIS and current GIS research. Papers must be written 
entirely by the applicant. Criteria used in evaluation submitted papers include theoretical, 
conceptual, and methodological contributions to GIS over enhancements to particular 
applications. Students who are selected as finalists will be placed in a special session at 
the annual meeting and will be provided $500 to defray travel expenses to the conference. 
There will be also special awards for the 1st and 2nd-place presenters. The prizes of $500 
for 1st place and $250 for 2nd place will be determined immediately following the 
special presentation session. 

Guidelines and submission requirements are posted at the GISSG Student Paper 
Competition webpage (http://spatial.usc.edu/Education/ScholarshipsAndAwards/AAG-
GISSG-Student-Paper-Competition/Default.aspx). The deadline for extended abstract 
submission to this competition is Oct 3rd, 2011, and finalists must submit full papers by 
January 24, 2012.

Please direct any questions to Dan Goldberg, GISSG Academic Councilor, 
dwgoldbe@usc.edu. 
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