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Editorial

Dear Colleagues,
Welcome to the second issue of the fourth volume of the SIGSPATIAL Special for 2012.
This issue includes a number of short letters dedicated to the topic of External Memory
Algorithms and Data Structures for Spatial Data. Many geospatial data sets, particularly
those collected via remote sensing, are extremely large and unable to fit entirely in main
memory. They must therefore reside on larger, but considerably slower external memory
stores, most commonly mechanical hard disk drives. The field of External Memory
Algorithms, sometimes called I/O-efficient or out-of-core algorithms develops solutions
for processing extremely large data sets in which the transfer of data between disk and
main memory, called I/O, dominates the computational complexity in internal memory.
This issue briefly highlights some of the recent advances in external memory algorithms,
particularly those methods which process spatial data. We have requested brief letters
from leading researchers on this topic. I would like to thank the authors for contributing
letters in a short amount of time.
We hope that you find this issue of the SIGPATIAL Special useful as an introduction to
recent results, tools, and open questions for future studies.
Andrew Danner, Editor
Department of Computer Science
Swarthmore College, Swarthmore, Pennsylvania
Tel: +1 610-328-8665
Fax: +1 610-328-8606
Email: adanner@cs.swarthmore.edu
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Introduction

Range reporting is a one of the most fundamental topics in spatial databases and computational
geometry. In this class of problems, the input consists of a set of geometric objects, such as points,
line segments, rectangles etc. The goal is to preprocess the input set into a data structure, such that
given a query range, one can eﬃciently report all input objects intersecting the range. The ranges
most commonly considered are axis-parallel rectangles, halfspaces, points, simplices and balls.
In this survey, we focus on the planar orthogonal range reporting problem in the external
memory model of Aggarwal and Vitter [2]. Here the input consists of a set of N points in the
plane, and the goal is to support reporting all points inside an axis-parallel query rectangle. We
use B to denote the disk block size in number of points. The cost of answering a query is measured
in the number of I/Os performed and the space of the data structure is measured in the number of
disk blocks occupied, hence linear space is O(N/B) disk blocks.
Outline. In Section 2, we set out by reviewing the classic B-tree for solving one-dimensional
orthogonal range reporting, i.e. given N points on the real line and a query interval q = [q1 , q2 ],
report all T points inside q. In Section 3 we present optimal solutions for planar orthogonal range
reporting, and ﬁnally in Section 4, we brieﬂy discuss related range searching problems.

2

The B-tree

A B-tree [10] is constructed in the following manner from a sequence of N points on the real line:
First sort the points according to their coordinates and partition them into N/B groups of B
consecutive points each. Each group is stored in one disk block and we think of these blocks as the
leaves of the B-tree. Each leaf node v is naturally associated to an x-range Xv = (x1v , x2v ] where x1v
is the largest coordinate stored in the leaf preceding v (x1v = −∞ for the ﬁrst leaf) and x2v is the
largest coordinate of a point in v (we let x2v = ∞ for the last leaf). We call the coordinates deﬁning
these intervals “splitter” values and we assume without loss of generality that all coordinates are
distinct.
To guide searches, we construct a B-ary tree on top of the sorted sequence of leaves. Each
internal node v is again associated to an x-range Xv , which is the union of the x-ranges of the
leaves in the subtree rooted at v. We augment each internal node with the O(B) splitter values of
its children and store the splitter values in O(1) disk blocks.
∗
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To answer a query q = [q1 , q2 ], we start at the root node of the B-tree and traverse the two
paths towards the leaves whose x-ranges contain q1 and q2 , respectively. These paths are easily
determined from the splitter values stored in the nodes along the paths. For each node v on the
paths we do the following: We examine the x-range of all children of v, and for each child with an
x-range completely inside q, we traverse all the leaves of the corresponding subtree and report all
points stored there. Clearly this procedure correctly reports all points in the query range.
Following the two paths towards the leaves containing q1 and q2 costs O(logB N ) I/Os. For
every subtree that is traversed because its x-range is inside q, we charge the traversal to the output
size, i.e. this costs at most O(T /B) I/Os. Hence we conclude that the B-tree uses linear space and
answers queries in O(logB N + T /B) I/Os.
When solving higher-dimensional orthogonal range reporting, the aim is to obtain a performance
that is comparable to that of the B-tree, i.e. O(logB N + T /B) query cost and as close to linear
space as possible.

3

Orthogonal Range Queries

Solutions for planar orthogonal range reporting are typically obtained by ﬁrst obtaining a solution
for a restricted type of query ranges, known as 3-sided queries. A 3-sided query q = (q1 , q2 , q3 )
asks to report all input points (x, y) with q1 ≤ x ≤ q2 and y ≥ q3 . In Section 3.1, we show how
to answer these 3-sided queries in external memory. In Section 3.2 we then extend these results to
standard query ranges, which we refer to as 4-sided queries.

3.1

Three-Sided Queries

In the following, we present a data structure for solving 3-sided planar range reporting: Preprocess
a set S of point in the plane such that given a 3-sided query q, we can report all points in S that
are inside q.
A solution to the 3-sided range query problem can be obtained using an external priority search
tree [5]. A basic building block in the external priority search tree is an eﬃcient solution for 3-sided
range queries when the number of input points is only O(B 2 ). More speciﬁcally, we assume for
now that for a set of K = O(B 2 ) points, one can construct a linear space data structure such that
3-sided range queries can be answered in O(1 + T /B) I/Os. We refer to such a base data structure
as a “B 2 –structure”. In the following, we ﬁrst describe the external priority search tree simply
assuming the availability of this B 2 –structure. We then move on to describe the B 2 –structure at
the end of the section.
Structure. An external priority search tree consists of a base B-tree T on the x-coordinates of
the points in S. Recall from Section 2 that T stores all points in the leaves and that internal nodes
store only splitter values. For the external priority search tree, we keep the splitter values in the
internal nodes, but also move the points from the leaves into the internal nodes by the following
recursive procedure: Start at the root node v of T and collect for each child vi of v, the B points
with highest y-coordinates (if existing) amongst all points stored in the leaves of the subtree rooted
at vi . We move these points out of their leaves and store the O(B 2 ) points collected for all children
of v in a B 2 –structure. This B 2 –structure is stored at v. We ﬁnally recurse on all O(B) children
of v. Observe that when this procedure terminates at the leaves, all points stored in the subtree
rooted at a node v still have an x-coordinate in the x-range of v. Overall the external priority
search tree uses linear space since T uses linear space and since each point is stored in precisely
one B 2 –structure.
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Query. To answer a 3-sided query q = (q1 , q2 , q3 ) we start at the root of T and proceed
recursively to the appropriate subtrees: When visiting a node v we ﬁrst query the B 2 –structure
and report the relevant points. Then we advance the search to some of the children of v. The
search is advanced to a child vi if it is either along the search path for q1 or q2 , or if the entire set
of points corresponding to vi in the B 2 –structure were reported. The query procedure reports all
points in the query range, since if we do not visit a child vi with an x-range completely contained
in the interval [q1 , q2 ], it means that at least one of the points in the B 2 –structure corresponding to
vi is not in q. Since all points corresponding to vi have an x-coordinate in the query range, there
must be at least one of the points that have a y-coordinate smaller than q3 . This in turn means
that none of the points in the subtree rooted at vi can be in q since they all have even smaller
y-coordinates.
That we use O(logB N + T /B) I/Os to answer a query can be seen as follows. In each internal
node v of T visited by the query procedure we spend O(1 + Tv /B) I/Os, where Tv is the number
of points reported at v. There are O(logB N ) nodes visited on the search paths in T to the leaf
containing q1 and the leaf containing q2 , and thus the number of I/Os used in these nodes adds up
to O(logB N + T /B). Each remaining visited internal node v in T is not on the search paths but
it is visited because Θ(B) points corresponding to v were reported in its parent. Thus the cost of
visiting these nodes adds up to O(T /B).
Theorem 1. An external priority search tree on a set of N points in the plane uses linear space
and answers 3-sided range queries in O(logB N + T /B) I/Os.
Three-Sided Queries on O(B 2 ) Points. In the following, we describe the B 2 –structure. The
data structure is based on a sweep line approach commonly used in solving geometric problems.
Structure. We start by sorting the K = O(B 2 ) input points according to their x-coordinates.
We then partition this sequence into O(K/B) groups of Θ(B) consecutive points. We store the
points of each group in one disk block. We think of the blocks as being ordered in the natural way
(i.e. according to the x-coordinates of the points inside). Then we conceptually sweep a horizontal
line from y = −∞ to ∞ and merge the groups as the sweep line passes through the input points.
More speciﬁcally, we start by marking all groups as active. We then raise the sweep line from
y = −∞ and each time it passes through a point we check whether there are any two consecutive
active groups for which both groups contain less than B/2 points above the sweep line. If this is
the case, we form a new active group and ﬁll it with the (at most B) points that are above the
sweep line in the two groups. We then store the points in the newly formed group in one disk block
and mark the two old groups as inactive. This process continues until no point remains above the
sweep line. Since we start out with O(K/B) active groups, and we reduce the total number of
active groups by one each time we create one new group, it follows that the total number of groups
formed is O(K/B). Thus the stored disk blocks occupy only linear space.
Each group g formed by the above procedure, including the initial groups, have a natural
associated active y-interval [y1 , y2 ] where y1 is the y-coordinate of the point that caused g to be
formed (we let y1 = −∞ for the initial groups) and y2 is the y-coordinate of the point that caused
g to be inactive (y2 = −∞ for the last group). Each group also has an associated x-range, which
is simply the range containing the x-coordinates of the points in the group.
Query. To answer the 3-sided query q = (q1 , q2 , q3 ), we consider the groups whose active yinterval include q3 , that is, the groups that were active when the sweep line was at y = q3 . To
answer the query, we assume for now that we can ﬁnd the subset of these groups whose x-ranges
intersect the interval [q1 , q2 ]. If there are k such groups, we know that at least k − 2 of them have
an x-range completely inside [q1 , q2 ]. Since we merge two consecutive groups when both have less
4

than B/2 points above the sweep line, it follows that the query range contains Ω((k − 2)B) points.
Thus we can aﬀord to spend O(1) I/Os for each intersected group to retrieve the corresponding
disk block and report the subset of points that are also in the query range.
What remains is to describe how we ﬁnd the intersected groups. For this, recall that the total
number of groups formed is only O(K/B) = O(B). Thus we can store O(1) “catalog” blocks
containing the active y-intervals and x-ranges of all the groups plus pointers to the corresponding
disk blocks. We thus answer the query by ﬁrst reading these catalog blocks to ﬁnd the desired
groups. We then follow the stored pointers to the corresponding disk blocks and ﬁnish as described
above. This completes the description of the B 2 –structure.

3.2

Four-Sided Queries

In this section we show how the results for 3-sided queries can be extended to solve 4-sided queries.
This extension is based on the classic data structures known as range trees [8].
Structure. The data structure consists of a balanced binary tree T with the N input points
stored in sorted order of x-coordinates in the leaves. Each node is naturally associated to an xrange as in Section 2. For each internal node v of T , we store two data structures for answering
3-sided queries on the points stored in the leaves of the subtree rooted at v, one for query ranges
of the form [q1 , ∞) × [q2 , q3 ] and one for query ranges of the form (−∞, q1 ] × [q2 , q3 ]. Note that
such data structures can be obtained from the data structure presented in Section 3.1 by a simple
geometric transformation of the input points. Since each point is stored in at most two linear space
3-sided data structures for each node on a root-to-leaf path in T , we conclude that the space usage
is O(N/B · log N ).
Queries. To answer a 4-sided query q = [q1 , q2 ] × [q3 , q4 ] we start at the root node v of T . If
q1 and q2 are contained in the x-range of the same child of v, we recursively visit that child. If
this procedure ends in a leaf node, we answer the query simply by examining the associated point.
Otherwise, let v be the internal node for which q1 and q2 lies in the x-range of diﬀerent children. At
v, the query decomposes into two 3-sided queries, one of the form [q1 , ∞) × [q3 , q4 ] on the 3-sided
data structure stored for the left child of v, and one of the form (−∞, q2 ] × [q3 , q4 ] on the 3-sided
data structure stored for the right child of v. By blocking the tree T appropriately, ﬁnding the
node v can be done in O(logB N ) I/Os, hence the total query cost is at most O(logB N + T /B)
I/Os.
Space Improvements. The solution for 4-sided queries presented above can be slightly improved.
The idea is to change from a binary range tree, to a tree of degree α for a parameter α > 2. This
decreases the height of the tree to log N/ log α and thus the space becomes O(N/B · log N/ log α).
Increasing the degree raises another problem however; at the node v where q1 and q2 lie in the
x-range of two diﬀerent children there might be up to α children whose x-range is intersected by
[q1 , q2 ]. Thus the query decomposes into two 3-sided queries and up to α one-dimensional queries.
By elegant ideas, the one-dimensional queries can be solved jointly in O(α + T /B) I/Os [5]. Thus
by setting α = logB N one arrives at a data structure using O(N/B · log N/ log logB N ) space
and answering queries in O(logB N + T /B) I/Os. Surprisingly, this space bound has been shown
to be optimal for any query time of the form O(logcB N + T /B), where c > 0 is any arbitrary
constant [12, 5].
Theorem 2. There exists a data structure that uses O(N/B · log N/ log logB N ) space and answers
4-sided range queries in O(logB N + T /B) I/Os on a set of N points in the plane.
Linear Space. There also exists a number of linear space solutions for 4-sided queries. The
simplest solution is a generalization of the kd-tree [9] structure to external memory [7]. This data
5

�
structure stores each input point exactly once and answers queries in O( N/B + T /B) I/Os. This
query time has been shown to be optimal when each point can be stored only once [13].
Dynamization. In the above, we have only focused on a static set of input points that we must
preprocess into a data structure. If insertions and deletions of points are also to be supported,
several new ideas are needed to make the above solutions eﬃcient.
For 3-sided queries, Arge et al. [5] showed how to dynamize the external priority search tree
such that insertions and deletions can be supported in O(logB N ) I/Os while maintaining the same
space and query cost. Using the range tree idea, this also gave a dynamic data structure for 4-sided
queries, which supports insertions and deletions in O(logB N log N/ log logB N ) I/Os.
2
The external memory kd-tree
� can be dynamized to support insertions and deletions in O(logB N )
I/Os, while maintaining O( N/B + T /B) query I/Os and still storing each point exactly once.
This update cost can be improved to O(logB N ) using the O-tree structure [13].

3.3

Higher Dimensions

For d-dimensional orthogonal range reporting, i.e. d-dimensional points and d-dimensional axisparallel query rectangles, one can adapt the O-tree such that it answers queries in O((N/B)1−1/d +
T /B) I/Os. This is optimal if points can be stored only once [13]. If one is willing to spend superlinear space, the best known data structure uses O(N/B ·(log N/ log logB N )d−1 ) space and answers
queries in O(logB N (log N/ log logB N )d−2 +T /B) I/Os [1]. The space bound is optimal if the query
cost is O(logcB N + T /B), where c > 0 is any arbitrary constant [1]. For three-dimensions, there is
also another tradeoﬀ with optimal O(logB N + T /B) query cost, using O(N (log N/ log logB N )3 )
space [1].

4

Other Range Searching Problems

In many applications, the input data set does not consist of points, but rather of line segments,
axis-parallel rectangles etc. Here we mention two fundamental problems where the input consists
of a set of two-dimensional axis-parallel rectangles.
In the rectangle stabbing problem, we are to support reporting all rectangles containing a query
point. Very surprisingly, it has been shown that this problem cannot be solved in near-linear space
and O(logB N + T /B) query cost. In fact, the best possible query time with O(N/B · logc N )
space is just O(log N/ log log N + T /B) I/Os, where c > 0 is an arbitrary constant [6]. This is an
interesting example where it is not possible to take advantage of blocking.
In the rectangle-rectangle reporting problem, a query is speciﬁed by an axis-parallel rectangle
and the goal is to report all rectangles intersecting it. The PR-tree
� [4] is a data structure that
stores each input rectangle exactly once and supports queries in O( N/B + T /B) I/Os. Since a
point is a special case of a rectangle, this bound is obviously optimal when rectangles can be stored
only once.
For further details and discussion of other range searching problems, we refer the reader to
surveys [3, 11, 14, 7].
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The Priority R-Tree
Ke Yi, HKUST

1

Problem Deﬁnition

Window queries. Let S be a set of N axis-parallel hypercubes in Rd . A very basic operation
in a spatial database is to answer window queries on the set S. A window query Q is also an
axis-parallel hypercube in Rd that asks us to return all hypercubes in S that intersect Q. Since
the set S is typically huge in a large spatial database, the goal is to design a disk-based, or external
memory data structure (often called an index in the database literature) such that these window
queries can be answered eﬃciently. In addition, given S, the data structure should be constructed
eﬃciently, and should be able to support insertions and deletions of objects.
R-trees. The R-tree, ﬁrst proposed by Guttman [8], is a multi-way tree T , very similar to a
B-tree, that is used to store the set S such that a window query can be answered eﬃciently. Each
node of T ﬁts in one disk block. The hypercubes of S are stored only in the leaves of T . All leaves
of T are on the same level, and each stores Θ(B) hypercubes from S; while each internal node,
except the root, has a fan-out of Θ(B). The root of T may have a fan-out as small as 2. For any
node u ∈ T , let R(u) be the smallest axis-parallel hypercube, called the minimal bounding box,
that encloses all the hypercubes stored below u. At each internal node v ∈ T , whose children are
denoted v1 , . . . , vk , the bounding box R(vi ) is stored along with the pointer to vi for i = 1, . . . , k.
Note that these bounding boxes may overlap. Please see Figure 1 for an example of an R-tree in
two dimensions.
R1

G

R2

F
R1

R5

E

R3

R4

R5

R6

B
H
R6
A

I

R3

A

B

C

D

E

F

G

H

I

R2
C
R4

D

Figure 1: An R-tree example in two dimensions.
For a window query Q, the query answering process starts from the root of T and visits all
nodes u for which R(u) intersects Q. When reaching a leaf v, it checks each hypercube stored at v
to decide if it should be reported. The correctness of the algorithm is obvious, and the eﬃciency
(the number of I/Os) is determined by the number of nodes visited.
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Any R-tree occupies a linear number O(N/B) disk blocks, but diﬀerent R-trees might have
diﬀerent query, update, and construction costs. When analyzing the query complexity of window
queries, the output size T is also used, in addition to N , M , and B.

2

Previous Results

Although the structure of an R-tree is restricted, there is much freedom in grouping the hypercubes
into leaves and grouping subtrees into bigger subtrees. Diﬀerent grouping strategies result in
diﬀerent variants of R-trees. Most of the R-tree variants use various heuristics to group together
hypercubes that are “close” spatially, so that a window query will not visit too many unnecessary
nodes. Generally speaking, there are two ways to build an R-tree: repeated insertion and bulkloading. The former type of algorithms include the original R-tree [8], the R+ -tree [14], the R*tree [5], etc. These algorithms use O(logB N ) I/Os to insert an object and hence O(N logB N ) I/Os
to build the R-tree on S, which is not scalable for large N . When the set S is known in advance, it is
much more eﬃcient to bulk-load the entire R-tree at once. Many bulk-loading algorithms have been
N
proposed, e.g. [6, 7, 9, 10, 12]. Most of these algorithms build the R-tree with O( N
B logM/B B ) I/Os
(the number of I/Os needed to sort N elements), and they typically result in better R-trees than
those obtained by repeated insertion. During the past decades, there have been a large number of
works devoted to R-trees from the database community, and the list here is by no means complete.
The reader is referred to the book by Manolopoulos et al. [13] for an excellent survey on this subject
in the database literature. However, no R-tree variant mentioned above has a guarantee on the
query complexity; in fact, Arge et al. [2] constructed an example showing that some of the most
popular R-trees may have to visit all the nodes without reporting a single result.

3

The Priority R-tree

From the theoretical perspective, a lower bound was ﬁrst formulated with respect to the worst-case
query complexity of R-trees:
Theorem 1 ([1, 11]). There is a set of N points in Rd , such that for any R-tree T built on these
points, there exists an empty window query for which the query algorithm has to visit Ω((N/B)1−1/d )
nodes of T .
In 2004, Arge et al. [2] proposed the priority R-tree, which matches the above lower bound:
Theorem 2 ([2]). For any set S of N axis-parallel hypercubes in Rd , the priority R-tree answers a
N
window query with O((N/B)1−1/d + T /B) I/Os. It can be constructed with O( N
B logM/B B ) I/Os.
The basic idea to achieving this query complexity is to ﬁrst take the 2d coordinates of each
hypercube in the data set S and map it to a point in 2d dimensions. Then a kd-tree is built
on these points, which has a query complexity of O((N/B)1−1/(2d) ). Then by exploiting some
special geometric properties of these points as they are mapped from hypercubes in d dimensions,
and by properly modifying the structure, the query complexity can be lowered to O((N/B)1−1/d ).
However, the resulting structure is not an R-tree. In the ﬁnal step, the structure is further collapsed
recursively to yield a true R-tree while maintaining the optimal query complexity.
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It is also reported that the priority R-tree performs well in practice, too [2]. More precisely,
the experiments show that the priority R-tree has similar performance as some popular heuristicbased R-tree variants like the Hilbert R-tree [9, 10], but on more extreme data, such as large
rectangles, rectangles with high aspect ratios, or non-uniformly distributed rectangles, the priority
R-tree outperforms the others signiﬁcantly, due to its strong worst-case query guarantee.
However, it is not known how to update it eﬃciently while preserving the worst-case bound.
The logarithmic method was used to support insertions and deletions [2] but the resulted structure
is no longer an R-tree.
Note that the lower bound in Theorem 1 only holds for R-trees. If the data structure is not
restricted to R-trees, better query bounds can be obtained for the window-query problem; see
e.g. [3].

4

Other Applications

R-trees have been used widely in practice due to its simplicity, the ability to store spatial objects
of various shapes, and to answer various queries. The areas of applications span from geographical information systems (GIS), computer-aided design, computer vision, and robotics. When the
objects are not axis-parallel hypercubes, they are often approximated by their minimal bounding
boxes, and the R-tree is then built on these bounding boxes. To answer a window query, ﬁrst the
R-tree is used to locate all the intersecting bounding boxes, followed by a ﬁltering step that checks
the objects exactly. The R-tree can also be used to support other kinds of queries, for example
aggregation queries, nearest-neighbors, etc. In aggregation
queries, each object o in S is associated
�
with a weight w(o) ∈ R, and the goal is to compute
w(o) where the sum is taken over all objects
that intersect the query range Q. The query algorithm is same as before, except that in addition
it keeps running sum while traversing the R-tree, and may skip an entire subtree rooted at some
u if R(u) is completely contained in Q. To ﬁnd the nearest neighbor of a query point q, a priority
queue is maintained, which stores all the nodes u that might contain an object that is closer to the
current nearest neighbor found so far. The priority of u in the queue is the distance between q and
R(u). The search terminates when the current nearest neighbor is closer than the top element in
the priority queue. However, no worst-case guarantees are known for R-trees answering these other
types of queries, although they tend to perform well in practice.

5

Open Problems

Several interesting problems remain open with respect to R-trees. Some of them are listed here.
• Is it possible to design an R-tree with the optimal query bound O((N/B)1−1/d + T /B) that
can also be eﬃciently updated? Or prove a lower bound on the update cost for such an R-tree.
• Is there an R-tree that supports aggregation queries for axis-parallel hypercubes in O((N/B)1−1/d )
I/Os? This would be optimal because the lower bound of Theorem 1 also holds for aggregation queries on R-trees. Note that, however, no sub-linear worst-case bound exists for
nearest-neighbor queries, since it is not diﬃcult to design a worst-case example for which
the distance between the query point q and any bounding box is smaller than the distance
between q and its true nearest neighbor.
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• When the window query Q shrinks to a point, that is, the query asks for all hypercubes in
S that contain the query point, the problem is often referred to as stabbing queries or point
enclosure queries. The lower bound of Theorem 1 does not hold for this special case; while
a lower bound of Ω(log2 N + T /B) was proved in [4], which holds in the strong indexability
model. It is intriguing to ﬁnd out the true complexity for stabbing queries using R-trees,
which is between Ω(log2 N + T /B) and O((N/B)1−1/d + T /B).
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1

Introduction

Visibility is one of the fundamental problems on terrains. It is at the core of many applications,
such as planning the placement of communication towers or watchtowers, planning buildings and
roads such that they have a good view or such that they do not spoil somebody else’s view, and
ﬁnding routes on which you can travel while seeing a lot, or without being seen. A variety of
problems pertaining to visibility have been researched in computational geometry and graphics, as
well as in GIS and geospatial engineering.
The most basic visibility problem is point-to-point visibility: given two arbitrary points a, b on
a terrain, determine whether a and b are visible to each other. Visibility is determined using the
line-of-sight (LOS)—the line segment between a and b. The points a and b are considered visible
to each other if LOS(a, b) does not intersect the terrain. Given a terrain T and an arbitrary point
v, not necessarily on T , the visibility map or viewshed of v is the set of all points in T that are
visible from v, in the point-to-point sense deﬁned above. If v is inside T , by default the viewpoint
is considered to sit on the terrain; a variation is to consider that the viewpoint v has some height
hv above the terrain.
The key part in deﬁning and computing visibility is chosing a terrain model and an interpolation
method. A terrain is given as a discrete set of 3D points (elevation samples and their x,y coordinates). The most common terrain models are the grid and the TIN (triangular irregular network).
In a grid terrain the points x, y are sampled uniformly with a grid and are stored as a 2D array.
A TIN terrain consists of an (irregular) sample of points, which are connected in a triangulation.
Visibility models can be grouped in two classes: discrete approaches that mark each point in the
grid or TIN as visible or invisible; and continuous approaches that compute the exact shape of
the viewshed. Both approaches can be used with both terrain models (grid or TIN), although the
discrete approach is usually used on grids, while the continuous approach is usually used on TINs.
In the recent years, advances in remote sensing technology have enabled the collection of vast
amounts of terrain data at better and better resolution. Since terrain datasets may be as large as
tens and even hundreds of gygabytes, they do not ﬁt in the main memory of a computer all at once
and reside in virtual memory, on disk. Hence, computing visibility requires eﬃcient algorithms that
are scalable and are designed to minimize the “I/O”: the swapping of data between main memory
and disk. To analyse the IO-complexity of an algorithm we use the standard IO-model by Aggarwal
and Vitter [1]. In this model the I/O-eﬃciency of an algorithm is deﬁned as the number of I/Os it
needs as function of the input size n, the memory size M , and the block size B. The fundamental
building blocks and bounds are sorting and scanning: scanning n consecutive records from disk
n
n
) I/Os; sorting takes sort(n) = ( B
logM/B n) I/Os in the worst case [1].
takes scan(n) = ( B
Below we overview IO-eﬃcient algorithms for computing viewsheds on terrains, with emphasis
on grids. We present some results and consideration for TINs, and end with open questions.
.
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2

Viewsheds on grids

Let T be a terrain represented by a grid of n points; for simplicity we assume that the grid is square
√
√
and has size n by n. Viewsheds on grids are usually modeled in a discrete way: each point in the
grid is marked as visible or invisible, and the viewshed of v is deﬁned the set of all grid points that
are visible from v. To decide whether a point u is visible, one needs to interpolate the elevation of
the terrain along the LOS vu (more precisely, along projection of the LOS on the horizontal plane)
and check whether the interpolated elevations are below the LOS. Various algorithms diﬀer in what
and how many points they select to interpolate along the LOS, and the interpolation method used.
These choices crucially aﬀect the eﬃciency and accuracy of the algorithms.
Some of the early algorithms for computing viewsheds have been described by Franklin et
al. [10, 11]. The method called R3 calculates the intersections between the horizontal projection
of the LOS and the grid lines, and computes the elevation at these points by linear interpolation.
√
√
Since a LOS intersects O( n) grid lines, determining the visibility of a point takes O( n), and
√
determining the visibility of all points in the grid takes O(n n) time. Two other algorithms, R2
and XDraw, are adaptations of R3 that run in O(n) time, at the expense of accuracy. R2 examines
√
the LOS as above only for the O(4 n) grid points on the boundary of the grid; each point inside
the grid is assigned the visibility if the nearest point of intersection between a LOS and a grid
line. XDraw computes the visibility of the grid points incrementally in layers originating at the
viewpoint. When computing the visibility of the grid points on a layer, it uses only the information
on the previous layer, so the overall time is linear. XDraw is the fastest of the three, due to the
simplicity of the calculations, while being also the least accurate.
A diﬀerent approach for computing viewsheds was described by Van Kreveld [16]. In his model,
the terrain is seen as a tesselation of square cells, where each cell is centered around a grid point
and has the same view angle as the grid point, i.e. the cell appears ﬂat on the horizon. Since a LOS
√
√
intersects O( n) cells, determining the visibility of a point takes O( n) time, and a straightfoward
√
algorithm for the viewshed takes O(n n) time. Van Kreveld described how to improve the time
to O(n lg n) using a rotational sweep centered at the viewpoint. The algorithm crucially exploits
that cells appear ﬂat on the horizon, and stores the cells intersecting the LOS in an appropriate
data structure which supports logarithmic inserts, deletes and queries.
None of the algorithms mentioned above are IO-eﬃcient. IO-eﬃcient viewshed algorithms have
been proposed by Haverkort et al. [8, 12] and Magalhães et al. [2]. The algorithm by Magalhães
et al. [2], based on Franklin et al. [9], runs in O(n lg n) time and O(sort(n)) i/o’s in the worst
case. As in R2, the idea is to compute the line of sight only to the points on the perimeter of the
grid. To do this IO-eﬃciently, the idea is to compute, for each LOS, a list of all the cells that it
intersects. Once sorted, this list can be scanned to determine whether the boundary grid point is
visible or not. The algorithm is implemented using STXXL [7] and a detailed experimental analysis
is reported. The algorithm is very fast in practice. For e.g., a viewshed on a grid of a 0.90 billion
points (1.68 GB, using 2 bytes per elevation value) is computed in 28 minutes, using at most 1.0
GB of memory and a 7,200 RPM hard drive.
Haverkort et al. described several IO-eﬃcient viewshed algorithms based on Van Kreveld’s
model [8, 12]. The general idea is to sweep the terrain radially by rotating a ray around the
viewpoint while maintaining the terrain proﬁle along the ray. Haverkort et al. speciﬁcally exploit
the regular structure of the grid and minimize the number of passes through the data. Their
algorithms run in O(n log n) time and O(sort(n)) i/o’s. They experiment with several approaches,
such as splitting the grid into sectors or bands around the viewpoint, and give an experimental
analysis. The algorithms are very fast in practice, faster than Magalhães et al. [2], and scale up
to terrains that are more than order of magnitude larger than the available memory. For e.g.,
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the viewshed of a terrain of 7.6 billion points (28.4 GB. using 4 bytes per elevation value) can be
computed in 430 minutes on a machine with .5 GB RAM and a laptop-speed (5,400 rpm) hard
drive.
Haverkort et al. described also a diﬀerent, faster approach, which runs in O(n) time and
O(scan(n)) I/Os cache-obliviously. It works by growing a star-shaped region around the viewpoint,
while maintaining the horizon of the terrain within the swept region. This algorithm is faster than
their other algorithms, both in theory and in practice, but makes some simplifying assumptions.
Speciﬁcally, the horizon is represented by a grid model itself: the algorithm maintains the maximum
elevation angle (the “height”) of the horizon for a discrete set of regularly spaced azimuth angle
intervals. The horizontal resolution of the horizon model is chosen to be similar to the horizontal
√
resolution of the original terrain model, so that elevation angles are maintained for Θ( n) azimuth
angle intervals. This allows a signiﬁcant speed-up and makes it the fastest of the algorithms
in [8, 12]. For e.g., it computes the viewshed of a terrain of 7.6 billion points (28.4 GB, using 4
bytes per elevation value) in only 200 minutes, using at most 0.5 GB of memory and a 5,400 rpm
hard drive.
A proper comparison of viewshed algorithms needs to include both eﬃciency and accuracy.
While eﬃciency is easy to compare, even accounting for diﬀerent platforms, comparing accuracy
is a harder problem. The straightforward way to assess accuracy is to compare it with the ground
truth data. Ideally one would consider a large sample of viewpoints, compute the viewshed from
each one in turn, compare it with the real viewshed at that point, and sum up the diﬀerences.
Unfortunately, ground truth viewsheds are hard if not impossible to obtain for larger grids. Thus
one needs to deﬁne accuracy in relative terms, with respect to a base algorithm, considered exact.
An experimental evaluation of the accurcy of the various viewshed algorithms proposed so far
remains an open problem.

3

Viewsheds on TINs

Visibility on TINs is usually modeled with a continuous model. Given a point v, the goal is to
ﬁnd, for each triangle τ in the TIN, what part of τ is visible. Several algorithms are known for
computing viewsheds on a TIN. The most eﬃcient runs in O((nα(n) + k) lg n) by Katz et al. [13],
where k is the size of the map, and α() is the inverse Ackermann function.
An issue to consider when computing viewsheds is the size of the output. In a discrete model,
this is obviously O(n). In a continuous model, the size of the viewshed is deﬁned as the number of
vertices and edges in the viewshed. Note that a vertex of the viewshed is not necessarily a vertex
in the TIN, and the viewshed can intersect a triangle multiple times. On a TIN of size n each
triangle can be intersected by the viewshed Θ(n) times in the worst case and the worst-case size of
the viewshed is Θ(n2 ) [5].
A quadratic complexity of the visibility map would make its computation unfeasible, especially
on large TINs. However, in practice, it seems that the complexity of visibility maps is close to
√
linear [6]. Moet et al. [14] showed that the complexity of the viewshed is Θ(n n) on a realistic
TIN satisfying the following assumptions: the triangles in the TIN are fat (all angles larger than
a constant); the edges of the triangles diﬀer in length by no more than a constant factor; and the
domain of the triangulation is a rectangle of constant aspect ratio. From a practical point of view,
√
a viewshed of size O(n n) is still not feasible. De Berg et al. [6] combined the idea of realistic input
models with smooth analysis, introduced by Spielman and Teng [15], to show that the smoothed
complexity of a visibility map on a terrain is linear under the assumption that the fatness, steepness
and scale factor of the terrain are constants, independent of the numbr of triangles n (fatness is the
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smallest angle in the triangles of the TIN; steepness is the largest angle between a triangle and the
horizontal plane; scale factor is the length of the longest edge divided by the length of the shortest
edge in the TIN).
Since the smoothed complexity of the viewshed is Ω(n), sub-linear algorithms for viewsheds can
be obtained only through approximation. An approximate viewshed that can be computed fast
is desirable for applications where precision does not matter or can’t be aﬀorded (such as when
computing multiple viewsheds). In many cases the digital terrain model itself is not completely
accurate, so an algorithm that gives good approximations fast is a good trade-oﬀ. Several algorithms
to compute an approximation of the viewshed on a TIN together with an experimental analysis are
described by Ben Moshe et al. [4]. Another approach to approximate visibility is to simplify the
terrain to reduce its size and compute visibility on the simpliﬁed terrain [3].

4

Some open questions

As already mentioned, a question that remains to be addressed is an analysis of the accuracy of
the various viewshed algorithms proposed so far. Without such an analysis the relative merits
and trafeoﬀs of the algorithms cannot be judged. Another question is obtaining an output sensitive
viewshed algorithm on grids. For e.g. is it possible to compute the viewshed on a grid in O(n+k lg n)
time, where k = O(n) is the size of the viewshed (number of grid points that are visible)? In practice
viewsheds tend to be very small compared to the size of the terrain, especially on very large terrains.
An output sensitive algorithm may signiﬁcantly improve the overall running time in practice.
Although the IO-eﬃcient viewshed algorithms proposed in [2, 8, 12] are fast and scalable, the
running times are still too high to make them suitable for multiple viewshed instances, or for online
calculations. A challenge is to develop viewshed approximation algorithms that trade oﬀ speed and
accuracy, and for which the error can be quantiﬁed in some way. Fast approximation algorithms
are crucial for computing multiple viewsheds and for more complex visibility applications, such as
guarding.
Viewsheds on TINs have been less studied from a practical point of view probably because
continuous viewsheds are more complex and thus less appealing in practice. Testing the scalability
of the existing algorithms to very large TINs and developing IO-eﬃcient algorithms is still an open
problem.
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1

Introduction

Continued advances in VLSI scaling combined with unsustainable power consumption of frequency
scaling resulted in parallel processors having become mainstream as demonstrated by modern multicores. Current oﬀ-the-shelf processors already contain up to 16 cores [4] and the prototypes boast
up to 48 cores [14] on a single chip.
The wide availability of multicores renewed interest in parallel algorithm research for these
architectures. While multicores resemble the well-studied PRAM model in the way that the interprocessor communication is performed via writing to and reading from the shared memory, unlike
the PRAM model, multicores also contain low-latency caches and load data from shared memory
in blocks – cache lines – larger than a single word. Thus, researchers started looking into new ways
to address parallelism and memory hierarchies of these processors.
In the sequential setting, the I/O model of Aggarwal and Vitter [1] serves as a simple model
to consider spatial locality in algorithm design, which results in algorithms which are also cacheeﬃcient [11]. However, the I/O model is sequential and does not address processor-level parallelism.
The only parallel variant of the I/O model considers access to multiple disks in parallel while still
processing data using a single processor.
Recently, the parallel external memory (PEM) model has been introduced to study the presence
of private caches in the multiprocesor environment and a number of problems have been studied
in this model [2, 3, 6, 7, 15]. There is a number of fundamental geometric problem that arise in the
Geographic Information Systems. In this article we present an overview of the geometric problems
that can be solved in parallel and I/O-eﬃciently in the PEM model.

2

The Model

The PEM model is a simple multiprocessor extension of the I/O model of Aggarwal and Vitter [1]. It consists of P processing elements
(PEs), each containing a private cache of size
M . All processors share main memory of conceptually unlimited size. Each processor enjoys
exclusive access to its own cache. Just as in
the sequential I/O model, the data has to be
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Figure 1: The PEM model.

present in the processor’s cache before the processor can perform any operation on it. The transfer
between the shared memory and caches is performed via parallel I/O operations. In one such operation each processor can transfer one block of size B between its cache and the shared memory.
The complexity metric of an algorithm – the parallel I/O complexity – is the maximum number of
I/O operations that any one of the processors performs throughout the computation. Just as in the
PRAM model, we can distinguish variants of the model depending on how they handle concurrent
accesses to the same block of data in shared memory by multiple processors. The version of the
model that we consider in this article allows concurrent reading from the same block, but disallows
concurrent writing to the same block even if it is to diﬀerent addresses within the block. Thus, it
is up to the algorithm designer to ensure that no concurrent writes happen to the same block.
While there are a number of other theoretical models that model modern multicores, including
their more advanced multi-level memory hierarchies (e.g. see [9, 10, 12]), the PEM model oﬀers
the simplest way to study parallelism and cache-eﬃciency required for eﬃcient computations on
modern multicores.

2.1

Fundamental Results

The original paper on the PEM model by Arge et al. [6] studied the fundamental problems of
parallel�preﬁx sums and
� sorting, which they showed can be performed optimally in Θ(N/P B+log P )
N
N
and Θ P B logM/B B = sortP (N ) parallel I/O complexity, respectively. Note, if the number of
N
processors is at most B log
N , the I/O complexity of the preﬁx sums solution reduces to Θ(N/P B) =
scanP (N ), the I/O complexity of scanning N elements using P processors.

3

Parallel Distribution Sweeping

Distribution sweeping [13] is an algorithmic technique that has been used to solve a number of
geometric problems I/O-eﬃciently. The technique recursively partitions the plane into Θ(M/B)
slabs, each containing roughly an equal number of objects. At each recursive level, a vertical sweep
of objects is performed during which a subset of output is reported and the objects are distributed
into the appropriate slabs in preparation for the next recursive level. The recursion stops when the
objects of each slab ﬁt in internal memory, i.e. after Θ(logM/B (N/M )) recursive calls.
Ajwani et al. [2] extend the distribution sweeping framework to
� the PEM model. First, they set
the number of vertical slabs at each recursive level to k = min{ N/P , M/B}1 and the recursion
proceeds until there are P slabs at which point each slab can be processed I/O-eﬃciently using a
single processor. Next, they address the two main challenges that arise with parallelizing distribution sweeping: (1) performing the sweep in parallel and (2) load balancing the output reporting
for output-sensitive algorithms to ensure that no processor spends more than O(K/P B) I/Os for
output of size K.
There are two approaches to deal with these challenges. The ﬁrst approach delays the reporting to the last recursive level by creating duplicates of the objects within the slabs. The second
approach reports intersections immediately at each recursive level just as in the sequential distribution sweeping. However, the second approach requires additional I/O operations to perform
load-balancing at each recursive level. We will describe the two approaches using the problem of
1

The choice of k comes from the k-way PEM mergesort of Arge et al. [6] and under their assumption of M = B O(1)
ensures that k = O(N/P B), the I/O complexity of a parallel scan of the input.
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orthogonal line segment intersection reporting as a running example: given a set of axis-aligned
line segments, report� all pairs of segments that intersect.
The problem has optimal sequential
�
I/O complexity of Θ (N/B) logM/B (N/B) + K/B , i.e., the sequential sorting complexity of the
input and scanning complexity of the output. We will try to achieve the corresponding parallel I/O
complexities in the PEM model.
The advantage of the ﬁrst approach is the relative simplicity of load-balancing of the output
reporting, which happens only at the lowest level of the recursion. However, one must be careful
which segments to duplicate to make sure that not too many duplicate segments are created, thus,
oﬀsetting the beneﬁts of the parallelism. In particular, a horizontal segment is duplicated within
a vertical slab iﬀ the segment spans the slab and intersects at least one vertical segment within
that slab. The problem of detecting whether a horizontal segment spanning a slab intersects a
vertical segment within that slab reduces to the problem of colored preﬁx sums with k colors: given
an array of numbers and a color associated with each number, compute for each color the preﬁx
sums among the numbers of that color. This problem has been solved by Arge et al. [6] as long as
there are at most M diﬀerent colors. Since a horizontal segment is duplicated within a slab only if
it intersects a vertical segment within that slab, at most K additional horizontal segments might
be created. Thus, this approach results in O(sortP (N + K)) parallel I/O complexity for the line
segment intersection reporting problem. Note that for large K this is a logarithmic factor oﬀ from
optimality.
In the second approach, the intersections between horizontal segments spanning a slab and
vertical segments within that slab are reported immediately at each recursive level. This avoids
creating extra copies of segments. However, to load balance the output reporting among multiple
processors, one needs to compute the number of intersections to be reported for each vertical
segment at each recursive level. This problem reduces to the problem of one-dimensional range
counting: for a set of one-dimensional ranges and points, report how many points lie within each
range. The known I/O-eﬃcient solution to this problem is easily parallelizable but requires sorting
the entire input. Performing a sorting step at each of the O(logk P ) recursive levels adds up to
O(sortP (N ) logk P + scanP (K)) overall parallel I/O complexity for the line segment intersection
reporting problem. Note that this is a logarithmic factor oﬀ from optimality for small K.
In a later paper [3], Ajwani et al. found a new way to perform one-dimensional range counting
I/O-eﬃciently without sorting if the input is already pre-sorted, which can be performed once at
the beginning of the algorithm. While the solution is more complicated, it results in the optimal
Θ(sortP (N ) + scanP (K)) parallel I/O complexity for the problem of line segment intersection
reporting in the PEM model for all values of N and K.

3.1

Additional Problems

The distribution sweeping framework is the key technique to solving a number of geometric problems
in the I/O model. Using the idea of multislabs [5], parallel distribution sweeping framework can
be used to solve the problem of 2D range reporting in the PEM model. The problem is deﬁned
as follows: given a set of axis-aligned rectangles and a set of points on a plane, report all pointrectangle pairs such that the point lies inside the rectangle. Finally, combining the solutions to
line segment intersection reporting and 2D range reporting, one also obtains a PEM solution to the
rectangle intersection reporting problem (given a set of axis-aligned rectangles, report all pairs of
non-disjoint rectangles).
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Unfortunately, the improved 1D range counting problem used for load-balancing the reporting
step in the optimal PEM solution to the line segment intersection reporting problem does not
directly apply to the multislab setting. Thus, the best parallel I/O complexities for these two
problems remain O(sortP (N + K)) or O(sortP (N ) logk P + scanP (K)) [2]. It remains an open
problem if one can achieve the optimal I/O complexity of Θ(sortP (N ) + scanP (K)) for these two
problems and, in general, for problems that use the multislab technique.
Using the ideas of multi-way merging in the PEM model [6], one can also obtain solutions to the
problems of weighted dominance counting of a point set on a plane, computation of the lower envelop
of a set of non-intersecting line segments on a plane, and the computation of the three-dimensional
maxima of a point set in O(sortP (N )) parallel I/O complexity in the PEM model [2].
Finally, a careful analysis of the PRAM algorithm for computing a convex hull of a point set
on a plane [8] reveals it to be I/O-eﬃcient as well. Thus, a convex hull in two dimensions can also
be computed in O(sortP (N )) parallel I/O complexity in the PEM model [2].

4

Parallel Buﬀer and Range Trees

Most recently, Sitchinava and Zeh [15] describe how to build a parallel version of the buﬀer tree
and extend it to obtain a parallel range tree data structure in the PEM model.
Buﬀer tree [5] is an external memory data structure which is eﬃcient in solving oﬄine dynamic
problems. In dynamic problems, the queries must be answered correctly in the presence of updates
to the data structure, e.g., in the form of insert and delete �operations, which
are interspersed with
�
N
1
the queries. The sequential buﬀer tree is able to achieve Θ B logM/B B I/O complexity per each
� �

of N query and update operations and Θ B1 I/O complexity per each output point reported.
Note, that since these I/O complexities can be less than one I/O, the bounds are amortized over
all updates and queries and to be able to achieve these bounds, the problems must be oﬄine, i.e.,
all updates and queries must be given upfront.
Sequential buﬀer tree is a balanced Θ(M/B)-way search tree with each internal node augmented
with a buﬀer of size M . The update operations and queries are inserted into the buﬀer of the root
node of the tree and are only processed when the buﬀer becomes full. The processing of a buﬀer at
a node involves distributing the contents to the buﬀers of the appropriate children nodes. During
this process, answers are reported for any query for which there is suﬃcient information within the
buﬀer alone; otherwise it is propagated to the appropriate child’s buﬀer for further processing. If
the buﬀer of a child becomes full in the process, it is processed recursively. The recursive buﬀer
processing continues until the leaf nodes. At that time all queries on the root to leaf path will have
been answered and the tree is rebalanced if it is necessary.
In the parallel buﬀer tree the buﬀers are increased to size g each and internal nodes’ fanouts are
increased to Θ(g/B). The buﬀer size parameter g depends on the speciﬁc problem being solved. In
particular, g is deﬁned to be the smallest size for which the problem can be solved I/O-eﬃciently
using all P processors in the PEM model. Then each buﬀer can be processed using all P processors
in parallel while answering queries and distributing the buﬀer’s content to the appropriate children’s
buﬀers without loss in parallel I/O-eﬃciency.
For example,
the parallel buﬀer tree can answer oﬄine
�
�
N
1
dynamic membership queries in Θ P B logM/B B amortized parallel I/O complexity per each of
N query and update operations by setting g = Θ(P B 2 ).
Using similar method as in the sequential setting and by setting the buﬀer size to g = Θ(P B 2 log P ),
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the parallel buﬀer tree can be used to implement a PEM range tree data structure to answer oﬄine
dynamic range queries in parallel �and I/O-eﬃciently.
The data structure achieves optimal amor�
per
each
of N query and update operations and
tized parallel I/O complexity of Θ P1B logM/B N
B
Θ

�

1
PB

�

I/O complexity per each output point reported.
While sequential buﬀer tree can also be used to construct an external segment tree, it seems
more challenging in the parallel setting and the existence of a parallel segment tree in the PEM
model remains an open problem.
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Introduction

The adaptation of I/O-eﬃcient algorithms in commercial and research applications can be facilitated by well-designed software libraries. The Templated Portable I/O Environment (TPIE) [2]
for C++ is one such library based on the I/O-model of Agarwal and Vitter [3]. TPIE contains a
number of powerful algorithms and data structures, enabling the user to quickly develop software
that scales to very large data sets. Figure 1 illustrates the power of I/O-eﬃcient algorithms in general and TPIE in particular, in this case using an external memory sorting algorithm and priority
queue. As the data size grows close to the 6GiB of main memory of the computer, the sorting
algorithm from the C++ Standard Template Library (STL), std::sort, slows down dramatically.
Beyond that point using std::sort is infeasible as running times extend into days and weeks even
for date sizes only slightly larger than the main memory. STL’s std::priority queue behaves in
the same way. The sorting algorithm and the priority queue from TPIE are well behaved, even
as the size of the input data grows to terabytes. The STXXL [8] and LEDA-SM [5] libraries have
goals and features similar to those of TPIE. STXXL aims to be very close to C++’s Standard Template Library (STL) but also oﬀers pipe-lining and some usage of multiple cores. LEDA-SM is an
extension to the Library of Eﬃcient Data Types and Algorithms (LEDA) and consists of a number
of I/O-eﬃcient data structures and algorithms. Unfortunately, the LEDA-SM project is not active
according to a statement on the project’s website. On a slightly diﬀerent level the cluster-friendly
FG [4] library provides a framework for pipe-line structured programs that also scale to large data
sets. A signiﬁcantly reworked version 2.0 has been announced on the project website. Moving
further into the distributed computing paradigm, the MapReduce [7] and Hadoop [1] frameworks
are very popular for implementing algorithms on clusters with large numbers of computing nodes,
but that is outside the scope of this article. We refer to [10] and the references therein for a more
extensive survey of I/O-eﬃcient algorithms and software libraries.
In this article we focus on the TPIE library, but many of the ideas carry over to other libraries
such as STXXL. TPIE has a long history; it was started in 1994 at Duke University in North
Carolina when it was known as the Transparent Parallel I/O Environment [9]. TPIE is currently
hosted by the Center for Massive Data Algorithmics (MADALGO) at Aarhus University. From
the beginning the goals of TPIE have been to hide the details of how I/Os are performed, and
to provide the user with a set of standard tools and paradigms that can be used to eﬀectively
implement algorithms for large data sets.
∗
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Figure 1: Performance of 32-bit integer sorting using std::sort and std::priority queue from the
Standard Template Library and TPIE’s tpie::sort and tpie::priority queue. The machine used
had a 64 bit Intel Core i7 CPU and 6GiB of main memory. When the input data reached 4GiB the
std::priority queue version started hitting the disk due to the OS paging algorithm and it had
not terminated after running for 6 hours. The same thing happened for std::sort when the data
size neared 6GiB.
TPIE is used in many implementations of I/O-eﬃcient algorithms and plays an important
part in several large software projects such as TerraS̃TREAM [6]. TPIE is also currently used in
commercial software packages on both Windows- and Linux-based systems.

2

Brief TPIE Overview

In this section we give a short overview of the fundamentals of TPIE and more information can be
found in the online documentation [2].
Streams The fundamental primitive in TPIE is the tpie::file stream class which models a
sequence of data stored on disk that can be scanned sequentially. Algorithms developed with TPIE
frequently store and manipulate streams as their basic unit of storage. An active tpie::file stream
uses Θ(B) bytes of memory and the rest of the contents of the stream is stored on disk. As a working
example, assume we are writing a program that receives data in the form of a point cloud from
R3 represented by C++ class point. A tpie::file stream can be populated with these points for
further processing using the following code:
t p i e : : f i l e s t r e a m <p o i n t > s ;
s . open ( ) ;
while ( h a s m o r e p o i n t s ( ) ) {
const p o i n t& p = g e t n e x t p o i n t ( ) ;
s . write (p ) ;
}

The stream s now contains all the input points (assuming has more points and get next point have
been correctly implemented). If we want to scan those points in lexicographical order we need to
sort them. This is done easily using the TPIE sort function.
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t p i e : : s o r t ( s ) ; // s o r t s a c c o r d i n g t o p o i n t : : o p e r a t o r <

This assumes that operator< has been overloaded for the point class, but if that is not the case, or
another order is desired, a custom comparator can be passed to the sorting function. The sorting
function is based on the standard I/O-eﬃcient merge sort [3] and uses O(M ) bytes of memory,
and it can use multiple CPU cores for the internal sorting steps. As mentioned before, Figure 1
shows the performance of tpie::sort versus std::sort. As expected tpie::sort is superior when
the data size grows large, but we also notice that it, in this case, is faster on smaller data sets as
well. This comes from the fact that tpie::sort uses all the available CPU cores whereas std::sort
runs only on a single core by default.
Data Structures TPIE contains implementations of I/O-eﬃcient stacks, queues and priority
queues. Their interfaces match the corresponding structures from the STL. For instance, an I/Oeﬃcient priority queue, stack and queue can be deﬁned in the following way:
t p i e : : s t a c k <p o i n t > s t c k ;
t p i e : : queue<p o i n t >q ;
t p i e : : p r i o r i t y q u e u e <p o i n t > pq ;

TPIE’s priority queue behaves very well when the data size grows large, as can be seen in Figure 1.
Here we compare tpie::priority queue against std::priority queue for the (somewhat contrived)
problem of using a priority queue for sorting. Note that the priority queue is an example of a data
structure that requires Ω(M ) memory for eﬃcient worst-case performance. This requirement is
fulﬁlled using the TPIE memory accounting system system, described next.
Memory Accounting Since TPIE models the two-level I/O model it needs to know the memory
size M and the block size B. When TPIE is initialized, the user can supply the value of M to
the system — the value of B is set by default. TPIE contains its own memory system that
ensures no more than M bytes of memory can be used. This implies, among other things, that the
sorting algorithm will query the memory system to get the current amount of available memory
and restrict itself accordingly. Similarly, the priority queue can be given a value k ≤ M and will
never use more than k bytes of memory regardless of how many elements it contains at any given
time. For instance, if the user needs to use two priority queues simultaneously each of them should
be initialized by a value k < M/2. The ﬁrst versions of TPIE globally overloaded operator new
in order to keep track of the system-wide memory usage of the application, but this is impractical
for large software projects where the overhead of keeping track of various strings and other trivial
bookkeeping is high. Furthermore this approach is near impossible when third party dynamically
loaded external libraries with their own memory systems are used. In order for the memory system
to work in heterogeneous applications TPIE needs to be told explicitly about the memory use of
data structures that are not part of TPIE. This includes STL data structures (e.g.. std::vector
and std::set) as well as arrays and other heap-allocated objects. Memory accounting for STL data
structures can be achieved by using the tpie allocator type. For example, a vector of type T can
be declared in the following way:
s t d : : v e c t o r <T, t p i e : : a l l o c a t o r <T> > vec ;

This works for all data structures that use the std::allocator paradigm. For standard heapallocated objects, TPIE supplies tpie new, which can be used as a drop-in replacement of the
standard new operator. Finally, instead of trying to duplicate delete[] for arrays, TPIE encourages
the use of tpie::array instead. These arrays behave much like standard arrays, but allocate
memory using the TPIE memory system. Memory allocated using the standard C++ allocators will
work as usual, but will not count towards the limit of M maintained by TPIE.
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Scratch Space The data stored in a TPIE stream (or other TPIE data structures) is stored in a
temporary ﬁle on disk. By default TPIE uses the standard system path (e.g. /var/tmp on Ubuntu),
but this can be conﬁgured by the user. It is a good idea to direct TPIE to use a fast disk since the
speed of this disk (or disks in case of RAID arrays) will be the bottleneck for most TPIE programs.

3

Conclusion & Future Plans

TPIE is still under active development and has a thriving, growing community of users and developers. The TPIE website [2] contains more information including full API documentation, and
in-depth download and getting-started instructions.
A number of ideas are currently on the drawing board. One of the most important of these
is pipe-lining support, which is also supported by STXXL. The idea is to be able to separate the
algorithms into modules that are implemented independently, which will allow TPIE to better
schedule I/Os. For instance, if several subsequent scans of the same file stream are performed,
these can be coalesced into one scan and combined with the pre-computing phase of any subsequent
sorting operation. Pipe-lining does not change the asymptotic performance of the algorithm, but
can signiﬁcantly reduce the constants involved. Another signiﬁcant feature is support for additional
data structures, such as B-trees and similar tree-based data-structures.
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