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Message from the Editor
Chi-Yin Chow
Department of Computer Science, City University of Hong Kong, Hong Kong
Email: chiychow@cityu.edu.hk

The ACM SIGSPATIAL Newsletter Special has begun an exciting transformation in the way it makes every
issue a special issue of some topic of interest to the SIGSPATIAL community. The associate editor of this
special issue with a title of “Big Spatial Data” is Prof. Mohamed F. Mokbel who is currently the elected Chair
of the ACM SIGSPATIAL and an Associate Professor in the Department of Computer Science and Engineering,
University of Minnesota, MN, USA. This special issue consists of two parts. Please stay tuned for Part 2 of this
issue.
I would like to sincerely thank all the newsletter authors and Prof. Mokbel for their generous contributions of
time and effort that made this issue possible. I hope that you will find the newsletters interesting and informative
and that you will enjoy this special issue.
You can download all Special issues from:
http://www.sigspatial.org/sigspatial-special
.
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Introduction to this Special Issue:
Big Spatial Data (Part 1)
Mohamed F. Mokbel
Department of Computer Science and Engineering, University of Minnesota, Minneapolis, MN, USA
Email: mokbel@cs.umn.edu

Recent years have witnessed an explosion in the amounts of spatial data produced from several devices such
as smart phones, space telescopes, and medical devices. For example, space telescopes generate up to 150 GB
weekly spatial data, medical devices produce spatial images (X-rays) at a rate of 50 PB per year, a NASA
archive of satellite earth images has more than 500 TB and is increased daily by around 25 GB, while there are
10 Million geotagged tweets issued from Twitter every day as 2% of the whole Twitter firehose. Meanwhile,
various applications and agencies need to process unprecedented amounts of spatial data.
This special issue presents the first part of two SIGSPATIAL special issues about Big Spatial Data. The
issue includes five interesting articles. The first two articles present two different approaches to tune existing
database management systems to support big spatial data. In particular, the first article by Güting and Lu presents
Parallel SECONDO, which combines SECONDO, an extensible database management system (DBMS) with
Hadoop to achieve scalable query processing in the cloud for spatial and non-standard application. In the second
article, Martinez-Rubi et. al. improves MonetDB, a column-store DBMS, to support large-scale point cloud data
management.
The next two articles discuss applications of big spatial data. In particular, the third article by Ali et al
discusses the applications of spatial big data in routing services as a means of eco-routing. The fourth article by
Wang et al discusses a CyberGIS system for data-intensive knowledge discovery. The issue is concluded with
an industrial article by Siva Ravada (Oracle), discussing spatial analytics for big data in enterprise applications.
I sincerely hope that you will enjoy reading this issue and find it interesting and thought-provoking. Meanwhile, please stay tuned for Part 2 of this issue.
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Parallel SECONDO:
Scalable Query Processing in the Cloud
for Non-Standard Applications
Ralf Hartmut Güting1 , Jiamin Lu2
1
Fernuniversität Hagen, Germany, rhg@fernuni-hagen.de
2
Hohai University, China, jiamin.luu@gmail.com
Abstract
S ECONDO is an extensible DBMS prototype. It emphasizes the handling of spatial and moving
objects data and provides sophisticated data models and query processing over such data, offering specialized types and operations. More generally, there is a wealth of techniques available, for example, (i)
construction of a road network from OpenStreetMap data and map matching of trajectories against this
network, (ii) symbolic trajectories with pattern matching and indexing techniques, (iii) spatio-temporal
pattern queries, (iv) similarity search on M-trees, (v) combining raster data with trajectory data, to name
but a few.
Parallel S ECONDO combines S ECONDO with Hadoop to achieve scalable query processing in the
cloud. In this architecture, there are many S ECONDO system instances on different computers of a network, called slaves, and one which is designated as the master. A user can issue at the master a query
in the usual style of querying S ECONDO. This query may contain hadoopMap and hadoopReduce operators which take as parameters arbitrary S ECONDO queries designated for parallel execution. These
are translated into Hadoop MapReduce jobs which are then, controlled by Hadoop, executed on all
available S ECONDO slaves.
The parallelization technique via Hadoop and S ECONDO as such are completely orthogonal. That
means that everything S ECONDO can do, now or in the future, Parallel S ECONDO can do as well at
large scale.
Like S ECONDO, Parallel S ECONDO is freely available for download. In addition, plenty auxiliary
tools are provided to deploy and manage the system at different scales, from a single computer to a local
cluster, or the cloud.

1 Background and Motivation
In the recent years, Big Data and how to process them efficiently has become an increasingly hot issue in both
commercial and academic communities. For example, until the end of 2012, each day there were 618 million
users active on Facebook, creating more than 500 TB of new data. However, in addition to the pressure from
the exploding data, it is notable that nowadays the kinds of data become much more varied. Along with the
popularity of the positioning devices integrated within smart-phones and navigators, it is common that users
can get their real-time locations (spatial data), by which they can easily find nearby interesting targets or the
best path to their destinations. In the meantime, by collecting these locations along with the time sequence,
users’ trajectories (moving objects data) can also be recorded. If authorized, these data can also be accumulated
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to a large scale, in order to find their hidden regularity. For example, the airlines can find certain patterns by
analyzing the trajectories from their pilots [14], in order to analyze dangerous or fuel-wasting situations.
Processing such spatial and moving objects data often requires sophisticated data models and algorithms [6,
8, 10], which have been studied and implemented in the extensible DBMS prototype S ECONDO [7] for more than
a decade. A lot of techniques have also been developed on S ECONDO, like constructing an urban road network
from OpenStreetMap data, then map matching the collected trajectories to it. The matched trajectories can be
assigned information like the street name, nearby locations, traffic conditions, etc, hence the result trajectories
can be found not only based on the geographical condition but also the semantic patterns [17]. Nevertheless,
S ECONDO is implemented as a centralized system, hence it can only be deployed on a single computer and its
capability is restricted by the underlying hardware, facing the challenges from big data. Therefore, we intend to
scale up the capability of S ECONDO to a cluster of computers and call the new system Parallel S ECONDO, in
order to process specialized data models at large scale.
Parallel S ECONDO combines S ECONDO with the open source MapReduce [3] implementation Hadoop,
which is widely recognized as a simple and elastic framework for efficiently processing large scale data on
computer clusters. It can be easily deployed on hundreds or even thousands of low-end computers, transforming many conventional database operations into MapReduce procedures, so as to process them in parallel and
improve the efficiency dramatically. In 2009, Hadoop won the first position in the GraySort benchmark test on
processing the sorting procedure with 100TB (1 trillion 100-byte records) data, based on over 3800 computers
[12]. Therefore, it is adopted in Parallel S ECONDO in order to improve the system’s scalability.
In the rest of this paper, we introduce Parallel S ECONDO from different perspectives. Section 2 first demonstrates the system infrastructure, explaining the mechanisms that can take the full usage of the underlying cluster
and reduce the data migration overhead between Hadoop and S ECONDO to the minimum. Next, a parallel data
model is proposed in Section 3, helping users to state their queries in a declarative language instead of programming MapReduce jobs. Finally, Section 4 briefly explains an example application and Section 5 describes
auxiliary resources that are prepared to alleviate the work on deploying and managing the system on large clusters.

2 System Infrastructure
Essentially, Parallel S ECONDO is built up as a hybrid system by efficiently coupling the Hadoop framework with
a set of S ECONDO databases, as shown in Figure 1, in order to scale up the capability of processing extensible
data models in S ECONDO to a cluster of computers. It is inspired by HadoopDB [1], where the Hadoop framework mainly takes charge of assigning and scheduling parallel tasks running on a set of computers, while the
tasks’ embedded procedures are then pushed as much as possible to the distributed local database engines, hence
the system’s overall efficiency can be improved significantly by processing the tasks simultaneously. Parallel
S ECONDO basically follows the same principle, although it provides several special modules and mechanisms
for achieving a better performance.

2.1 Basic Concepts
First, Parallel S ECONDO sets up multiple processing units on each cluster node. Nowadays even a low-end
computer can be equipped with multi-core processors, large memory and several hard disks, hence it is better to
take the full advantage of all involved computers instead of simply scaling up the cluster to a large size. As the
heavy geometric computations in S ECONDO are both CPU- and I/O-intensive, if all tasks on every node read data
from the same database or several databases that are stored on the same disk, then the disk interference among
these parallel tasks can considerably encumber the system efficiency. Regarding this issue, unlike ordinary
Hadoop extensions that view each cluster computer as a basic processing unit, Parallel S ECONDO sets DS (Data
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Figure 1: Infrastructure of Parallel S ECONDO

Server) as its basic processing unit. Each DS is deployed on one hard disk, containing a compact S ECONDO
system called Mini-S ECONDO and its affiliated database. Therefore, in computers with multiple hard disks,
we can set several DSs on the same computer so that the simultaneous tasks involving different Mini-S ECONDO
databases can read their data independently, in order to reduce the disk interference to the minimum. In addition,
the number of parallel tasks running on all DSs is limited in the scope of the number of processor cores; thus the
computing resources can also be evenly and fully used. At last, with several DSs set on the same computer, we
indicate one of them as the MS (Main Server), containing the configuration information and management scripts
that work for the rest of them. It also includes a Hadoop node, being used to receive the assigned tasks from the
Hadoop framework.
Second, Parallel S ECONDO separates the DSs into different roles based on the Hadoop division. Hadoop
characterizes the cluster computers as masters and slaves. Likewise, Parallel S ECONDO indicates the MS on
the Hadoop master as its mDS (master Data Server), while the remaining DSs are viewed as sDSs (slave Data
Servers). The assignment of these DSs is kept in the DS Catalog and shared by every cluster node. Accordingly,
we set the Mini-S ECONDO database in mDS as the master database of the whole system, while the others are
slave databases. The master database contains global data like the cluster’s size, global index structures and
the meta data of distributed objects that will be further explained in the next section. In addition, the text and
graphic interfaces in Parallel S ECONDO are also provided by the master database, where both parallel and
sequential queries can be submitted in the same query language. In contrast, the slave databases contain only
the local objects belonging to the corresponding sDSs, being hidden from users, giving them the impression of
still handling a standalone S ECONDO database.
Third, Parallel S ECONDO is fully compatible with the existing S ECONDO system and both are combined
seamlessly. In principle, the master database can still be used as a normal S ECONDO system, where all sequential queries can be processed as usual. There exists considerable overhead for scheduling Hadoop jobs,
which is mainly spent on network communication and tasks assignment [4]. Consequently, Parallel S ECONDO
is more efficient on processing queries involving massive amounts of data, while the small scale queries can be
more efficiently processed in a standalone S ECONDO. Therefore, by setting the master database as the entrance
for both S ECONDO and Parallel S ECONDO, we can achieve a seamless combination of the two systems. Users
can choose either to process queries according to their data scale, making Parallel S ECONDO more flexible. In
addition, for conventional S ECONDO users who have stored many customized data in the personal database, it is
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possible to set the existing database to be the master database directly during the deployment without migrating
it.
Fourth, parallel queries in Parallel S ECONDO are processed strictly based on the MapReduce paradigm.
They are first transformed into Hadoop jobs by the master database, then are further divided into Map and
Reduce tasks by Hadoop. The tasks are processed in parallel on all sDSs, following the MapReduce paradigm,
in order to achieve a balanced workload on the cluster. Nevertheless, their encapsulated S ECONDO queries are
pushed and executed by slave databases, being processed efficiently with the abundant algorithms developed
in S ECONDO for over a decade. Every task fetches its required data from either the local slave database or
remotely from the other computers via PSFS (Parallel S ECONDO File System), which is a simple distributed file
system prepared to minimize the migration overhead between Hadoop and slave databases.
At last, the Hadoop framework is clearly separated from the other Parallel S ECONDO components, in order
to keep the system compatible with any possible update from either side. Hadoop is deployed by unpacking
the software and setting HDFS nodes to all MSs, during the installation of Parallel S ECONDO. Its configuration
parameters are also set automatically, according to the Parallel S ECONDO preferences. There is no extension
done in Hadoop core functionality and the framework works all by its own mechanism without the participation
of any Parallel S ECONDO components. Therefore, when there are any new features extended in S ECONDO
like a new type constructor or operator, all Mini-S ECONDO systems can be updated with these new features
immediately, without affecting the Hadoop framework at all.

2.2 Parallel S ECONDO File System
Comparing with parallel databases like Vertica, Hadoop provides a simple and flexible MapReduce mechanism
[3] to achieve an impressive scalability without being carefully tuned. To the best of our knowledge, there
exist no publications indicating that parallel databases can be deployed on clusters with more than one hundred
computers [1, 13]. However many Hadoop based systems, like Hive and Pig, can be easily set up on hundreds
or even thousands of computers covering several data centers in different geographic regions.
This scalability is mainly owed to the significant fault-tolerance feature implemented in HDFS (Hadoop
Distributed File System). Data in Hadoop are kept all in HDFS as hkey, valuei pairs. All pairs with the same
key are grouped into one split and each split is processed by one Map/Reduce task. The splits are stored in
constant-size blocks, 64 MB by default. Each block is duplicated on several computers in case some HDFS
nodes crash and become inaccessible. For various reasons, some Hadoop tasks may hang or fail, and then
straggle the whole job. In this case, they are replicated to other idle slaves and fetch their input splits from the
duplicated blocks. When the first of the replicated tasks finishes, then all its other attempts are aborted. Thereby,
with this brute force approach, although some computing and network resources are wasted for assigning and
processing duplicated tasks, the performance of the complete job is improved.
In order to maintain the impressive fault-tolerance and scalability of Hadoop, many hybrid systems like
HadoopDB [1] and Hadoop-GIS [2] basically use distributed standalone databases to process the database
queries, but still depend on HDFS to shuffle their intermediate data. Therefore, each database tuple in these
systems is first transformed and loaded into HDFS as a hkey, valuei pair, then can be duplicated and shuffled
by the Hadoop framework. Nevertheless, such a mechanism causes considerable data migration overhead when
we attempt to integrate S ECONDO into the Hadoop framework, since a S ECONDO tuple can become extremely
large. For example, a vehicle’s trajectory over several days contains thousands of units, while each unit includes
its spatial trajectory and its boundary time stamps. In this case, transforming such a tuple into a hkey, valuei
pair and back for use in another S ECONDO instance is quite expensive.
Regarding this issue, a simple distributed file system is developed in Parallel S ECONDO to store and transfer
S ECONDO data natively. It is named PSFS (Parallel S ECONDO File System), working similar as HDFS but with
a much simpler mechanism. According to custom queries, the intermediate tuples in PSFS are partitioned into
tiles based on a key attribute, then each tile is materialized as a binary file. On one hand, each tile generates a

6

Kind
Flow
Hadoop
Assistant

Name
spread
collect
hadoopMap
hadoopReduce
hadoopReduce2
para

Signature
stream(T) →flist(T)
flist(T) →stream(T)
flist × fun(mapQuery) × bool →flist
flist × fun(reduceQuery) →flist
flist × flist × fun(reduceQuery) →flist
flist(T) →T

Table 1: Operators Provided as Extensions In Parallel S ECONDO
corresponding meta object, named FIPair (File Information Pair), following the hkey, valuei format, in order to
collect all tuples having the same key attribute value to the same cluster node. Each FIPair contains some basic
information about its corresponding tile file, like on which sDSs the file is generated, stored and duplicated.
These FIPairs are shuffled in HDFS, in order to apply and schedule Map/Reduce tasks. When one task fails,
Hadoop can also duplicate or restart it based on its FIPair. On the other hand, in order to retain the faulttolerance of HDFS, each tile file is duplicated several times, based on the chained declustering technique [9]. It
is kept on several continuous sDSs while the order of the duplicate candidates is decided by the DS Catalog.
These intermediate tiles are exchanged directly among Mini-S ECONDO databases without being uploaded
to HDFS, in order to completely reduce the unnecessary transferring and parsing overhead. In addition, MiniS ECONDO takes over the responsibility for partitioning S ECONDO objects into pieces based on their various
data types, also all data types used as FIPair key are naturally supported by Hadoop. Therefore, all S ECONDO
existing and future specialized data types can be supported straightforwardly in Parallel S ECONDO, without
being reimplemented or specially treated, improving the development progress as well.

3 Query Formulation
Originally Hadoop lacks the high-level declarative language support [13, 15, 11, 16], forcing users to implement
custom MapReduce based codes, which however are very difficult to maintain and reuse for coworkers. In
contrast, S ECONDO provides two levels of query languages, a SQL-like language and an executable language.
So far, the second level is supported in Parallel S ECONDO, which formulates the queries with database objects
and operators of the active algebras, corresponding directly to the operator tree. No doubt it is more complex
than the SQL-like language, asking users to become acquainted with specialized operations and their syntax.
However, it is quite powerful since the queries can be flexibly built up with arbitrary operators for achieving the
best performance. In addition, almost all data types and their related algorithms, which have been developed
in S ECONDO for over a decade, can still be used in Parallel S ECONDO. To support this, a parallel data model
is developed to represent the distributed objects of various S ECONDO data types and state the Map/Reduce
procedures.

3.1 Distributed Objects
S ECONDO includes an abundant collection of data types. Some like integers or rectangles are constantly small,
while some like moving objects’ historical trajectories may extend to a very large size, along with the increase
of its duration time. Most data types are stored either as an individual object or in a relation structure as a tuple
attribute, although there are some structures like B-Tree and R-Tree that can only be stored as individual objects.
In order to be fully compatible with existing features in S ECONDO, Parallel S ECONDO should distribute various
data of all above types in a uniform manner, also access them through the master database only.
Regarding this issue, we first divide the distributed data into four kinds based on two aspects: size and
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Figure 2: The Map/Reduce Procedures Described by Hadoop Operators
equality. The size is usually decided by data types, as explained above. The equality depends on whether the
data is duplicated or partitioned on the sDSs. In the former case, every sDS has the same data as the others. In
the latter case, each sDS contains a disjoint part of the same data set.
For small and equal objects, they are represented as DELIVERABLE data and used as global parameters.
For example, in a parallel containment query for spatial objects, the query window is small and should be
broadcast to all slave databases. However, it is not worthwhile to distribute such data in advance since they vary
frequently in different queries. Therefore, they are stored only in the master database as common S ECONDO
objects; thus they can be easily created and updated. In parallel procedures, they are invoked by their names and
then broadcast to every slave database by embedding their values inside the task queries as constant objects. If
a non-DELIVERABLE object is invoked in such a way, it can be detected by the master database and then the
query can be aborted immediately.
Except DELIVERABLE data, all other distributed objects are represented with a structure named PSMatrix. A PS-Matrix is derived by partitioning a S ECONDO object o with two distribution functions, Row(o)
and Column(o). The Row(o) divides the object into R parts, each is viewed as one row of the matrix. Each
row can also be further divided into C pieces based on another distribution function Column(o) and build up
a R × C matrix at last. All piece data belonging to the same matrix row must be kept on the same sDS. After
being partitioned, the PS-Matrix structure itself is kept on the master database in a so called flist object, which
is prepared as a wrap structure in order to describe all kinds of distributed S ECONDO objects.
The data pieces in a PS-Matrix are stored in a distributed manner on sDSs. In most cases, the PS-Matrix
pieces are saved in PSFS nodes as disk files, in order to be transferred among them over the network. However,
for those objects like index structures that cannot be exported within the relations, we can only store them in
the slave databases as common objects, but having the same name. Consequently, two kinds of flist objects
are proposed, according to the different storage for the piece data: DLF (Distributed Local Files) and DLO
(Distributed Local Objects).

3.2 Parallel Operators
Since the master database is the entrance for both S ECONDO and Parallel S ECONDO, two Flow operators are
prepared to concatenate the sequential queries with the parallel queries, in order to combine the two sides
seamlessly. As shown in Table 1, the spread operator partitions a stream of tuples into sDSs as tile files, then
returns their locations as a DLF flist. In contrast, the collect operator gathers the tile files based on the given
DLF flist and imports their the tuples into one stream. As a result, users can choose either system to process
their queries, based on the data scale and the query complexities.
Besides, we also provide some Hadoop operators to describe the Map/Reduce procedures in Parallel S EC ONDO , shown in Table 1 as well. Basically they accept one or two flist objects and a UDF (User Defined
Function) as the task query, then return the distributed result still as an flist object. Both DLF and DLO flist
objects can be used as the input for the Hadoop operations and the result can also be of either kind. Data pieces
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of these input flist objects are distributed into the parallel tasks, in order to be processed simultaneously. If there
is any flist object involved within the task query, it is quoted by the Assistant operator para, hence its data
pieces can also be distributed.
Within each Hadoop operator, a template Hadoop job is prepared. It parses the input flist objects, then
generates an executable Hadoop job based on the given UDF parameter. Next, the executable job is carried out
by the Hadoop framework, while the UDF is processed by slave databases simultaneously as Map or Reduce
tasks. Each task reads the input data from PSFS or slave databases, depending on what kind of flist object is
used.
Figure 2 depicts the basic procedure that the Hadoop operators provide. At first, the hadoopMap accepts
an R × C flist object and a Map UDF. Therefore, its executable job generates R Map tasks and each processes
the MapQuery in a slave database with one row of data belonging to the input flist object. At the end of the
Map stage, each task partitions the intermediate result into C ′ pieces and materializes each one into PSFS as a
tile file. As a result, the hadoopMap generates an R × C ′ flist object.
Afterwards, the intermediate flist is delivered to a hadoopReduce operator containing a Reduce UDF. Its
executable job creates C ′ Reduce tasks; each reads one column of data of the input flist from multiple sDSs over
PSFS, then processes the Reduce query in a slave database. The hadoopReduce2 operator works similarly,
except it receives two intermediate R × C ′ flist objects and its ReduceQuery states a binary operation, in order
to represent a join query on the two inputs. At last, the Reduce operators generate a R × C ′ flist object as their
result. Since each Reduce task can only be finished on one slave database, the result can be transposed to a
C ′ × 1 flist object at last and then be used as the input for another hadoopMap operation.
As implied in their names, hadoopMap describes the procedure happening in the Map stage of a Hadoop
job, while the other two describe the Reduce procedure only. Until now, the Map and Reduce UDF cannot be
stated together within one Hadoop operator. They are developed in such a way since S ECONDO operators do not
accept two contextual functions as their parameters. Therefore, in queries where both Map and Reduce operators
are used, several Hadoop jobs are processed and additional scheduling overhead is wasted. Regarding this issue,
we have introduced a bool argument named Executable in the hadoopMap operator. If it is set false, the
hadoopMap operation does not generate a Hadoop job, instead it generates an unexecuted flist object, which
can be used as the input for the next Reduce operator. Later, the subsequent Reduce operator will execute the
unexecuted MapQuery inside its Map stage.

4 Application Example
Parallel S ECONDO maintains the impressive scalability in Hadoop and also the extensible processing capability
of S ECONDO. For example, we have once deployed the system on a large cluster containing 150 virtual computers provided by Amazon EC2. It helps us to generate 350 GB of test data with the benchmark BerlinMOD [5],
describing 10,954 vehicles’ trajectories in 153 days. On S ECONDO, it may need several weeks to simulate them,
but we finish the whole procedure on such a large cluster within 5 hours. Besides, with the parallel operators
introduced in Section 3.2, all example queries enumerated in BerlinMOD can be described and processed in
parallel.

5 Auxiliary Resources
In order to help as many as possible users to use Parallel S ECONDO to analyze their own large scale spatial and
moving objects data, we release the system as an open source software1 , in the same way as S ECONDO. Besides
the source code, a set of auxiliary tools (most are Bash scripts) are provided as well, making users able to install
1

On our website: http://dna.fernuni-hagen.de/secondo/ParallelSecondo
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the system on either a single computer to get familiar with it, or clusters containing tens or even hundreds of
computers to do some real work. In addition, it is also possible to try out the system with a VMWare image,
which can be loaded and tested at any time. At last, for setting up a large cluster as mentioned above on Amazon
EC2, an AMI (Amazon Machine Image) with a pre-installed Parallel S ECONDO is also published on the Amazon
public AMI list. By using a special script, users can start an EC2 cluster with a fully prepared system, within
minutes.
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[10] C. Lema, J. Antonio, L. Forlizzi, R. Güting, E. Nardelli, and M. Schneider. Algorithms for Moving Objects Databases.
The Computer Journal, 46(6):680, 2003.
[11] C. Olston, B. Reed, U. Srivastava, R. Kumar, and A. Tomkins. Pig Latin: A Not-So-Foreign Language for Data
Processing. In Proc. ACM SIGMOD, 2008.
[12] O. OMalley and A. Murthy. Winning a 60 Second Dash with a Yellow Elephant. Proceedings of sort benchmark,
2009.
[13] A. Pavlo, E. Paulson, A. Rasin, D. J. Abadi, D. DeWitt, S. Madden, and M. Stonebraker. A Comparison of Approaches
to Large-Scale Data Analysis. In Proc. ACM SIGMOD, 2009.
[14] M. Sakr, G. Andrienko, T. Behr, N. Andrienko, R. H. Güting, and C. Hurter. Exploring Spatiotemporal Patterns by
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Abstract
The popularity, availability and sizes of point cloud data sets are increasing, thus raising interesting data
management and processing challenges. Various software solutions are available for the management of
point cloud data. A benchmark for point cloud data management systems was defined and it was executed
for several solutions. In this paper we focus on the solutions based on the column-store MonetDB, the
generic out-of-the-box approach is compared with two alternative approaches that exploit the spatial
coherence of the data to improve the data access and to minimize the storage requirements.

1

Introduction

With the recent advances in point cloud data acquisition technologies the increasing sizes of the produced data
sets require efficient point cloud data management systems. Most of the existing management solutions present
limits in the amount of data that can be handled efficiently in terms of data loading or preparation times, storage
requirements and data retrieval response times. Therefore, concerted action is needed in order to improve the
existing systems or develop new options to handle the massive point clouds that are becoming available. Scalable
data structures and efficient data management strategies should be explored.
Specific file-based approaches such as the scriptable tools provided by Rapidlasso LAStools [7] are very
widely used. Some database systems such as Oracle and PostgreSQL already offer point cloud support in the
form of extensions and specific data types. Concretely, the SDO PC and SDO PC BLK data types in Oracle
Spatial and Graph [5] and the PCPATCH data type in PostgreSQL-PostGIS [13] implement a storage model
based on the grouping of spatially co-located points in blocks. An alternative storage model for databases is the
straight-forward flat table model where each point is stored in a row of the table. Oracle experts recommend this
storage model when using Oracle Exadata systems [6] for point cloud data management. In the column-store
MonetDB [3], initial tests with a flat table model implementation were performed [12] revealing that column
stores offer promising routes for point cloud data. More recently, the MonetDB developers have started to
improve the spatial support of the column-store with special focus on the point cloud data.
The interaction between point clouds and Geographic Information System (GIS) was not properly explored.
An inventory of the data management user requirements was compiled using structured interviews with point
cloud data users from different background: government, industry and academia [15]. These user requirements
were used to define a conceptual benchmark. An executable benchmark was also developed and executed for different point cloud data management systems using Oracle, PostgreSQL, LAStools and MonetDB [16]. Among
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other things, we identified the limitations of using regular flat tables and default indexing methods for the storage
of point cloud data.
In this paper we present alternative management solutions for MonetDB exploiting the spatial coherence
of the data using space filling curves. Some of the used concepts have been already introduced and tested in
PostgreSQL [16] with satisfactory results. Here we re-use and extend these concepts and we use the developed
benchmark platform to compare the new alternatives approaches with the out-of-the-box approach that was
previously used.
The remainder of the paper is as follows. MonetDB is introduced in Section 2. Section 3 gives an overview
of the benchmark for point cloud data management systems. The used hardware and software are detailed in
Section 4. In Section 5 we describe the tested solutions, all based on MonetDB. The results of the execution of
the benchmark are presented in Section 6. Finally, Section 7 contains the conclusions extracted from this test
and Section 8 presents the future work.

2

MonetDB

MonetDB is an in-memory column-stored database system developed by the Database Architectures group at
the Centrum Wiskunde and Informatica (CWI) in Amsterdam, the Netherlands. MonetDB is open-source and
it is being successfully used in various fields [9, 11] and it has a modern architecture with interesting features
such as (a.) vertical fragmentation of the storage model, i.e. a column-store database kernel, (b.) CPU-tuned and
automatically parallelized query execution architecture, (c.) a novel indexing strategy called Imprints [14], that
creates index structures on-the-fly when the columns are queried, (d.) completely modifiable and extendable
system thanks to the liberal open-source license, (e.) run time query optimization, (f.) a modular software
architecture, (g.) a basis on the SQL 2003 standard with full support for foreign keys, joins, views, triggers and
stored procedures, and (h.) being a fully ACID compliant system that supports a rich spectrum of programming
interfaces (JDBC, ODBC, PHP, Python, RoR, C/C++, Perl).

2.1

Spatial column-store

An initial SQL interface to the Simple Feature Specification of the Open Geospatial Consortium(OGC) [10] was
already available in previous releases of MonetDB with a limited support for the objects and functions defined
in the specification. Recently an improvement and extension of the MonetDB spatial module has been initiated
with a special focus on the point cloud data. The authors team is cooperating with the activities of the MonetDB
developers and this has resulted in improvements for the point cloud data support such as a binary loader of
point cloud data. The loader takes as input LAS files, or compressed LAS files (LAZ)[8], and for each property
it generates a new file that is the binary dump of a C-array containing the values of the property for all points.
Then, the generated files are appended to each column of the flat table using the bulk loading operator COPY
BINARY [4].

3

Benchmark description

The executable benchmark uses different subsets of the Actueel Hoogtebestand Nederland 2 (AHN2) [1], a point
cloud data set with over 640 billion points of the surface of the Netherlands.
The benchmark has different stages with increasing tested functionalities and data sets sizes: (a.) The minibenchmark stage is used to gain experience with the different systems using a small data set with 20 million
points, a small set of functionalities are tested. (b.) In the medium benchmark stage four subsets with various
sizes are used, from 20 million points to 23 billion points. A larger set of functionalities is used with 20 different
queries. The goal of this benchmark stage is to analyze the performance of the most wanted functionalities
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according to the user requirements as well as observing possible scaling issues. (c.) The full-benchmark stage
tests even more queries or functionalities with the 640 billion points of the full AHN2 data set. (d.) In the future,
scalability will be further tested in the upscaled-benchmark with a data set size of 20 trillion points.
Some executions of the benchmark have already been done using up to the full-benchmark stage [16]. For
the results presented in this paper we use the medium-benchmark stage.

4

Hardware and Software

For the tests described in this document we have used a server with the following details: HP DL380p Gen8
server with 2 x 8-core Intel Xeon processors, E5-2690 at 2.9 GHz, 128 GB of main memory, and a RHEL 6
operating system. The disk storage which is directly attached consists on a 400 GB SSD, 5 TB SAS 15K rpm in
RAID 5 configuration (internal), and 2 x 41 TB SATA 7200 rpm in RAID 5 configuration (in Yotta disk cabinet).
Regarding the software, we used a modified version of the default branch of MonetDB downloaded on the
11th December 2014. The modifications include the definition and implementation of new functions within the
spatial module that are not yet included in the default branch as well as functions related to the approaches using
the space filling curves. However, all these features will be included in the April 2015 MonetDB release.

5

MonetDB point cloud data management systems

In this work we compare three approaches using MonetDB for the management of point cloud data. First we
describe the out-of-the-box approach or regular flat table approach followed by the Morton-based flat table
approaches, the Morton-added approach and the Morton-replacedXY approach.

5.1

Out-of-the-box approach

The straight-forward approach for managing point clouds in the MonetDB system is based on storing the points
in a regular flat table, one entry per point and let the system automatically take care of the indexing by using
the Imprints index structures when required. This approach with an ASCII loader was used in the initial point
cloud tests of MonetDB where we compared it with the PostgreSQL point cloud approach [12]. It has also been
used in the more recent benchmark executions where it was compared with other approaches using PostgreSQL,
Oracle and LAStools [16]. However, for the experiments of this paper we used the binary loader which is a lot
faster then the ASCII loader.
For the queries we used a two-step approach based on doing a preselection of points in the bounding box of
the query region that are later refined to obtain only the points in the query region. Note that the second filtering
is not required for rectangular regions. In the case of circles the refinement is done with the distance method,
i.e. (x − xc )2 + (y − yc )2 < r while the contains method is used for other types of regions (polygons).
In the previous tests and benchmark executions it was revealed that, even though the query response times
in the flat tables approaches were, in general, faster for small data sets than the blocks-based approaches in
PostgreSQL and Oracle, they presented significant scaling issues. We observed that the scale factor for the
flat tables was in the order of 10 to 3, thus a data set with ten times more points had three times slower query
response times.

5.2

Morton-based approaches

Space filling curves are already being used for efficient access to spatial data in some solutions such as LAStools
and Oracle Spatial and Graph. LAStools exploits the potential of spatial filling curves in point cloud data in a
very efficient manner in its tools lassort, lasindex, lasmerge and lasclip. On the other hand, Oracle Spatial and
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Graph also uses some space filling curves concepts in one of the blocking methods available in the point cloud
module. In previous work [16] we demonstrated that the space filling curves can be used to improve the query
response times of the flat table approaches. In that case we used PostgreSQL and we observed that, by using a
Morton-based flat table, we could get scalable query response times, i.e the query response times only depended
on the size and complexity of the query region and not on the data set size.
5.2.1

Morton-added approach

In this approach we compute for each point its position in a Morton curve filling the two-dimensional data set
domain, this value which is stored in a 64 bits unsigned integer is usually referred to as Morton code. Figure
1 (left) shows examples of Morton code computations. Note that the X and Y values have to be offsetted to be
positive values when computing the Morton code.
In the database we load the x, y, z and the Morton code in a staging table. Next we create the final table with a
CTAS (Create Table As Select) statement with an ORDER BY expression to sort the points by their Morton code
values. This enables a very interesting feature of MonetDB, if a table has been created from a select statement
with an ORDER BY expression, the queries that are related to the ordered dimension are solved by using a binary
search algorithm (similar to the functioning of a B-Tree index). Hence, this feature allows to have the data and
the index structure in one unique entity. In addition the data becomes spatially coherent, near points in space are
also closely stored, further improving the data access speed by exploiting data locality.
The SQL statement to create the final table ordered by the Morton code is:
CREATE TABLE final_table_name AS
SELECT * FROM staging_table_name ORDER BY k WITH DATA

Figure 1: Left: Morton code computation of single cell by bitwise interleaving x and y; Right: Ranges of Morton
codes for the query polygon (note the Quad-Tree relationship)
Regarding the queries, using the intrinsic relationship between the Morton space filling curve and the QuadTree structure the queries to X and Y can be converted to a list of Morton code ranges. However, this initially
requires the query geometry to be decomposed in Quad-Tree cells. This conversion is currently done out-ofthe-core with a Python script. An example of the relationship between the Morton curve and the Quad-Tree is
illustrated in Figure 1 (right). For example, the actual query statement for the query region #1 of our benchmark
is:
CREATE TABLE query_results_1 AS SELECT x,y,z FROM (SELECT * FROM ahn_flat WHERE (
(m between 8860467200 and 8862564351) OR (m between 8864661504 and 8875147263) OR
(m between 8877244416 and 8879341567) OR (m between 8883535872 and 8887730175) OR
(m between 8891924480 and 8902410239) OR (m between 8904507392 and 8906604543) OR
(m between 8908701696 and 8912895999) OR (m between 8917090304 and 8919187455))) a
WHERE (x between 85670.0 and 85721.0) and (y between 446416.0 and 446469.0) WITH DATA
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The points in the Quad-Tree cells overlapping the query region (given by the Morton ranges) are preselected,
similarly to the preselection done using the bounding box in the regular flat table approach. The preselected
points are later filtered out with (a.) exact X and Y range selection for rectangles like in the example for query
region #1, (b.) distance method for circles, or (c.) the contains method for other polygons.
5.2.2

Morton-replacedXY approach

The Morton-added approach described in Section 5.2.1 stores for each point the X, Y, Z coordinates and the
Morton code. However, if the space filling curve is completely defined for the full resolution of the entire
domain, then the X and Y values can be recovered from the Morton code, which in this case we call replacing
code. As previously stated we use a 64 bits unsigned integer for the code. Ideally, we have 32 bits for each X
and Y which means we can cover over 460 million km2 with centimeter resolution (the Earth surface is 510
million km2 ). In practice, we only allow 31 bits for X and Y because unsigned integers are not supported in
MonetDB but we still need to guarantee that they are positive numbers producing a positive code, otherwise we
would have strange effects on the produced curve. Therefore, the actual coverage is 115 million km2 which is
still more than enough to cover all the used data sets as well as the whole AHN2.
In the Morton-replacedXY approach we only store Z and the replacing Morton code, the X and Y coordinates
are decoded when required. As in the previous case the data is ordered using the replacing Morton code and the
queries to X and Y need to be converted. The querying procedure is similar to the Morton-added approach, the
only difference is that the X and Y values are decoded after the preselection of points in the Quad-Tree cells is
done. The advantage is that the separated X and Y columns do no need to be accessed.

6

Benchmark execution

The medium-benchmark stage was executed with the three described MonetDB approaches. Table 1 contains
the times and storage requirements of the loading of four data sets with 20 million points, 210 million points,
2 billion points and 23 billion points. The time is split in three steps: (Init) The MonetDB instance is created,
(Load) the data is loaded with the binary loader, and (Close) the index is created for the out-of-the-box approach
or the data is sorted for the Morton-based approaches.
Approach
Out-of-the-box
Morton-added
Morton-replacedXY
Out-of-the-box
Morton-added
Morton-replacedXY
Out-of-the-box
Morton-added
Morton-replacedXY
Out-of-the-box
Morton-added
Morton-replacedXY

Data set [points]
20165862
20165862
20165862
210631597
210631597
210631597
2201135689
2201135689
2201135689
23090482455
23090482455
23090482455

Total
5.25
11.98
9.17
19.58
80.75
59.88
205.20
1483.45
732.57
3921.07
55542.70
38973.80

Time[s]
Init
Load
0.92
2.78
1.08
4.08
1.04
2.76
1.05
14.45
1.22
17.36
0.95
11.80
0.98
174.46
1.20
239.45
1.35
151.58
1.53 3440.20
1.28 4603.42
1.31 2532.34

Close
1.55
6.82
5.37
4.08
62.17
47.13
29.76
1242.80
579.64
479.34
50938.00
36440.20

Size[MB]
Total Index
472
10
615
0
308
0
4868
47
6428
0
3214
0
50579
199
67173
0
33586
0
529180
680
704666
0
352333
0

Points/s
3841117
1683294
2199113
10757487
2608441
3517562
10726782
1483795
3004676
5888822
415725
592461

Table 1: Times and sizes of the data loading procedure for the different approaches and data sets.
The fastest entire data loading procedure (Init, Load and Close steps) was obtained in the out-of-the-box
approach while the least storage was required by the Morton-replacedXY approach. In fact, the fastest data
loading using the binary loader (Load step) was also in the Morton-replacedXY approach because only two
columns are required. However, the binary loader had a drop of performance for the largest dataset in all the
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approaches due the size of each column (170 GB) being larger than the available memory (128 GB). Improved
loading procedures are being investigated to address this performance drop. The procedure used in the Mortonbased approaches when sorting the data (Close step) was worryingly slow with responses that were not either
linear (O(n)) or linearithmic (O(n log n)). On the other hand, the Imprints indexing used in the out-of-the-box
approach offered an almost linear growing. Compared to the out-of-the-box approach the Morton-replacedXY
approach saved around 30% storage while the Morton-added approach required an additional 30% storage.
The twenty queries of the medium-benchmark were executed. In Figure 2 we show a sample of the response
times of four queries for the different data sets and approaches.

Figure 2: Response times for the various approaches with different data set sizes for four of the twenty queries of
the medium-benchmark. Note that query 14 was not executed in the smaller data sets because the query region
was not overlapping their spatial extent.
Due to the latest updates in the spatial module of MonetDB the response times have decreased compared to
the results obtained in previous tests, specially in the queries using the contains method. Comparing the three
approaches we observe that the scaling was much better for the Morton-based approaches. For the largest data
set the Morton-based approaches offered typically 20 times faster times. The two Morton-based approaches had
a similar query performance even though the Morton-replacedXY needs to decode the X and Y values which
makes it slightly slower even though this is hardly noticeable in the graphs. However, in both cases the response
times still increase a little with growing input data sizes. In the previous test with PostgreSQL the query times
with the Morton-based approach were more constant; i.e. no dependent on the input size, but only of the size
and complexity of the query region.

7

Conclusion

In this paper we have presented the comparison of three different approaches for point cloud data management
using MonetDB. The developed binary loader improves enormously the loading times when compared to the
ASCII loader but it still presents a drop in the performance for large point clouds which becomes noticeable
when the size of each column is larger than the available memory. The sorting procedure used in the alternative
approaches based on the Morton space filling curves is not as scalable as the Imprints indexing used in outof-the-box approach. The Morton-replacedXY approach decreases the storage requirements around 30% when
compared to the out-of-the-box approach. The recent developments in MonetDB spatial support have already
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improved the querying times of the out-of-the-box approach when compared to previous tests [12]. However, it
still presents important scaling effects in the query response times. The Morton-based approaches offer better
scalability in the query response times. The obtained results show that column-stores such as MonetDB can
get scalable and faster spatial data access and decreased storage requirements when using space filling curves
to enhance the point cloud data management. However, in order to have a scalable MonetDB solution for both
loading and querying the indexing, the sorting and the storage structures used for the point cloud data still need
to be further improved.

8

Future work

Improved solutions for point cloud data management will be developed for MonetDB that will combine the
ideas presented in this paper with other developments currently being researched within the spatial module of
MonetDB. The binary loader will be improved to address the observed drop of performance for large datasets.
Hilbert curves are an interesting alternative to Morton curves that should be tested, they are better at preserving locality but they are more difficult to be implemented. Either Morton or Hilbert curves can as well be used
to build 3D codes with X, Y and Z. These codes from higher dimensional curves can also be used as replacing
codes for the coordinates, thus improving the storage requirements as seen in the 2D case. However, at this point
we encounter challenges in the bit encoding of such replacing Morton or Hilbert codes as 64 bits are not enough
to fit full resolution codes for significantly large spatial domains. In addition, difficulties arise when porting
the query algorithm to 3D. For example, querying a 2D region in a domain covered by a 3D space filling curve
means a whole column within the Oct-Tree domain with much more Oct-Tree cells or ranges of Morton codes.
An important feature which is currently missing in many of the existing point cloud management solutions
and must be added in the new solutions is the Level of Detail (LoD). For example, being able to select a certain
percentage of the points in the query region. Implementations using 4D space filling curves with the LoD as
forth dimension with replacing codes should be explored for MonetDB. Easier 3D implementations with X, Y
and LoD in the replacing 3D code and Z as an additional column could be a starting point.
In the Morton-based approaches the acquisition of the overlapping Quad-Tree cells with the query region
done in the querying is currently performed out-of-the-core in a Python script. Porting this procedure inside
MonetDB will improve the query performance as well as provide a more user-friendly solution.
For all the new solutions, even more functionalities and larger datasets will be tested with the full-benchmark
stage and the upscaled-benchmark stage.
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Abstract
The size, variety, and update rate of spatial datasets are increasingly exceeding the capacity of commonly
used spatial computing technologies to learn, manage, and process the data with reasonable effort.
We refer to these datasets as Spatial Big Data (SBD). Examples of emerging SBD datasets include
temporally detailed (TD) roadmaps that provide speeds every minute for every road-segment, GPS track
data from cell-phones, and engine measurements of fuel consumption, greenhouse gas (GHG) emissions,
etc. Harnessing SBD has a transformative potential. For example, a 2011 McKinsey Global Institute
report estimates savings of “about $600 billion annually by 2020” in terms of fuel and time saved by
helping vehicles avoid congestion and reduce idling at red lights or left turns. In this paper, we discuss
the challenges posed by SBD for a next generation of routing services and we present our work towards
addressing these challenges.

1

Introduction

Routing and navigation services are a set of ideas and technologies that transform lives by understanding the
physical world, knowing and communicating relations to places in that world, and navigating through those
places. From Google Maps (maps.google.com) to consumer Global Positioning System (GPS) devices, society
is benefiting immensely from routing services. However, the size, variety, and update rate of spatial datasets are
increasingly exceeding the capacity of commonly used spatial computing and database technologies to learn,
manage, and process the data with reasonable effort. We believe that this data, which we call Spatial Big Data
(SBD), represents the next frontier in routing services. Examples of emerging SBD datasets include temporally
detailed (TD) roadmaps that provide speeds every minute for every road-segment, GPS track data from cellphones, and engine measurements of fuel consumption, greenhouse gas (GHG) emissions, etc.
Spatial Big Data has transformative potential. For example, a 2011 McKinsey Global Institute report estimates savings of “about $600 billion annually by 2020” by helping vehicles avoid traffic congestion via nextgeneration routing services such as eco-routing [1,13]. While today’s route finding services are based on shortest
historical average travel time or distance, eco-routing may leverage various forms of Spatial Big Data to compare alternative routes by typical travel-speed, fuel consumption or greenhouse gas emissions for the precise
departure-time(s) of interest. Preliminary evidence for the value proposition of SBD includes the experience of
UPS, which saves millions of gallons of fuel by simply avoiding left turns and associated engine-idling when
selecting routes [9]. Similarly, other pilot studies with TD roadmaps [2] and congestion information derived
from gps traces [15] showed that indeed, travelers can save up to 30% in travel time compared with approaches
that assume a static network. Thus, it is conceivable that immense savings in fuel-cost and green-house gas
emissions are possible if other consumers avoided hot spots of idling, low fuel-efficiency, and congestion. Ecorouting has the potential to significantly reduce US consumption of petroleum, the dominant source of energy for
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transportation. It may even reduce the gap between domestic petroleum consumption and production, helping
bring the nation closer to the goal of energy independence [14].
In this paper, we present our work in facilitating eco-routing. The rest of the paper is organized as follows:
In Section 1 we define SBD and compare it to traditional spatial datasets. Then, we discuss the challenges posed
by SBD for eco-routing services. In Section 2, we introduce our work towards developing novel approaches
for addressing these challenges. Section 3 discusses some future directions for research in eco-routing services.
Finally, Section 4 concludes the paper.

1.1

What is Spatial Big Data?

Generally, SBD refers to spatial datasets that exhibit one or more of the following characteristics: a large volume,
variety, and/or velocity that exceeds the capabilities of current computing technologies. However, SBD cannot
be completely defined without reference to the user-experience which can be expressed in terms of the computational platform, use-case, and dataset at hand [11]. When dealing with SBD, users may experience unacceptable
response times, due to the high data volume in a computationally expensive operation such as correlation. Users
may also experience frequent data loss due to the high data velocity relative to the data ingest capacity of the
computational platform or they may find themselves expending large amounts of effort to pre-process or postprocess SBD due to its high variety. For example, cloud computers that can process 109 million instructions per
second (MIPS) may be able to handle data volumes of 1012 for use-cases of n2 complexity. However, clusters
that are capable of processing 106 MIPS would not be able to handle these use-cases. Therefore, in such a case,
the same 1012 data volume represents spatial big data for the cluster, but not for the cloud computer.
SBD versus Spatial Data: Types of traditional spatial data include point datasets (e.g., disease reports),
linear data (e.g., road centerline), graphs (e.g. roadmaps) and raster data (e.g., satellite imagery). An example
of use-cases of such data might be mapping crime reports in a region during a specific time interval or mapping
presidential voter preferences across the country during an election year. On the other hand, examples of SBD
include GPS track data, temporally detailed (TD) roadmaps, spatio-temporal and engine measurement data,
Waze and Open Street Map. Use-cases for SBD can include displaying a (near) real-time map for disasterrelated tweets or displaying (near) real-time traffic maps using Waze (waze.com) user-generated content. In this
subsection we describe GPS track data and TD roadmaps in more details.
• GPS Track Data: GPS trajectories are becoming available for a larger collection of vehicles due to
the rapid proliferation of cell-phones and in-vehicle navigation devices. Such GPS tracks allow indirect
estimation of fuel efficiency and GHG emissions via estimation of vehicle-speed, idling, congestion, synchronized traffic lights, and turn delays. They also make it possible to offer personalized route suggestions
to users to reduce fuel consumption and emissions. The dataset size can reach 1013 items per year given
constant minute-by-minute resolution measurements for all 100 million US vehicles.
• Temporally Detailed (TD) Roadmaps: New datasets from companies such as NAVTEQ [12] use probe
vehicles (e.g., GPS tracks) and highway sensors (e.g., loop detectors) to compile travel time information
across road segments for all times of the day and week at fine temporal resolutions (seconds or minutes).
While, traditional roadmaps have only one scalar value of speed for a given road segment (e.g., EID 1),
TD roadmaps may potentially list speed/travel time for a road segment (e.g., EID 1) for thousands of time
points (Figure 1(a)) in a typical week. This level of detail allows a commuter to compare alternate starttimes in addition to alternate routes. For example, route ranking may differ across rush hour and non-rush
hour periods and in general across different start times. Compared to traditional roadmaps whose size are
in the order of gigabytes of data, TD roadmaps are big and their size may exceed 1013 items per year for
the 100 million road-segments in the US when associated with per-minute values for speed or travel-time.
Thus, industry is using speed-profiles, a lossy compression based on the idea of a typical day of a week, as
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illustrated in Figure 1(b), where each (road-segment, day of the week) pair is associated with a time-series
of speed values for each hour of the day.

(a) Travel time along four road segments over a day.

(b) Schema for Daily Historic Speed Data.

Figure 1: Temporally Detailed Roadmaps using Historical Speed Profiles. (Best viewed in color)

1.2

Challenges posed by Spatial Big Data

Spatial Big Data raises big challenges for a potential realization of the next generation of routing services in
road networks. For example, the voluminous nature of Spatial Big Data, which allows us to compare candidate
routes for thousands of departure-times in a week, violates the stationary-ranking-(across departure-times)-ofcandidate-solutions assumption behind classical dynamic programming (DP) based techniques. In other words,
we observe a non-stationary ranking (across departure-times) of candidate solutions in Spatial Big Data. Furthermore, Spatial Big Data captures several properties of n-ary relations which cannot be completely decomposed
into properties of binary relations without losing their semantic meaning [5].
State-of-the-art methods for navigational technologies may either become inapplicable (lose correctness) or
non-preferable (lose semantic meaning) in the face of Spatial Big Data. For example, Dijkstra’s algorithm–a
classical algorithm for shortest path computation–assumes DP property, i.e., stationary ranking of candidate
routes across departure-times, which is violated in a temporally detailed roadmap. Similarly, static graphs,
time-aggregated graphs [3] and time-expanded graphs [8]–the classical underlying data representational models
for querying or knowledge discovery on transportation networks–and the algorithms developed for them (by
association) assume complete decomposability of properties recorded in the data [5].

2

Computational Accomplishments

In this section, we describe the contributions made towards addressing the above mentioned challenges posed
by Spatial Big Data. First, we present the work [4] done on addressing the non-stationary ranking of candidate
paths across departure-times, followed by contributions [5] made towards addressing the non-decomposability
challenge of Spatial Big Data.

2.1

Addressing the non-stationary ranking across departure-times in SBD

This challenge of Spatial Big Data was investigated in the context of the “All start-time Lagrangian Shortest
Path (ALSP)” problem. In this problem, given a temporally-detailed roadmap, a source, a destination and
a departure-time interval, a collection of routes is determined which includes the shortest path (between the
source and destination) for every departure-time in the given departure-time interval. Consider an ALSP problem
instance with the University of Minnesota as the source, the Minneapolis-Saint Paul Airport as the destination
and a desired departure-time interval of [7:30am 9:15am]. Figure 2 illustrates (on the left) two candidate routes

21

Figure 2: Candidate routes between University and Airport and their travel costs.
between the University (Point A in Figure 2) and the Airport (Point B in Figure 2) and their costs for different
departure-times (on the right) in the interval [7:30am 9:15am]. Figure 2 shows that the Hiawatha route is faster
for departure-times in the interval [7:30am 8:30am], whereas I35W was preferable for the interval [8:45am
9:30am]. The ALSP output includes both of these paths and the corresponding set of departure-time instants
when they are optimal.
A computationally efficient algorithm for the ALSP problem is important in the face of Spatial Big Data.
This is because Spatial Big Data (SBD) magnifies the impact of partial information and ambiguity of a traditional
routing query specified by a start location and an end location. Traditional routing queries were defined to
identify a unique (or a small set of) route(s), given historical and current travel-times. However, ALSP can
leverage SBD to identify a much larger set of solutions, e.g., one route each for thousands of possible departuretimes in a week. This gives the commuters an opportunity to make a more informed choice by providing them
an option to compare alternative routes for multiple departure-times of their choice.
A nave approach for the ALSP problem could be to repeatedly re-compute the shortest path for each
departure-time. However, this would incur redundant re-computation across departure-times sharing a common solution, leading to a severe computational bottleneck in case of long departure-time intervals. To reduce
this computational cost, we proposed the notion of critical-time-points (CTP) which divide the given departure
time-interval into a set of disjoint sub-intervals where the ranking among alternative routes is stationary. Now,
within these intervals, the shortest path can be computed using a single run of a dynamic programming (DP)
based approach. The main advantage of such an approach is that we would avoid computing the shortest path
for many departure-times in the given interval. Instead, we will re-compute the shortest path only at the criticaltime-points without missing any departure-time in the given interval where the shortest path can change. Figure
2 also illustrates the proposed idea of critical-time-points. The shortest path between the University and the
Airport changed at some instant inside the interval [8:31am 8:45am]. For sake of simplicity, we assume the
shortest path changed at 8:45am, making it the critical-time-point in this case.
A key challenge in designing a critical-time-point based algorithm for ALSP problem is to minimize the
amount of time needed to compute them while ensuring correctness and completeness. Critical-time-points can
be computed using one of two strategies, pre-computing or lazy. In a pre-computing based method, all the
candidate solutions (routes) are enumerated and compared to determine the best route for each departure-time.
This approach, however, may become a bottleneck in the case of a temporally-detailed roadmap, as there can
be large number of candidate routes connecting a source-destination pair. To this end, the lazy technique was
investigated for the ALSP problem. This approach computes a superset of critical-time-points on-the-fly while
exploring candidate routes. The key insight in the lazy approach is that immediately after the computation of
the shortest path for the earliest (nth ) departure-time, one has adequate information to forecast a lower bound
on the first (nth ) critical-time-point. In our University-Airport example, this would mean that, after computing
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the shortest path at 7:30am we could forecast e.g., 8:15am (a time point between 7:45am and 8:45am) as the
next critical-time-point for the re-computation to start. In other words, a single logical work-unit of the proposed
algorithm was: “compute the shortest path for one departure-time and forecast a lower bound on the next criticaltime-point for re-computation.”
A critical-time-point is forecasted through the use of a modified priority queue, which we call as a temporallydetailed (TD) priority queue. In this kind of priority queue, we have multiple time-series of values as its elements.
This is in contrast to a regular priority queue which has scalar values as its elements. A time-series in this queue
contains the cost along a path to a node in the open list for the departure-times under consideration. The queue
is ordered on the current departure-time under consideration. For instance, in our previous University-Airport
example, we would order the queue based on the costs for 7:30am for the first logical work-unit and then for
the forecasted critical-time-point for the second one, and so on. Apart from the standard priority queue operations such as insert, extract-min, update-key, we have a new operation called “Forecast-Critical-time-point.”
This operation is called at the end of each extract-min, when it compares the resulting time-series (obtained
via extract-min) with the other time-series in the queue to determine the maximum duration (#departure-times
beyond the current-one) for which the chosen time-series has the lowest value. This value is stored in an auxiliary data-structure as a “potential critical-time-point.” At any stage during the execution, we have the following
loop invariant: “The choices (i.e., results of extract-mins from the TD priority queue) made during the execution
hold their validity for all the departure-times between the time for which the queue is ordered (trivially) and the
min{potential critical-time-points observed so far} [4].” Using this loop invariant and exploring the paths in a
greedy fashion (similar to Dijkstra’s enumeration style), when we expand (extract-min + Forecast-Critical-timepoint) a path to the destination, we have a shortest path between the source and destination which is optimal
for all the departure-times between the current-one (on which the queue was ordered) and the min{potential
critical-time-points}. This minpotential critical-time-points becomes the forecasted critical-time-point where
the re-computation starts.
Based on this idea of forecasting critical-time-points on-the-fly, Critical-Time-point Alsp Solver (CTAS) [4]
was proposed for the ALSP problem. The CTAS algorithm follows the above mentioned procedure for a search
starting from the source and terminates when all the desired departure-times are covered. This algorithm was
evaluated both theoretically and experimentally. The analysis showed that the proposed approach out-performed
the related work particularly when the numbers of CTPs were less. This is because, the additional cost associated
with the computation of potential critical-time-points creates a tradeoff.

2.2

Addressing the non-decomposability of properties of n-ary relations in SBD

The challenge of non-decomposable properties of n-ary relations manifests while designing a unified logical
data-model which can integrate multiple travel related datasets in Spatial Big Data (e.g. travel-speed detailed
roadmaps, GPS traces and traffic signal data) seamlessly so that they all can be used simultaneously while
comparing candidate itineraries for querying or knowledge discovery purposes.
Examples of non-decomposable properties of n-ary relations include travel-time and fuel-use during a journey on a route with a sequence of coordinated traffic signals. In case of coordinated traffic signals, the cyclelengths and phase-gap between signals (belonging to the same system) are set in such a way that a platoon
vehicles moving towards a common destination (within a certain speed-limit) would typically wait only at the
first signal before being smoothly transferred through others without any waiting. This kind of coordination is
common in big cities for the goal of reducing overall idling traffic at red lights. For instance, recently about
4400 traffic signals in Los Angeles were coordinated [10] in order to increase traffic speeds by about 16%.
Consider the problem of modeling a route R with n road intersections and n + 1 road segments where the
series of n traffic signals (at road intersections) are coordinated. A typical journey (J1) on this route starting at
the 1st road segment would wait only on the 1st signal before being smoothly transferred through the 2nd , 3rd
. . . and nth traffic signals without any waiting. However, another typical journey (J2) starting at the nth road
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segment would typically have to wait at the nth traffic signal. In other words, the waiting time experienced
at the nth traffic signal depends on where the journey started. In such a scenario, if we represent R as an
‘aggregation’ of typical experience along its individual component n+1 road segments and n traffic signals (as
the current related work on spatial and spatio-temporal networks [3, 6–8] would do), we would completely lose
the semantics of signal coordination. Similar loses can be seen in case of modeling a GPS trace ( [5]), where
the travel-time experienced on a road-segment depends on the speed and acceleration with which the vehicle
entered the road segment under consideration.
To this end, we proposed a novel logical data-model, called Lagrangian Xgraphs [5], which would model the
route as a series of overlapping sub-journeys, each representing a single atomic unit which retains the required
semantics (signal coordination or initial speed for a GPS trace). Some sample overlapping sub-journeys for the
previous signal coordination example include: {experience of a journey containing 1st road-segment and 1st
signal (some wait)}, {experience of a journey containing 1st road-segment, 1st signal (some wait), 2nd roadsegment and 2nd signal (no wait)}, {experience of a journey containing 1st road-segment, 1st signal (some wait),
2nd road-segment, 2nd signal (no wait), 3rd road segment and 3rd signal (no wait)},. . .,{experience of a journey
containing 2nd road-segment and 2nd signal (some wait)}, etc.

3

New Directions for the Next Generation of Routing Services

The tremendous diversity of SBD sources substantially increases the need for diverse solution methods. For
example, methods for determining fuel efficient routes that leverage engine measurement and GPS track datasets
may be quite different from algorithms to identify minimal travel-time routes for a given start-time exploiting
TD roadmaps. In addition, SBD differ in coverage, roadmap attributes and statistical details. For example,
TD roadmaps cover an entire country, but only provide mean travel-time for a single road-segment for a given
start-time in a week. In contrast, GPS-track and engine-measurements cover only well-traveled routes and timeperiods, but may provide better measurement of synchronized traffic lights and turn delays. New algorithms are
likely to emerge as new SBD become available and as a result, a new, flexible architecture is needed to rapidly
integrate new datasets and associated algorithms. The new architecture needs to address the increasing diversity
of SBD methods by allowing rapid integration of new data sources and routing algorithms.

4

Conclusion

In this paper, we discussed the challenges posed by Spatial Big Data for eco-routing services. The first challenge is the non-stationary ranking of candidate solutions across departure times. To address this challenge, a
Critical-Time-Point based approach was proposed to solve the All-start-time Lagrangian Shortest Paths problem
which determines a route-collection containing the shortest path (between a source and a destination) for all the
departure-times in a given time interval. By identifying the critical time points, i.e., the departure-times when the
ranking among alternate paths can change, a lot of redundant computations can be saved. The second challenge
discussed was the non-decomposability of some properties of n-ary relations recorded in Spatial Big Data into
properties of binary relations without loss of semantics. Typical travel-time observed in a journey along a route
with a series of coordinated traffic signals was described as an example of this case. To address this challenge,
we proposed Lagrangian Xgraphs, a novel logical data model which models the route as a series of overlapping
sub-journeys such that each sub-journey maintains its correct and complete semantics. Finally, we discussed
future directions for addressing the diversity challenge of SBD sources and the need for a flexible architecture
that can rapidly integrate diverse solution methods.

24

References
[1] Computing Community Consortium funded workshop. From gps and virtual globes to spatial computing
- 2020: The next transformative technology, a community whitepaper. http://www.cra.org/ccc/
visioning/visioning-activities/spatial-computing/, 2012.
[2] U. Demiryurek, F. Banaei-Kashani, and C. Shahabi. A case for time-dependent shortest path computation
in spatial networks. In Proc. of the ACM SIGSPATIAL Intl. Conf. on Advances in GIS, GIS ’10, pages
474–477, 2010.
[3] B. George, S. Kim, and S. Shekhar. Spatio-temporal network databases and routing algorithms: a summary of results. In Proceedings of the 10th international conference on Advances in spatial and temporal
databases, SSTD’07, pages 460–477, Berlin, Heidelberg, 2007. Springer-Verlag.
[4] V. M. Gunturi, E. Nunes, K. Yang, and S. Shekhar. A critical-time-point approach to all-start-time lagrangian shortest paths: a summary of results. In Advances in Spatial and Temporal Databases, pages
74–91. Springer, 2011.
[5] V. M. Gunturi and S. Shekhar. Lagrangian xgraphs: A logical data-model for spatio-temporal network
data: A summary. In Advances in Conceptual Modeling, pages 201–211. Springer, 2014.
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Abstract
CyberGIS is an interdisciplinary field combining advanced cyberinfrastructure, geographic information
science and systems (GIS), spatial analysis and modeling, and a number of geospatial domains to improve research productivity and enable scientific breakthroughs. It has emerged as a new-generation
GIS that enables synergistic advances in data-driven knowledge discovery, visualization and visual analytics, and collaborative problem solving and decision making. This paper describes a cutting-edge
cyberGIS software environment from a system perspective. Two case studies focus on elucidating BioScope: a data-driven and computationally intensive cyberGIS application for bioenergy supply chain
optimization, and MovePattern: interactive and multi-scale visual analytics for complex and massive
movement data extracted from the Twitter steaming application programming interfaces. These studies
demonstrate widely accessible capabilities of cyberGIS for resolving the variety, velocity, and volume of
spatial big data to enable unprecedented data-intensive knowledge discovery.

1

Background and Introduction

During the past few decades, spatial data embedded with geographic references have been collected with an
unprecedented pace and significant complexity as location-based sensors and devices (e.g., environmental sensors, remote sensing satellites, and smart phones) have become pervasively used. This trend is expected to
continue into the foreseeable future. Such spatial big data are important to numerous scientific domains and
applications (e.g., ecology, emergency management, geography and spatial sciences, and social sciences, to
name just a few) for gaining valuable insights and knowledge [9] [11] [16]. However, spatial big data require
new-generation geographic information systems (GIS) namely cyberGIS to enable collaborative, computingand data-intensive knowledge discovery [10]. CyberGIS defined as geographic information science and systems
based on advanced infrastructure of computing, communication, and information technologies (aka cyberinfrastructure) has emerged as a vibrant interdisciplinary field combining advanced cyberinfrastructure, GIS, spatial
analysis and modeling, and a number of geospatial domains to improve research productivity and enable scientific breakthroughs [15] [17].

26

A National Science Foundation (NSF) interdisciplinary project funded in 2010 for five years and titled CyberGIS Software Integration for Sustained Geospatial Innovation has played an important role in advancing
cyberGIS [12]. Specifically, three interrelated pillars CyberGIS Gateway, CyberGIS Toolkit, and GISolve middleware have been established to form the backbone of a cutting-edge cyberGIS software environment. The
CyberGIS Gateway [5] [14], designed for a large number users to simultaneously access online cyberGIS analytics and services, provides transparent access to advanced cyberinfrastructure resources and services including
the NSF Extreme Science and Engineering Discovery Environment (XSEDE, https://www.xsede.org/), the Open
Science Grid (OSG, http://www.opensciencegrid.org/), and related cloud computing resources and services.
Through friendly user-centric interfaces and modular architecture, the Gateway makes cyberGIS capabilities
widely accessible for various research and education purposes and supports a wide range of applications in various domains (e.g., bioenergy, econometrics, hydrology, and public health). The CyberGIS Toolkit is focused on
integrating scalable geospatial software capabilities in a loosely coupled fashion within advanced cyberinfrastructure environments (e.g. XSEDE). The Toolkit distributes open source and scalable software modules while
providing community-driven geospatial software tools for computational and data scientists to exploit high-end
cyberinfrastructure resources for solving challenging spatial data and computing problems. GISolve middleware
bridges the Gateway and Toolkit by establishing user-friendly and spatially intelligent capabilities for performing computationally intensive geospatial analysis and collaborative problem solving. It is openly accessible via
a suite of open service application programming interfaces (APIs), and serves as a key enabler of the cyberGIS
software environment. The specific capabilities of this cyberGIS software environment are further elucidated in
the next section.
The research and development progress made on the cyberGIS software environment focuses on exploiting
complex, diverse, and massive spatial data for user-centric, interactive, and scalable knowledge discovery. To
highlight this focus, this paper considers two distinct case studies: 1) BioScope: a computationally intensive
bioenergy supply chain optimization problem where realistic scenarios require integration of diverse types of
spatial data with a computationally intensive spatial optimization model across multiple geospatial scales; and
2) MovePattern: an application analyzing and visualizing space-time trajectories in near-real time from social
media data, which requires efficient and scalable handling of massive streaming data. These two studies are
elaborated in section 3 and demonstrate the effectiveness of the cyberGIS approach to resolving the variety,
volume and velocity of spatial big data and its ability for enabling data-intensive and diverse applications.

2

CyberGIS Data Requirements and Capabilities

A typical cyberGIS-based knowledge discovery workflow is composed of a series of steps for data access,
processing, analysis, and visualization based on a diverse set of high-performance parallel and distributed computing resources and services. The architecture and design of cyberGIS software holistically consider data and
computing resources and services, application requirements, user interfaces, and application usage patterns. The
following cyberGIS components have been established by meeting the requirements of a number of science and
research communities [12] (Table 1).
Data management. Efficient data storage, indexing, publishing, browsing, search, and transfer are common
requirements for management of spatial big data. Three cyberGIS strategies have been developed: 1) building data management components around existing metadata, data provenance, and spatial data interoperability
standards such as those of OGC; 2) leveraging data capabilities and high-performance data tools provided by
advanced cyberinfrastructure; and 3) making data management components reusable as standard web services
and library APIs.
Data integration. A suite of cyberGIS components and services are established to enable interoperable and
scalable access to distributed data resources and services. For example, considering the National Elevation
Dataset (NED) (200GB at 10-meter resolution and multiple terabytes at 1-meter resolution), CyberGIS Gateway
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Table 1: Summary of cyberGIS components designed to address data-intensive knowledge discovery requirements
Capabilities
Components
Integration
Interoperable
and
• ArcGIS Online data interface
• CyberGIS Gateway
standard-based
data
• OpenTopography data service client and user
• CyberGIS Toolkit
integration
interface
• GISolve middleware
• US Geological Survey (USGS) National Map
data tools
• User data sharing and management
• OGC-based visualization services
• Metadata services
• Data provenance services
Cyberinfrastructurebased
scalable
data
management

Data-driven computation

Interactive analyses

• Data storage on shared file systems, Hadoop
Distributed File System (HDFS)
• Online data sharing
• Parallel spatial data processing:
– pRasterBlaster map reprojection
– Parallel map algebra
• High-performance data transfer

• CyberGIS Toolkit
• GISolve middleware

• MapReduce-based data analytics
• MPI-based data analytics
• GPU-based data analytics

• CyberGIS Toolkit
• GISolve middleware

• Space-time data cube for online social media
analysis [1]
• Interactive data visualization services
• Cyberinfrastructure-based visualization
• Multi-scale visualization data management

• CyberGIS Toolkit
• GISolve middleware

provides data downloading and interactive visualization services. Associated data processing capabilities support interactive data retrieval, reprojection, clipping, and other preprocessing requirements posed by analyses
taking NED data as input. External online geospatial data repositories such as the ArcGIS Online, and various
geographically distributed data services based on the Open Geospatial Consortium (OGC) standards have been
integrated in the Gateway based on GISolve for friendly access by a large number of users.
Data-driven computation. The variety, velocity, and volume of spatial big data inevitably impose significant computational challenges. Specifically for spatial data processing, widely used operations such as reprojection, clipping, and format transformation can be computing, memory and/or input/output (IO) intensive.
Parallel computing has been evolving quickly to provide massive computing power based on various programming models (e.g., message passing interface (MPI)1 and data-driven computing (e.g., Hadoop/MapReduce2
1
2

http://www.mpi-forum.org/
http://hadoop.apache.org/
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and Spark/Shark3 ). Parallel spatial algorithms fuse data-intensive geospatial analytics and underlying parallel
computing platforms. Built on our research experience in formalizing spatial characteristics into spatial computational domain for guiding the development of scalable parallel spatial algorithms [13], we have integrated a
rich set of scalable data-driven computation capabilities into the cyberGIS software environment.
Interactive data analyses. GIS users are used to map-based interactive analysis. Online cyberGIS user interface capabilities have made significant progress on achieving such interactivity. In addition to using data-driven
and high-performance computation to reduce turnaround time of a single analysis workflow, intermediate data
caching, filtering, and buffering for desirable responsiveness are effective strategies to enable interactive cyberGIS analytics. This is because for example interactive analysis of trajectory data from online twitter data streams
cannot afford to conduct runtime analysis on archived raw tweets if user query responses must be returned in
acceptable amount of time (e.g. in seconds).

3

Case Studies

3.1

BioScope

Optimal and sustainable management of bioenergy supply chain infrastructure is a data-driven and computationally intensive spatial decision making problem. Diverse types of geospatial data (e.g., crop, land use, soil,
transportation, and water) need to be integrated for serving as input and output of spatial optimization modeling.
A mixed integer linear programming model BioScope [4] was developed to optimize supply chain infrastructure configurations and biomass feedstock provision and logistics operations. The model is computationally
intensive for treating realistic scenarios across multiple geospatial scales and, thus, is infeasible to be applied to
decision-making processes that require decision makers to directly interact with pertinent geospatial analytics.
Therefore, the BioScope model was integrated into CyberGIS Gateway to enable data integration and visualization, participatory and interactive scenario construction, and scalable computation of the model for decision
makers to examine complex bioenergy supply chain problems [2].
The user interface of BioScope (Figure 1) uses interactive services of the CyberGIS Gateway. A collection
of geospatial data processing services and cyberinfrastructure services have been integrated into the CyberGISBioScope application. Input data to the spatial optimization model are either fetched from distributed geospatial
data or dynamically computed by cyberGIS services. Standard web services (e.g., HTTP, REST, and OGC web
services) are established to support interoperable integration of input data and visualization of modeling results.
GISolve is used to configure the execution of the model on cyberinfrastructure resources and manage service
requests generated from the user interface.
Through exploiting advanced cyberinfrastructure resources, CyberGIS-BioScope application not only efficiently solves the complex optimization problem, but also allows a number of decision makers to simultaneously
conduct multi-scenario analyses. This capability is important because variations in crop yield, transportation
cost, and other spatial factors significantly affect optimal spatial configurations of biomass supply chain. Furthermore, the application provides data- and computationally intensive problem solving capabilities, such as
Monte Carlo simulations for uncertainty and sensitivity analyses, which would not be practical for decision
makers to use without cyberGIS support.

3.2

MovePattern

Geographic movement has been studied for a long time [8]. For example, research on population migration
has attracted much attention from multiple fields (e.g., demography, geography, and public health). The recent
3

https://spark.apache.org/
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Figure 1: CyberGIS-BioScope user interface
dramatic increase of using location-aware devices with growing popularity of social network services have provided an tremendous opportunity for understanding fine-grained movements of large population. The associated
movement data, however, pose a significant challenge to conventional GIS approaches given the complex, dynamic, and massive nature of such big data [3]. MovePattern is therefore built on the CyberGIS Gateway to
resolve this challenge. It integrates a computationally scalable data management and processing approach with
advanced cyberinfrastructure resources and services to enable a large number of users to simultaneously perform
interactive and multi-scale analysis of movement big data.
MovePattern includes two major components for data processing and visualization respectively (Figure 2).
The data processing component uses the Apache Hadoop [7] to perform both spatial aggregation and summarization of abstraction graphs extracted out of movement data. Both aggregation and summarization methods are
designed based on MapReduce to achieve scalable data-driven computation for 1) visualizing movement graphs
across multiple spatial scales using hierarchical grids [1] and 2) summarizing the graphs to represent the most
significant movements at each spatial scale. The results of data processing are stored in a MongoDB environment, which is accessible by the visualization component to support user queries. The visualization component,
implemented based on the CyberGIS gateway, achieves near real-time interactivity by translating user queries
into visualization results. Figure 3 shows an example visualization produced by MovePattern.
To evaluate MovePattern, we used Twitter data with geo-tags [6] and multiple computational experiments
to verify the capability of MovePattern for scalable spatial aggregation and summarization of hundreds of millions of movements within minutes. The experiments achieved fast response time (under 100 milliseconds)
to geographically distributed simultaneous queries from thousands of users. The results of these experiments
demonstrate the unprecedented ability of cyberGIS for enabling MovePattern to resolve the movement big data
challenge while achieving interactive and multi-scale knowledge discovery.

4

Summary

CyberGIS represents the new-generation GIS based on advanced cyberinfrastructure. This paper describes multiple representative advances of cyberGIS from a system and software perspective. Our attempt is not intended to
be exhaustive of the breadth of cyberGIS. A primary focus is instead placed on demonstrating cyberGIS-enabled
data-intensive knowledge discovery.
Two case studies are carefully chosen based on this focus. The BioScope study shows how a variety of
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Figure 2: MovePattern architecture

Figure 3: A visualization example of MovePattern
spatial data are coupled with a computationally intensive spatial optimization model based on cyberGIS integration. Furthermore, in this case, cyberGIS represents a new level of usability of integrated geospatial data
analysis and modeling benefiting many users and decision makers who do not need to possess any technical
depth of cyberGIS tools. Such usability would not be possible without cutting-edge research and development
of GISolve middleware that shields significant complexity of advanced cyberinfrastructure. Meantime, GISolve
takes advantage of spatial characteristics of data and analytics for achieving optimal use of cyberinfrastructure
resources and services.
The case study on MovePattern emphasizes the significant progress made on interactive and multi-scale cyberGIS analytics against massive streaming data. Such cyberGIS analytics is able to resolve the velocity and volume of movement big data through an efficient and scalable data-driven workflow. The workflow is constructed
and optimized with near real-time user response as a major requirement for assuring the concurrent accessibility
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of cyberGIS analytics to a large number of users. The ability of MovePattern to satisfy this requirement demonstrates how cyberGIS can help bridge the growing digital divide between advanced cyberinfrastructure and many
geospatial domains by making big data analytics and rapid knowledge discovery capabilities easily and widely
accessible.
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1 Introduction
Big data is present everywhere and it can help organization in any industry in many different ways. One of the
main sources of this data is the increased digitization in every aspect of life. In general terms, digitization is the
process of making something digital. That is, use computer technology in the middle of an activity that used to
be done without computers. For example, people used to shoot pictures on film, but now most of the pictures are
digital. People used to pay tolls with cash, and now it is digital. People used to drive cars with rack-and-pinion
steering, now they are all drive-by-wire, fully digital rolling computers.
Datafication is the capture and use of more data in more daily activities. Take a really high-resolution digital
picture. Researchers have used these to analyze the reflections on the corneas of the person in the picture to
reconstruct what they were looking at the moment the picture was taken. Toll information can be used to track
interstate commerce or persons of interest. And digital data about how we drive can also be used to tailor our
car insurance.
These twin forces drive big data disruption. Disruptive innovations come from new technologies. Usually,
any given technology affects a single industry or a few industries. This is not true with big data as Big Data
affects every industry. Today many companies are struggling with this Big Data problem. There is a lot of data,
but not many organizations understand how to use this data to improve their business. There are three main
challenges in using the Big Data: (i) quickly discover the different data sets and predict how they can be used,
(ii) simplify the access to all data and (iii) secured and govern all data.

The main goal of the enterprise big data strategy to create value from data capital an organization has
created. Bringing big data into the enterprise relies on all the things people already know how to do: integrating,
managing, analyzing, and acting on data. But Big Data makes all these tasks harder because in each case,
organizations have to bring together systems of record containing data that is carefully curated and silos of
innovation containing data that is born in many different formats.
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Organizations need Big Data Integration, including both streaming capability for real-time capture like sensor data from oil drills or medical devices and batch capability for inevitable bulk loads from new sources or data
replication across distributed data centers for disaster recovery. All the data that is captured has to land somewhere, so a big data management system consisting of both data reservoirs and data warehouses is required. A
data reservoir is a Hadoop cluster that lets you pour in highly diverse data and scale out at low cost. The data
warehouse is the critical repository that many organizations already have in their data center. But in a world of
big data, it also will have to deliver more processing power and storage at lower total cost of ownership. These
two live side-by-side and, and wherever possible should act as one single high-performance system.
One of the most important places where all this data gets used is in Big Data Analytics. This includes highly
flexible discovery environments where managers can explore diverse data and learn from it before it is organized
into a nice, neat model. It also includes the full range of business analytics found in by business intelligence
(BI). In addition, Big Data Analytics must provide tools for data scientists to conduct experiments, moving back
and forth between in-the-lab theory and in-production practice. It is in Big Data Analytics there is demand for
the seamless interoperation of systems of record and silos of convenience.
Of course, one has to act on this data ultimately, and Big Data applications make this possible. These
applications may include embedded analytics from data in the reservoir or warehouse or both, delivered to
mobile devices or to the desktop through web applications. They may also include on-device applications in
connected appliances, like microcontrollers in buildings, enabling the equipment to take autonomous data-driven
actions. These actions then produce data which starts the cycle all over again. And, of course, one may choose to
deploy these capabilities using public cloud services, private cloud or on-premise deployments, or (most likely)
a combination of all three.

2 Enabling Big Data Analytics in an Enterprise
There three main requirements that should be satisfied to enable Big Data analytics for enterprise use. First we
need a single user interface that is highly intuitive, and visually compelling. Next, we need a set of integrated,
end-to-end capabilities that allows anyone, not just the data scientist, to quickly find, explore, transform, and
analyze data leveraging the power of Hadoop on the data in place. And finally, the results of data transformations
and new business analytics should be shared back into the ecosystem so they can be leveraged by advanced
statistical tools, queried by BI technologies, native Hadoop tooling or even integrated into the data warehouse.
Many organizations today are looking to augment the Data Warehouse with a Hadoop based data reservoir
or data lake. The idea is to collect billions of transactions from new and emerging sources and store this data
across clusters of machines or nodes. Then use the power of distributed computing to process the data in various
ways for a variety of purposes, such as ETL batch jobs, online data archiving and business analytics.
The real vision for Hadoop however, is to take enterprise business analytics to the next level. But even
though scale and cost barriers are removed, getting true analytic value from Hadoop still remains a challenge for
2 main reasons. The 1st reason is the complexity: Big data means more volume, variety and velocity and this
means more complexity. This is because unlike the data warehouse, big data is messy, meaning it lacks structure,
is not well organized and usually has very poor quality. Users are forced to use complex, non-integrated tools,
learn new programming languages and use command line interfaces which in turn mean only highly specialized
and therefore scarce resources can use them. The impact of this additional complexity ultimately inhibits the
speed at which new insights can be generated. Data scientists working with Oracle frequently express frustration
that 80% of their effort is spent preparing and wrestling with data vs. actually creating new business analytics.
The 2nd reason is that even if big data analytics can be generated in time, the path to production-ize these
insights is still unclear. This is because tools typically used to share insights with the masses are designed
for SQL databases and not for Hadoop data stores. Also big data in Hadoop is difficult to secure at granular
enough levels for mass consumption and generally there is a lack of overall governance and control from an IT
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perspective. The impact here is poor enterprise adoption meaning the organization rarely gets to bake insights
gained from big data into their standard business processes.

When a product is designed around these capabilities, the result is to remove the complexity of Hadoop and
increase overall analytic agility, as well as maximizing the chances of wider adoption throughout the enterprise.
There are two main types of approaches for the Big Data analytics: reactive and proactive. In the reactive
mode, users collect large volumes of data from event logs, web logs, sensors, etc. This data is then processed,
analyzed and summaries are extracted. This summary is then fed into a traditional data warehouse system that
is commonly used in many organizations. In a reactive system, most of the data processing happens in the batch
mode. In the proactive mode, data is processed as it comes in to the organization to find the correlations and
interesting patterns. If the patterns in the new data mean something, then new actions are initiated based on
perceived patterns. Traditional techniques like statistical and predictive analytics are commonly used in this
mode.
One of the common use cases that is very successfully fulfilled by Hadoop is the ETL process for the data
warehouse. Many organizations use third party and ad-hoc tools for doing the ETL into the corporate data
warehouse system. In such cases, moving these processes to a Hadoop based system is easier than moving a
corporate application that is developed for a relational database. This also gives them scalability that is expected
from these Hadoop based systems.
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3 Spatial Big Data Analytics
In the geo-spatial world, there are several data sources that generate Big Data. Traditional data sources like
satellite imagery and raster data, vector data like road networks and admin boundaries can be treated as Big
Data. But majority of the big data comes from sensors, internet of things, social media, and in car devices
and mobile phones. Similar to the non-spatial Big Data, geo-spatial Big Data can be processed either in the
reactive or proactive mode. Many of the techniques that are common to non-spatial Big Data analytics can also
be applied to geo-spatial Big Data analytics. Additionally, the location aspect of the geo-saptial Big Data makes
it more challenging and requires specific spatial techniques to efficiently process this data to make it useful for
the enterprise.
Many traditional divide and conquer algorithms for spatial problems can be easily extended to work in the
map-reduce framework. But many of these algorithms require spatial data to be stored using locality based
clustering for efficient processing. That is, data that is close to each other based on the location should be
stored on the same storage node in the Hadoop cluster to get better performance. However when this spatial
data is part of some other business data, this kind of data organization is not straight forward as optimizing the
storage for spatial analysis might not be very optimal for some other non-spatial analytical process. In enterprise
systems, this causes problems as data scientists might end up focusing on the data storage instead of focusing
on extracting knowledge from the Big Data. Thus it is important to develop some data models that can be used
as templates for data storage based on the data processing requirements.

3.1 Raster Data Storage
Raster data is usually not tied to any other business data. That is, raster data processing is spatial centric and
the storage and analysis ofthis data can be done with a spatial centric view. In addition, raster data processing is
ideally suited for a map-reduce framework. In this section a Digital Elevation Model (DEM) analysis problem
is used to explain the different storage models that can be used for raster processing in a map-reduce framework. Consider the problem of calculating the shaded relief model for a given DEM. This processing involves
processing each pixel in the context of its neighbors and producing a new pixel in the shaded relief model.
• Input: NXM pixels where each pixel is a floating point number denoting elevation
• Find the shaded relief from the DEM
• Algorithm
– Look at the values of 8 neighbors and the current pixel value and generate a new pixel
– Needs the neighbors pixel value to calculate the new pixel value for the current pixel

In the simplest storage model, one can take the DEM, block it into regular tiles and store each tile as a HDFS
block. Then the map-reduce framework can spawn mappers such that each mapper works on a HDFS block
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to produce the new pixels. This storage model would work fine for most of the pixels in the blocks, but the
boundary pixels in the DEM blocks would require pixels from neighboring blocks to calculate the result pixels.
This would involve moving some of the HDFS blocks among the storage nodes so that each mapper has access
to all the required blocks. Thus this simple storage model will add extra overhead during the processing time
as data may have to be moved among different storage nodes. This can be rectified by replicating the boundary
pixels into multiple HDFS blocks using the following algorithm for the storage of the original DEM.
Consider a 9X9 cell DEM as the input. We extend this to be a 11X11 cell DEM by padding the original
DEM with zero elevation cells as shown in the following figure.

Split the input DEM into blocks so that each bock is 5X5 pixels. When HDFS blocks are created, the
additional pixels are added as physical pixels with zero elevation value. This will make the processing phase
later much easier as each block can be processed in the same way. This will increase the number of blocks after
the splits, but this increase in storage is acceptable as it makes processing easier.
Each split will have 5X5 pixels and the middle 3X3 are the real pixels (red) in the block, and the rest are
boundary pixels (orange). The shaded relief calculation is done only for the red pixels in each block, but the
orange pixels are used as required for the calculation. Then each real pixel is processed by only one mapper as
each block is processed by one mapper. And in reduce phase, there is only one new value for each real pixel in
the input DEM.

Traditional Raster data processing algorithm will work very well in Map-Reduce framework. The storage
model should specify the overlap required for pixels at the data loading time. And once the data is distributed
according to this overlap, rest of the processing can be done using standard algorithms. This is very effective for
raster data processing as many map-reduce nodes can work together to produce the result in a short amount of
time. And since there is no real data exchange during the map-reduce phase, the scalability of this system will
be nearly linear.
3.1.1

Vector Data Processing

There are two main types of map-reduce frameworks for processing vector data: Spatial centric systems (like
Spatial-Hadoop) and non spatial centric systems. There are no standard systems today that process spatial data
using non-spatial centric approaches. In an enterprise IT system, Spatial Big Data is used in many different
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business applications. This often requires spatial and non-spatial algorithms for processing this data. For this
reason, a spatial-centric approach might not be appropriate in an enterprise IT system. In this section, we first
review some of the options organizing the Saptial Big Data and then describe different applications where one
storage model might be preferred over the others.
3.1.2

Global Spatial Index

Use a space partitioning based indexing method (r-tree, quad-tree, kd-tree, grid-file). Distribute the data to
different nodes so that each node in the cluster gets data for one index leaf-node. Spatial Hadoop from UMN is
one one example of such a system. The main idea is to use the divide and conquer approach with map-reduce
framework. First, the data is partitioned using a spatial partitioning method such that data that is close to each
other is likely to be stored in the same HDFS block. While processing the data, the partitions can be pruned
using the global spatial index to eliminate data that do not contribute to the answer. Then the spatial algorithm
is applied locally to each partition and then the partial answers are combined in the reduce phase to produce the
final result. Consider the problem of computing Spatial Aggregate Union of a set of input geometries. For this,
the data is first spread across the cluster using spatial index partitions. Then the union algorithm is executed
at each node to find the local aggregate union. Then in the reduce phase, the results from each mapper are
combined to produce the final aggregate union. Note that in this example, data from all partitions is used in
producing the final result. If we consider the problem of finding the aggregate union of only those geometries
that are inside a given polygon geometry then all the partitions that do not have any geometries inside the given
polygon geometry can be immediately eliminated from the further processing using the global spatial index.
This type of global index based storage works well spatial centric applications, but one major drawback of this
approach is the locality of the queries. If several queries are processed at the same time and all of the queries
need data from the same neighborhood, then it is very likely that very few nodes will end up doing most of the
work while the other nodes in the cluster are idle.
3.1.3

Local Spatial Index

Randomly distribute the data over all the nodes in the cluster and create a local spatial index for each data in each
HDFS block. With this storage model, each partition will participate in the analysis phase to answer the queries.
With this approach, all the nodes in the cluster will be busy while processing almost all the queries. The local
spatial index can be used to filter out some of the records in each HDFS block to improve the query response
times. This type of storage is more useful for common business problems that usually have a combination of
spatial and non-spatial predicates. For example, consider a large number of event records/logs (like tweets)
with lat/long information along with other attributes. From this data set, we want to find all the records that are
within 10 miles from the given lat/long and also contain the phrase united nations. This query can be processed
by mappers by processing each HDFS block looking for records with the given phrase and also to check if the
lat/long stored in the record satisfies the given distance predicate. The local spatial index can be used by the
mapper to immediately filter out records that do not satisfy the distance predicate thus reducing the processing
time. The two step primary filter and secondary filter approach is used in many spatial databases and a similar
process can be used with the local spatial index and the map-reduce framework to improve the performance of
the data processing.
The global index approach requires large amount of time to create the index before the data is ready for
use. But once the index is created, spatially aware queries can be done very efficiently. If many queries need
data from the same location this can create a bottleneck as data is likely clustered at the same node. If there are
updates to the data, it is not very efficient to update the index as data may be moved to a different partition. The
local index approach requires a low amount of time to create the index before the data is ready for use. This
is good for applications that generate lot of queries against the data and require low latency for response times.
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Updates are also possible as each local index can be updated independently and no single node bottleneck exists
as data is de-clustered across all nodes. It is also interesting to look at the different types of CPU load caused
by these different storage models. What storage model is used for a particular type of analysis will depend on
many factors including how the CPUs are used for processing the queries.

In an enterprise IT system, there are other types of spatial queries that are implicitly spatial. That is, there
is no explicit spatial information stored in the data, but the spatial location for the records can be derived based
on some other attribute data. For example, consider the problem of geo-tagging data based on the place name
information that may appear in each record of the data. Some type of a gazetteer like GeoNames can be used
to match place name information from the records and associate a lat/long with each record in the data. This
lat/long can then be used to categorize and cluster the data for spatial analysis. Such data processing tasks would
require a reference data set and text matching algorithms to be able to geo-tag each record with a lat/long. In a
map-reduce framework, it is not clear how a reference data set like GeoNames can be used efficiently to do this
geo-ragging process. One option is to create a text index using lucene technology and make the whole indexed
reference data set available to all the nodes in the cluster. This can be done via distributed cache or by using
HDFS to store the reference data set. Then during the processing phase, each mapper uses the reference data
set and associated text indexes to find the best possible match for each record. Once each record is tagged that
spatial information can be used to classify and cluster the record according to some predefined hierarchy. For
example, consider web logs collected from a system where each log may contain some city or place name among
the many tags in the log. An organization might want to efficiently process this data to understand how many
logs correspond to a given county in a state. Or the organization might want to create a thematic map of the data
based on how many logs contain references for places in each county, state or country.
Another type of problem is more spatial centric, but requires the use of reference data. Consider the problem
of snapping sensor generated data to a road network. For example, sensors in automobiles or even mobile
phones can generate location data. Due to the inherent errors I the generated location information, the location
information should be aligned with a road network so that it can be used to generate trajectory information or
path information. For this system, large volume of data is collected in real-time and the data needs to be snapped
to a road network. This system has two types of data sets: the static road network and the dynamic data collected
from sensors. One option is to treat each of these data sets differently for storage in a map-reduce system. A
global index can be created for the road network and data is distributed based on index nodes used as partition.
And the incoming data is then sent to the nodes that can potentially have a match based on the index partitions.
These different types of applications show the need for different storage and processing models for Spatial
Big Data applications. These basic processing models are required to solve bigger problems that involve predictive modeling that also use location as a key component. For example, an organization might want to develop
a system that can predict potential crowd trouble based on tweet and other social media data. In addition to
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the above mentioned spatial problems, the social media data has another complexity in identifying the location
associated with the tweet or the text. For example, tweets are generated from a location, but the tweet might be
referring to events at a different location. If the system can find the trend meet at NYC city center at 4PM and
protest against climate change it can recommend to the law enforcement agencies to stop any potential crowd
trouble by being proactive. But such systems do not exist today, and it would require development of new algorithms to find spatial-temporal correlations and predict future events. But the basic building blocks discussed in
this paper can be used in building such a system.
3.1.4

Model Driven Data Storage and Indexing

Spatial Hadoop Systems should support a few data storage and indexing models and provide the necessary tools
to load the data and create indexes. Applications can choose one of the provided storage models based in the
data and query requirements: Cluster the data or de-cluster the data, local index or global index or no index
become part of the configuration parameters. It will also be ideal to provide reference data and or hierarchies.
This will free up the data scientist to do actual data analysis instead of worrying about data storage and data
layout models.
3.1.5

Unified Query

The unified query concepts takes the existing SQL and other database related application development concepts
and applies them to the Hadoop system. The idea is to have the application developed once as if it is developed
for a database, but deploy it either in a database environment or a Hadoop environment. Since organizations
have people skilled in database application development this will make it easy for them to take advantage of the
scalability offered by Hadoop for certain Big Data problems without retraining their workforce.
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